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tIn an environment like the web, where new data is 
ontinuously being generated and where users
ontinuously need to re
eive new data, traditional data management te
hniques fall short. When usersperiodi
ally poll the data sour
es for updates, una

eptably high server loads result. Publish/subs
ribesystems provide a solution to the polling problem by delivering relevant data to interested users as newdata gets generated. Users de
lare the data they are interested in through long-term queries 
alled pro�les,and the system sends data to these users as new data gets generated.A major problem in a publish/subs
ribe system is eÆ
iently de
iding whi
h pro�les mat
h new datawhen there are a large number of pro�les. In this resear
h, we have investigated several index stru
turesand pro�le mat
hing algorithms to provide s
alable operation of a publish/subs
ribe system. We have alsoanalyzed the e�e
t of overlap among pro�les on the performan
e of the indi
es.1 Introdu
tionWeb has brought new opportunities and problems for both publishing and retrieving data. There is a hugeamount of 
ontinually growing information on the web. The need to lo
ate and a

ess data also grows inparallel. Even if we assume that e�e
tive me
hanisms to lo
ate data exist, we still have the problem of gettingimmediate updates as new data of interest gets generated. Using traditional data management te
hniques, we
an not do better than polling the data sour
es for new data. However, this is both 
umbersome and leadsto una

eptably high server loads. Publish/subs
ribe systems provide a solution to the polling problem byautomati
ally delivering relevant data to interested users as new data gets generated. Users de
lare the datathey are interested in through subs
riptions and the system sends data to these users as it re
eives mat
hingdata from the data sour
es. Besides, the users need not worry about lo
ating the relevant data sour
es anymore.Publish/subs
ribe systems are modeled in two major ways: group-based and 
ontent-based [FLPS00℄. Ingroup-based approa
h, data obje
ts are grouped into subje
t 
ategories and users subs
ribe to these groups tore
eive any data of that subje
t 
ategory. On the other hand, 
ontent-based approa
h allows the users to getsubs
ribed to more spe
i�
 data in terms of 
ontent. This way, users do not have to re
eive every data that isin
luded in a broad subje
t 
ategory; they 
an be more sele
tive. Subs
riptions 
ontain detailed spe
i�
ationsof 
ontent of data the users wish to re
eive. We 
all su
h spe
i�
ations pro�les. A pro�le 
an be thought ofas a long-term query.A major problem in a publish/subs
ribe system is eÆ
iently de
iding whi
h pro�les mat
h new data whenthere are a large number of pro�les. This problem is important to solve to a
hieve s
alable operation of thesystem against in
reasing number of pro�les and the rate of new data arrival. To be able to mat
h pro�lesin an eÆ
ient way upon new data arrival, we need to perform some pre-pro
essing on the pro�les that willorganize and prepare them for the mat
hing step.The traditional approa
h to mat
hing individual queries to large amount of data is building indi
es on thedata. In our 
ase, the roles of queries and data are reversed. Now we have a large number of queries and wewish to mat
h individual data items against those queries. Based on this analogy, we 
onsider building indi
eson the queries to handle the pro�le mat
hing problem.The paper 
ontinues with presenting the related work in the next se
tion. Later we present the basi
system ar
hite
ture and the data model that we 
onsider in Se
tion 3. The index stru
tures and the mat
hing1



algorithms together with their performan
e evaluation are dis
ussed in Se
tion 4. Se
tion 5 presents the
ontributions of our work. Finally, we 
on
lude the paper by dis
ussing the future work in Se
tion 6.2 Related WorkWe 
an dis
uss the related work under three main headings:� Rule evaluation in a
tive databasesA similar problem to the pro�le mat
hing problem we are 
onsidering has previously been atta
ked inthe 
ontext of a
tive databases. The problem 
onsidered was eÆ
ient evaluation of rules/triggers (ea
h
onsisting of predi
ates) upon the o

urren
e of an event.[HCKW90℄ proposes IBS (Interval Binary Sear
h) tree stru
ture to fa
ilitate predi
ate mat
hing indatabase rule systems. The fo
us of the work is on dynamism, i.e., making the tree easily-modi�ableupon insertions and deletions of predi
ates. The tree should also be kept balan
ed not to lose eÆ
ien
y.This tree stru
ture resembles our Cluster Index. However, there are some di�eren
es in building methods.[HJ96℄ both provides a survey of sele
tion predi
ate indexing algorithms and proposes a new indexings
heme for a
tive databases based on Interval Skip Lists (IS-Lists). Dynamism issues for IS-Lists arealso dis
ussed. IS-Lists s
heme is easier to implement but does not provide improvement over otherexisting methods in terms of evaluation performan
e. Finally, [OM97℄ provides a de
ision tree approa
hto �ltering rules in trigger enabled databases. This tree ensures that ea
h predi
ate is evaluated at moston
e, but the worst 
ase is equivalent to the naive algorithm of evaluating all the predi
ates. They alsoallow disjun
tions in triggering expressions. Dynami
 addition and deletion of trigerring expressionsis not handled. Moreover, the binary de
ision tree is not guaranteed to be the optimal one sin
e thisproblem is known to be NP-
omplete. None of these works have 
onsidered join predi
ates.� Sele
tive dissemination of dataThere are two major related works in the area of sele
tive dissemination of data: SIFT (StanfordInformation Filtering Tool) [YGM94℄ and XFilter [AF00℄. Both propose index stru
tures and algorithmsfor eÆ
ient mat
hing of do
uments against large number of pro�les. However, the data models and thepro�le languages used are di�erent.In SIFT [YGM94℄, a do
ument is a 
olle
tion of words and a pro�le is a sequen
e of distin
t words. Apro�le mat
hes a do
ument if all words in the pro�le appear in the do
ument. Inverted sets are usedas the basis for the index stru
tures. Three indexing methods are proposed: In the 
ounting method, ahash table maps words to inverted sets of pro�les that 
ontain them. All distin
t words in a do
umentare applied to this stru
ture and by 
ounting the number of mat
hing words, mat
hing pro�les aredetermined. Key method is a variation of the 
ounting method in whi
h a pro�le appears in the invertedlist of one of its words. Finally, the tree method uses a trie-like stru
ture and exploits the similarity ofpro�les by storing identifying pre�xes of pro�les in a tree stru
ture instead of a hash table.XFilter system is a more re
ent system whi
h aims at eÆ
ient �ltering of XML do
uments [AF00℄. Inthis system, pro�les are represented as queries using XPath language whi
h 
an spe
ify path expressionsover XML data. Do
uments are XML do
uments with s
hema hidden in tags rather than plain textdo
uments. XPath enables pro�les to refer to s
hema information in do
uments. XFilter uses a moresophisti
ated inverted index than SIFT's. For ea
h pro�le, a Finite State Ma
hine (FSM) whose statesrepresent element tags in XPath query is 
onstru
ted. Inverted set index is built over the states of theFSMs of pro�les. An event-based XML parser is used to trigger the states in FSMs of pro�les whi
h inturn de
ide whi
h pro�les mat
h the XML do
ument being parsed.These systems do not emphasize dynamism. Furthermore, join operations in pro�les and overlap amonguser pro�les have not been addressed by any of these systems.� Mat
hing pro�les in 
ontent-based publish/subs
ribe systemsOur work is not the �rst attempt to solve the problem of mat
hing pro�les in 
ontent-based pub-lish/subs
ribe systems.In [FLPS00℄, an event noti�
ation servi
e is des
ribed whi
h embodies an event model, a subs
riptionlanguage and a set of mat
hing algorithms. Events are a set of attribute-value pairs and subs
riptionsare 
onjun
tions of 
onstant predi
ates. A subs
ription is satis�ed by an event if the bindings forthe attributes provided by that event makes the subs
ription true. The mat
hing algorithms provided2



in [FLPS00℄ exploit predi
ate redundan
y and dependen
ies between predi
ates. Some of them alsodistinguish between equality and non-equality predi
ates to improve eÆ
ien
y. [ASS+99℄ presents asimilar system where the subs
riptions are pre-pro
essed into a mat
hing tree. Ea
h node in this treeis a test on some of the attributes and the edges are results of su
h tests. Leaves of the tree 
ontainthe subs
riptions. Mat
hing is realized by traversing this tree to obtain the subs
riptions at the leaves.Expe
ted time 
omplexity of the presented method is sub-linear in the number of subs
riptions. Anotherimportant work that needs to be 
ited is [BCM+99℄. It des
ribes Gryphon system developed at IBMwhi
h aims at eÆ
iently distributing large amount of data to many 
lients. In [BCM+99℄, parti
ularlythe problem of multi
ast where there are multiple brokers, ea
h 
apable of event mat
hing is presented.This kind of an ar
hite
ture is to realize publish/subs
ribe in a distributed fashion. The brokers routeevents to other routers whi
h are 
loser to the 
lient that needs to re
eive the events. Hen
e, mat
hingis not a

omplished at a 
entralized lo
ation, but it is distributed among multiple brokers.All of the above mentioned systems fo
used on 
onstant predi
ates in subs
riptions. We propose alter-native algorithms for mat
hing pro�les that 
ontain both 
onstant and join predi
ates.Additionally, as we shall dis
uss later, there are data stru
tures designed to solve some problems in 
om-putational geometry whi
h are 
losely related and appli
able to our problem. Next, we present our solutionto the pro�le mat
hing problem. We defer the dis
ussion of our 
ontributions to Se
tion 5.3 Preliminaries3.1 Basi
 Ar
hite
tureThere are two major parties in a publish/subs
ribe system: data sour
es that are 
ontinuously generating newdata and users that are 
ontinuously in need to re
eive new data. The fun
tionality of the publish/subs
ribesystem is to a
t as a medium for these two parties to rea
h ea
h other. First, users submit subs
riptions tothe system. Later on, as new data arrives from the data sour
es, the system redire
ts the relevant ones to thesubs
ribed users.In a publish/subs
ribe system, users de
lare their interest in re
eiving data from the system throughsubs
riptions. Subs
riptions 
an take two major forms. In group-based publish/subs
ribe systems, the sub-s
riptions simply spe
ify the subje
t 
ategory the users wish to get subs
ribed. This means that they arewilling to re
eive any do
ument on that subje
t 
ategory. In 
ontent-based publish/subs
ribe systems, how-ever, rather than getting subs
ribed for all the do
uments on a 
ertain subje
t, users subs
ribe to some of thedo
uments on that subje
t by de
laring more detailed information on their data interests.
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Figure 1: Publish/subs
ribe system ar
hite
ture under 
onsiderationIn this proje
t, we are 
onsidering a 
ontent-based publish/subs
ribe system where users get subs
ribedto the system through pro�les (see Figure 1). Generally speaking, pro�les are persistent queries whi
h de�nethe data that the users wish to re
eive. They both fun
tion as a tool that allows users to spe
ify their data3



interests as well as a �lter that fa
ilitates the delivery of data to interested users. The system stores thesepro�les in a Pro�le Database. On the other side, new data is arriving from the data sour
es. Although it isnot a requirement, the system may also be storing the arriving data in a Do
ument Database 1. The 
ru
ial
omponent in the system is the Pro�le Mat
her whi
h is responsible for de
iding whi
h users should re
eive anewly arrived data obje
t. This de
ision has to be made based on the pro�les stored in the Pro�le Database.The naive way of making the mat
hing is by 
omparing ea
h user pro�le against the data obje
t one by one.However, this approa
h would not s
ale with the number of users (i.e. pro�les) and also the rate of data arrivalto the system. Therefore, our purpose is to �nd a more 
lever me
hanism to perform the mat
hing.3.2 The Data Model and The Pro�le LanguageBefore we dis
uss how we 
an handle the pro�le mat
hing problem, we need to state our assumptions aboutthe data model and the pro�le language we are using.We 
onsider ea
h data obje
t/do
ument as a 
olle
tion of value assignments to attributes. It is similar toa re
ord in the relational model. However, we do not assume that the re
ord is in a prede�ned s
hema, i.e.,there is no restri
tion on whi
h attributes are allowed to appear in a do
ument and what range and type ofvalues they are allowed to take.We take pro�les ea
h of whi
h is a 
onjun
tion of 
onstant and join predi
ates. It is like a simpli�edversion of the WHERE 
lause of a relational query. However, it does not 
ontain any negations or disjun
tions.Predi
ates are simple equality or inequality 
onstraints on the values that a set of attributes 
an take for thedo
ument to qualify for user's interest. Values are 
hosen from ordered domains like integers. Join predi
atesspe
ify the 
onstraints on attributes in a newly arrived do
ument and an old do
ument that may be stored inthe Do
ument Database. Old do
uments to be joined by the new do
ument need to be quanti�ed. Thereforewe use either a universal or existential quanti�er together with the join predi
ates. Universal quanti�er (8)denotes that we want the relationship between the attributes to o

ur for all the do
uments that are storedin the Do
ument Database and existential quanti�er (9) denotes that we want the relationship to hold for atleast one old do
ument.Below are some examples to illustrate pro�les:Example 1 do
uments whose author is "Smith"author = "Smith"Example 2 
all for papers for 
onferen
es in the area of "Databases" whi
h are issued after 2000area = "Databases" AND year > 2000 AND do
 type = "CFP"Example 3 data that is about books by "Smith" whose pri
e is in the range [10, 30℄ and whi
h is di�erentthan the ones that have been re
eived up to nowauthor = "Smith" AND 10 <= pri
e <= 30 AND 8 d (isbn 6= d.isbn)4 Index Stru
turesWe fa
ed the problem of data mat
hing in traditional database systems before. There, we had large amount ofdata stored in the database and that data needed to be mat
hed against user queries by the query pro
essor.To fa
ilitate this mat
hing, we built indi
es on the data. In publish/subs
ribe systems, the role of queries anddata are reversed. Now we have large number of user queries (i.e. pro�les) stored in the system and we wishto mat
h a data obje
t against these queries. Instead of indexing the data, now we 
an build indi
es on thequeries to fa
ilitate pro�le mat
hing.In this se
tion, we �rst present what kind of indi
es 
an be used on 
onstant predi
ates followed by indi
eswe 
an use on join predi
ates. Then we des
ribe how we 
an 
ombine the two te
hniques. We also presentperforman
e evaluation for ea
h of the index stru
tures.4.1 Index Stru
tures on Constant Predi
atesWe developed two basi
 index stru
tures: the Cluster Index and the Interval Index. We also tried mixing thesetwo indi
es together to 
ome up with a better index and we 
alled this third index the Hybrid Index. It turnedout that there are other data stru
tures that were developed to solve a related problem in 
omputational1We 
all data obje
ts do
uments sin
e we think in terms of the web 
ontext.4



geometry: the windowing queries problem [dBvKOS00℄. Two of these data stru
tures that 
an also be usedfor our problem are the Segment Tree and the Interval Tree [dBvKOS00℄. We also implemented these twostru
tures to 
ompare with ours. In this se
tion, we des
ribe ea
h of these �ve stru
tures and present boththeoreti
al and experimental 
omparison.Before getting into details of ea
h index, let us �rst mention about some basi
 prin
iples that apply tothese stru
tures.� We handle the problem one attribute at a time. Therefore, we build one index tree per attribute. Tomap ea
h attribute to its 
orresponding index tree, we use hashing on attribute names.� By handling ea
h attribute separately, we redu
ed the problem to the following: Given a set of intervalsfor an attribute spe
i�ed in the pro�les and given a data point spe
i�ed by the value assigned to theattribute in the new do
ument, �nd the list of pro�le intervals whi
h 
ontain that data point.� In all the stru
tures, index tree is a variation of the binary sear
h tree. At the end of the sear
h performedon the tree, we end up with a set of pro�les.� The set of pro�les are denoted by bit ve
tors. There is one bit per pro�le in the ve
tor. A bit being1 indi
ates positive view about the mat
hing of the 
orresponding pro�le. In the Cluster Index, a bitve
tor shows whi
h pro�les may mat
h whereas in the other indi
es, it shows whi
h pro�les do mat
h.� There are two methods used in building the index trees:{ based on the endpoints of the intervals, as in the Cluster and the Interval Tree Index{ based on the elementary intervals between 
onse
utive endpoints, as in the Interval and the SegmentTree IndexThe Hybrid Index involves both approa
hes.We use the following example to illustrate ea
h of the indi
es in the next 
oming se
tions:Example 4Profiles:P0: 10 � x � 25 ^ 70 � y � 110P1: 20 � x � 45 ^ 60 � y � 90P2: 30 � x � 40 ^ 70 � y � 80P3: 45 < x < 50 ^ 40 < y < 50P4: x � 40 ^ y � 30P5: x = 55 ^ 20 � y � 80P6: 5 � x � 45 ^ y = 50P7: x = 35 ^ y = 20P8: 60 � x � 65P9: 100 � y � 120Do
ument:D: x = 20 ^ y = 80
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04.1.1 Cluster IndexThe main idea in the Cluster Index is to group pro�les based on a given attribute's value. At ea
h level of theindex tree, the pro�les are splitted into two groups. Tree node 
ontains the value that is used as the splittingpoint, whi
h we 
all the key. All the pro�les for whi
h the interval to be satis�ed by the attribute lies to theleft of the key (i.e. less than the key) go to the 
luster represented by the left subtree and all the rest go tothe 
luster represented by the right subtree.The keys are 
hosen from the set of endpoints of the intervals 
overed in the pro�les for that parti
ularattribute. First we sort the endpoints. Then we sear
h for a good point to be 
hosen as the key. We use two
riteria to de
ide how good a splitting point is: 5



� The tree should be kept as balan
ed as possible so that the depth of the tree does not be
ome large.� We should keep the number of pro�les that appear in both subtrees (to the left of the 
hosen key andto the right of the 
hosen key) as small as possible. This is also to keep the tree size under 
ontrol.Sin
e these two 
riteria are opposing with ea
h other, we need to �nd a 
ompromise. We use the followingsimple s
oring fun
tion: (i) get the di�eren
e between the number of pro�les going to the two subtrees tomeasure how balan
ed the split is, (ii) 
ount the number of pro�les that appear in both subsets to measurethe amount of repetition, (iii) add these together. The key whi
h results in the smallest s
ore is 
hosen as thebest key.We perform the sear
h for the key in a binary sear
h fashion. We start by 
hoosing the dn=2eth pointin the endpoint list and 
al
ulate its s
ore. Then we do the same for the sublist whi
h has more number ofpro�les. Ea
h time we 
ompare s
ores and keep tra
k of the key whose s
ore is the minimum. For example,assume that the sorted list of endpoints is [2; 6; 19; 21; 23; 48; 50℄. First we take 21. Let's say 3 pro�les lie tothe left of 21 and 4 pro�les lie to the right of 21 and the total number of pro�les is 5. Then the s
ore for21 would be (4-3)+(4+3-5) = 3. Sin
e the number of pro�les to the right of 21 is more than the number ofpro�les to the left of 21, we 
hoose 48 as the next 
andidate key. Let's say 5 pro�les lie to the left of 48 and 2pro�les lie to the right of 48. Its s
ore would be (5-2)+(5+2-5) = 5. Sin
e 3 < 5, 21 would be a better 
hoi
ethat 48. We 
ontinue like this until we examine the whole list (For this example, we only need to 
he
k 23now).In addition to the key, a bit ve
tor is stored in ea
h node whi
h denotes the set of pro�les that have thepossibility of being satis�ed (i.e. mat
hed by the do
ument) right before the split. This bit ve
tor is 
omputeddepending on the 
hosen key at the parent node 2.We 
ontinue splitting and 
omputing the 
orresponding bit ve
tors until either we are left with 
lustersof size 1 or we 
an not split anymore. We de
ide that we 
an not split any more when whatever endpoint is
hosen, one or both of the 
lusters are equivalent to the parent 
luster. This o

urs when the intervals havevery high overlap. The nodes of the tree at the leaf level 
ontain only bit ve
tors sin
e no key is needed tosplit any further.
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1100101000 Figure 2: Cluster Index on attribute xFigure 2 shows the Cluster Index tree for x attribute for the pro�les given in Example 4. To mat
hdo
ument D given in the example on this tree, we traverse the tree all the way down to the leaf level bymaking 
omparisons with the key at ea
h node on the path. The bit ve
tor at the leaf gives us the 
luster ofpro�les whi
h have the possibility of mat
hing the do
ument. The bold arrows in Figure 2 show the path tobe followed to mat
h x attribute of D whi
h is assigned value 20. Note that we build a similar tree for the yattribute and we do a traversal to mat
h y attribute of D. The bit ve
tors obtained after ea
h traversal arepropagated. After the �nal traversal, we end up with a 
luster of pro�les whi
h should be 
he
ked to �nd theexa
t answer. The smaller the size of this �nal 
luster is, the less number of pro�le evaluations are to be doneat the end. Therefore, it is important that we have small 
lusters at the leaves of the index trees.2For the Cluster Index, we a
tually do not need to store bit ve
tors in the inner nodes. We show them here for illustration.6



4.1.2 Interval IndexInterval Index is a binary sear
h tree built on elementary intervals. Elementary intervals are obtainedfrom the partitioning of the range of values for a parti
ular attribute 
reated by the endpoints spe
i�edin the pro�les. For example the list of elementary intervals 
reated by the list of endpoints [2; 5; 18; 30℄ is[(�1; 2); [2; 2℄; (2; 5); [5; 5℄; (5; 18); [18; 18℄; (18; 30); [30; 30℄; (30;+1)℄. Hen
e, the list of elementary intervals
onsists of open intervals between two 
onse
utive endpoints, alternated with 
losed intervals 
onsisting of asingle endpoint [dBvKOS00℄. For n distin
t endpoints, there are 2n+1 elementary intervals. In this example,we show an in�nite range for values but we 
an also limit the range using �nite values. Note that ea
h ele-mentary interval is disjoint from all the others. Thus, if a given point is found to be in an elementary interval,it 
an not be in another elementary interval at the same time.Ea
h node in the index tree 
onsists of an elementary interval and a bit ve
tor. The bit ve
tor denotes thepro�les that would be satis�ed if the attribute's value were found to be in that elementary interval. As we arebuilding a binary sear
h tree, we 
hoose the dn=2eth elementary interval from the sorted list of elementaryintervals to pla
e into the root node. Then we 
ompute the 
orresponding bit ve
tor. The 
hosen intervalsplits the list of elementary intervals into two equal size sublists. The sublist to the left is used to build theleft subtree and the right sublist is used to build the right subtree in a similar fashion, until all the elementaryintervals are pla
ed into the tree. The smaller the number of elementary intervals, the smaller the tree sizewill be. Therefore, we apply the following optimization: Before we 
reate a node for an elementary interval,we 
he
k whether there is any pro�le satis�ed by that elementary interval. If no su
h pro�le exists, we do notneed to 
reate a node for that elementary interval.
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0000010000Figure 3: Interval Index on attribute xFigure 3 shows the Interval Index tree for x attribute in Example 4. To mat
h do
ument D given inthe example on this tree, starting from the root node, we sear
h for the interval whi
h 
ontains the value20 assigned to x. As soon as we �nd su
h an interval, we de
lare the bit ve
tor stored in the 
orrespondingnode as the set of pro�les that mat
h as far as the x attribute is 
on
erned. Hen
e, we do not always needto traverse until the leaf level. However, if we sear
h until the leaf level and still 
an not 
ome up with amat
hing interval, then we de
ide that none of the pro�les mat
h. The bold arrows in Figure 2 show the pathto be followed to mat
h the x attribute of the given example. As in the Cluster Index, we need to do a similarsear
h for the y attribute as well and the resulting bit ve
tors are to be 
ombined.4.1.3 Hybrid IndexAs we mentioned before, Cluster Index may not have good performan
e when the 
lusters at the leaves are oflarge size. The reason is that all the pro�les in those 
lusters have to be evaluated one by one. This situationo

urs when the overlap among pro�les is high and we 
an not split them into smaller 
lusters.We developed the Hybrid Index to solve this problem. The idea is to �rst build a Cluster Index and then7



to build Interval Index on 
lusters at the leaves of the Cluster Index. This way we 
an avoid all pro�les in the
lusters from being evaluated as if no index existed on them.
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Figure 4: Hybrid Index on attribute xFigure 4 shows the Hybrid Index tree for x attribute in Example 4. The top half of the tree is exa
tlysame with the Cluster Index. Then we apply Interval Index to the leaf 
lusters of size larger than 1 3. Weonly illustrate one of the Interval Index trees in Figure 4 for 
onvenien
e. To mat
h do
ument D, we performthe sear
h as we do for the Cluster and the Interval Indi
es. Again, the bold lines show the path we follow tomat
h 20 for x.We expe
t the Hybrid Index to perform better than the Cluster Index when the degree of overlap betweenthe pro�les is high. We present its performan
e against both the Cluster and the Interval Indi
es in thefollowing se
tions.4.1.4 Geometri
 Data Stru
turesWhen we handle our problem of de
iding whi
h pro�les mat
h a given data obje
t one attribute/dimension at atime, we end up with a problem that has been worked on before in the �eld of 
omputational geometry: Givena set of intervals, report the ones that 
ontain a given query point. Three known data stru
tures developedto solve this problem are: Segment Tree, Interval Tree and Priority Sear
h Tree. We ex
lude Priority Sear
hTree from our dis
ussion sin
e it is developed for a spe
ial 
ase of windowing queries and we need to performa transformation on the intervals and points to be able to use this stru
ture [dBvKOS00℄. Below we des
ribehow we implemented and used the remaining two stru
tures.� Segment TreeSegment Tree stru
ture is similar to our Interval Index in that it also is built on elementary intervals.However, elementary intervals are stored only at the leaves. Inner nodes store the union of their 
hild3A
tually, it is not usually advantageous to apply the Hybrid Index to very small 
lusters. Therefore, we set a parameterminimum 
luster size and start applying the Hybrid Index for 
lusters that are equal (or larger when no more splits are possible)to that parameter. To be able to apply this 
exibility, we need to store bit ve
tors in every node of the Cluster Index.8



intervals. The basi
 prin
iple is to redu
e the number of nodes where a spe
i�
 interval is stored. Ifan interval is 
overed by a lot of elementary intervals, then it is better be pla
ed higher in the tree. Inour Interval Index, we do not try to minimize the number of times a pro�le interval is stored in thenodes be
ause we are using bit ve
tors to store and pro
ess pro�le sets eÆ
iently. However, we applyan optimization to redu
e the number of elementary intervals to be stored, as mentioned before.The way Segment Tree is built is also di�erent. It is built in a bottom up fashion. Again we have anordered set of elementary intervals. We 
ombine them in pairs. Union of ea
h pair of intervals is usedto 
reate a parent node. The root node is the union of all the elementary intervals.
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Figure 5: Segment Tree Index on attribute xFigure 5 illustrates the index tree for the x attribute of our example. To mat
h x = 20 on this tree,starting from the root, we 
he
k ea
h interval until we rea
h a leaf node. The 
hoi
e of whether weshould follow the left bran
h or the right bran
h of the tree is made by 
he
king the 
hildren intervalsto see whi
h of them 
ontain the point. As we move from one node to one of its 
hildren, we 
olle
tthe bit ve
tors. Taking a logi
al OR of all the bit ve
tors we 
olle
ted gives us the list of pro�les thatmat
h. In Figure 5, we do not show the whole tree and the bit ve
tors for all the nodes. We only showthe part of the tree that is relevant to our example and the bit ve
tors that 
ontain at least one 1's inthem (be
ause other bit ve
tors have no 
ontribution to the resulting bit ve
tor).Note the important di�eren
e between the Segment Tree and our Interval Index in pro�le intervalmat
hing: in the Segment Tree, we must always traverse until we rea
h the leaf level to �nd the mat
hingintervals whereas in the Interval Index, we stop traversing the tree as soon as we �nd a mat
hingelementary interval. This di�eren
e is important in terms of the number of predi
ate evaluations (i.e.value 
omparisons) to be made.� Interval TreeThis data stru
ture, like the Cluster Index, makes use of the sorted endpoints rather than the elementaryintervals. A 
hosen endpoint is again used to split the pro�les into groups. However, no pro�le appearsin more than one group. This is a
hieved as follows: when a point is 
hosen as the splitter, all theintervals that 
ontain that point are stored at the node where that point is stored. Of the remainingintervals, the ones that are smaller than the point (i.e. to the left) are stored in the left subtree and therest go to the right subtree. Additionally, the intervals to be stored at a node are stored twi
e: (i) as alist sorted in in
reasing order of their left endpoints, (ii) as a list sorted in de
reasing order of their rightendpoints. We did not use bit ve
tors for these be
ause the order of ea
h pro�le in the lists is importantand this order 
an not be 
aptured using bit ve
tors.9
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Figure 6: Interval Tree Index on attribute xFigure 6 illustrates the data stru
ture more 
learly. To mat
h x = 20, we do the following: Sin
e 20 < 35,we will pro
eed in the left dire
tion. Before we move on to the left 
hild node, we �rst need to 
he
kthe list of pro�les on the left in order. Starting at the interval with the leftmost endpoint, we report allthe intervals that 
ontain the point. As soon as we see an interval that does not 
ontain 20, we stopand move on to the left subtree. In our example, intervals for pro�les 4, 6, 1, 2 (given in bold) 
ontain20, but interval for pro�le 7 does not. Then we 
ontinue to the left. Sin
e 20 < 25, we need to again
he
k the left list whi
h only 
ontains interval for pro�le 0. This interval also 
ontains 20 and we reportpro�les [4; 6; 1; 2; 0℄ as mat
hing.As illustrated, while pro�le mat
hing, we not only traverse on the Interval Tree, but also sear
h throughthe lists atta
hed to the nodes. Therefore, even though the storage requirements seem to be advantageousfor this type of tree, performan
e may not be good in terms of number of evaluations.4.1.5 Theoreti
al EvaluationWe 
an analyze the performan
e of the data stru
tures in terms of the following measures:� Build TimeThis is a measure that shows how eÆ
iently we 
an build the tree. This is not related to the mat
hingperforman
e of the indi
es that we are primarily after. However, it is still a useful measure. In all ofthe indi
es the primary determinant of this 
omplexity is the sorting phase. Therefore, build time isO(nlogn) per attribute, where n is the number of pro�les. For k attributes, it be
omes O(knlogn).� StorageWe measure storage 
omplexity in terms of the number of nodes. It is in the order of number of pro�lesfor ea
h attribute, i.e. O(kn) in total. Note that at ea
h node, we are storing bit ve
tors ea
h of size nbits. Therefore, if we measure the spa
e 
omplexity in terms of bits, we need to multiply the 
omplexityterm by n. Although we have not implemented yet, we 
onsider using 
ompression te
hniques to storethe bit ve
tors. Besides, we may not need to store the bit ve
tors at ea
h node as they are if we 
onsiderparent-
hild relationships between the nodes and store only the bits that are not possible to generatefrom the bit ve
tor of the parent/
hildren.� Evaluation TimeEvaluation time 
orresponds to the number of predi
ate evaluations (value 
omparisons) to be made format
hing. This is the most important measure for us sin
e we are more 
on
erned with the eÆ
ien
y ofthe mat
hing phase. Before we present the results, note that the naive algorithm whi
h evaluates ea
hpro�le in sequen
e without using any index would perform O(kn). A more 
lever algorithm that 
oulddo better than the naive algorithm in absen
e of any index would be, what we 
all, the lazy algorithm.This algorithm would stop doing predi
ate evaluations in a pro�le as soon as it evaluates a predi
ate tofalse be
ause pro�les are 
onjun
tions and a pro�le mat
hes only if all of its predi
ates are evaluatedto true. This algorithm would perform 
(n) in the best 
ase sin
e it would have to evaluate only one10



Index Number of EvaluationsCluster O(kn), 
(klogn)Interval O(klogn), 
(k)Hybrid �(klogn)Segment Tree �(klogn)Interval Tree O(kn), 
(klogn)Table 1: Theoreti
al 
omparison of the indi
es in terms of number of predi
ate evaluationspredi
ate from ea
h pro�le. The performan
e is still in the order of number of pro�les and we expe
t toget better results from the indi
es.Table 1 lists the results for n pro�les with k di�erent attributes. The two endpoint-based methods, theCluster Index and the Interval Tree Index have the worst 
ase performan
e of O(kn). The reason forthis is that, when the amount of overlap among pro�les is really high, these indi
es would not be ableto perform any splits. The index trees would be of depth 1 (only the root node) and we would haveto evaluate ea
h predi
ate in ea
h pro�le one by one to perform the mat
hing. On the other hand,when the overlap is not very high, then these indi
es would have attribute trees of depth O(logn) andwould a
hieve O(klogn) number of 
omparisons. Whether the overlap is high or low, the Hybrid Indexensures that we do not do more than O(klogn) number of predi
ate evaluations sin
e it re
overs thedisadvantages of the Cluster Index by using Interval Index. Interval Index by itself has the worst 
aseperforman
e of O(klogn), but 
an do better in the best 
ase where the mat
hing interval is found veryearly in the tree (at the root node for example). In this 
ase, performan
e be
omes independent of thenumber of pro�les. Segment Tree Index has similar performan
e to the Interval Index ex
ept that itsbest 
ase performan
e is equal to its worst 
ase performan
e whi
h is O(klogn). Overall, our IntervalIndex has the best performan
e. It is also interesting to note that elementary interval-based methods,namely, the Segment Tree and the Interval Index (also the Hybrid Index indire
tly) perform better andindependently from the overlap among pro�les.4.1.6 Experimental EvaluationWe performed some simple experiments to verify our theoreti
al evaluations and to quantify the e�e
t ofoverlap on performan
e whi
h was not very obvious from the theoreti
al results. In our experiments, we
on
entrated on measuring how pro�le mat
hing time in terms of the number of predi
ate evaluations 
hangeswith the in
reasing number of pro�les. As we were expe
ting some 
hanges in performan
e as the amountof overlap among pro�les 
hange for some of the indi
es, we also performed an experiment to analyze this
hange.Figure 7 shows the results we obtained for our �rst experiment. In this experiment, we used 50 randomlygenerated do
uments. We also generated 100 to 1000 pro�les. Both the do
uments and the pro�les were
ontaining 2 attributes of the same names. Predi
ates in the pro�les were in the form of 
losed intervals ofsize 10. We used Zip�an distribution to 
ontrol the generation of the pro�les. Skew determined how dispersedthe pro�les would be from an origin. The dire
tion of dispersion was determined uniformly at random. Forthis experiment, the overlap range was held low ([1, 20℄ per
ent) to ex
lude its e�e
t. We would like to geta general idea of how the average mat
hing performan
e of the indi
es s
ale with the in
reasing number ofpro�les. As the graph suggests, all indi
es perform well 
ompared to no-index 
ase where we would have todo 2 � 100 = 200 to 2 � 1000 = 2000 predi
ate evaluations on the average for 50 do
uments. This number
hanges in [18, 47℄ for the worst performing index in Figure 7. Although all performed well, we 
an see thatour Interval Index and Cluster Index were the best of all. It was interesting to see that Hybrid Index didnot beat Cluster Index at low degrees of overlap. We explain this result as Hybrid Index paying a 
onstantpenalty when it swit
hes from one type of index to the other.The �rst experiment does not tell us how overlap among pro�les a�e
t the performan
es. In our se
ondexperiment, we took 100 pro�les and 50 do
uments generated in the same way. This time instead of varyingthe number of pro�les, we varied the size of the intervals 
overed by the pro�les to be able to 
hange theoverlap among them. We obtained overlap per
entage in the range of approximately [10, 98℄. The result isprovided in Figure 8. It shows that the Interval Index and the Segment Tree Index are not in
uen
ed by theoverlap in
rease and they have a steady performan
e. Both the Cluster Index and the Interval Tree Index are11
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Figure 7: Average number of evaluations over 50 do
uments vs Number of pro�les
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Figure 8: Average number of evaluations over 50 do
uments vs Per
ent overlaphighly a�e
ted from the in
rease in overlap. Hybrid Index takes over the Cluster Index as we expe
ted but it
an only do this after a very high degree of overlap (above 90 per
ent).As a result, our Interval Index performs always better than the others. Our Cluster Index performs wellas long as the overlap is not very high.4.2 Index Stru
tures on Join Predi
atesA user's data interest may be spanning several do
uments. An instan
e of this situation is where the userwishes to 
orrelate between some do
ument that he has re
eived before (or even if he has not re
eived, heimagines that it is probable that the system might have re
eived it/some sour
e might have generated it) anda new do
ument. For example, the user might be interested in do
uments published after all the do
uments hehas re
eived before (or all the do
uments being stored in the Do
ument Database). This requires a 
omparison12



old 
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document

document
d

Document
DBFigure 9: Joins between old do
uments and a newly arriving do
umentbetween the dates of all the old do
uments and the date of the newly arriving do
ument. There may also be
ases where the user wants this 
omparison to hold at least for one old do
ument.As seen in Figure 9, this 
omparison is similar to performing a join operation between two relations in arelational database. The major di�eren
e is that now one of the relations 
ontain only one re
ord (the newdo
ument). Also, now we have the queries (i.e. pro�les) and one of the relations (i.e., old do
uments) storedin the system, but we do not know the other relation (i.e., new do
ument) until it arrives to the system.To a

omplish pro�le mat
hing eÆ
iently when we have join predi
ates, this time we need to index the joinpredi
ates. However, we also have old do
uments parti
ipating in the joins and they also need to be eÆ
ientlya

essed. Therefore, together with the join predi
ates, we need to index the data stored in the Do
umentDatabase.The do
uments in the Do
ument Database 
an be indexed using 
onventional index stru
tures like B-Trees [Bay72℄. However, we 
onsider augmenting su
h an index stru
ture with do
ument bit ve
tors (similarto pro�le bit ve
tors used in the previous se
tion) for our purposes. These bit ve
tors will be used later todetermine whi
h old do
uments are likely to satisfy the join predi
ates given in the pro�les. Ea
h su
h ve
torwill be of length equal to the number of do
uments in the Do
ument Database and a bit of value 1 will indi
atethat the 
orresponding do
ument is satisfying the join predi
ate. As in 
onstant-only predi
ates, we 
onsiderthat we have one augmented B-tree per attribute. We are not getting into details of this index here, but wewill show how it is used in the following paragraphs.To mat
h join predi
ates eÆ
iently when a new do
ument 
omes to the system, we use a join table. Ea
hentry of this table 
orresponds to either a simple join expression 
onsisting of one quanti�ed join predi
ate ora 
omplex join expression whi
h is basi
ally a pointer to a quanti�ed expression tree whi
h has AND operatorsin the inner nodes and simple join predi
ates at the leaves. We do not store the 
omplete tree in the entry butwe just point to simple join predi
ates that are to be found on the leaves whi
h are stored as separate entriesin this table.Example 5 better illustrates the index we are proposing and how it is used for mat
hing.Example 5Pro�le Database: Do
ument Database:P1: 9 d (pri
e < d.pri
e) D1: pri
e = 10 AND year = 2000 AND author = "Smith"P2: 8 d (year > d.year) D2: pri
e = 25 AND year = 1999P3: 9 d (author = d.author) Join Table:join expressions do
ument bit ve
tor pro�le bit ve
torquanti�er join pair <old, new> operator9 <pri
e, pri
e> < 00 100 �8 <year, year> > 11 010 p9 <author, author> = 10 001 p011New Do
ument:pri
e = 30 AND year = 2001 AND author = "Smith"13



In Example 5, three pro�les are stored in the Pro�le Database and two old do
uments are stored inthe Do
ument Database. All of the pro�les only 
ontain simple quanti�ed join predi
ates. We store thesepredi
ates in a join table. For ea
h entry in this table, we also store a do
ument bit ve
tor and a pro�le bitve
tor. The do
ument bit ve
tor 
olumn is initially empty. We 
an only �ll it out when we re
eive the newdo
ument. However, the ve
tors in the pro�le bit ve
tor 
olumn 
an be 
omputed at 
ompile-time. A pro�lebit ve
tor shows whi
h pro�les would be satis�ed if the 
orresponding join predi
ate were evaluated to betrue. Again, there is one bit per pro�le and a bit value of 1 indi
ates that the 
orresponding pro�le would besatis�ed.At run-time, i.e., when a new do
ument is re
eived at the system, we apply the following pro
edure forpro�le mat
hing on the join table:
urrent profile bitve
tor = 000for ea
h entry of the Join Table with new join attribute appearing in the new do
umentget the do
ument bit ve
tor from the B-tree on the relevant attributeif existential quantifier and there is at least one bit 1 in the do
ument bit ve
tor
urrent profile bitve
tor = OR(
urrent profile bitve
tor, profile bit ve
tor)else if universal quantifier and all bits in do
ument bit ve
tor are 1 then
urrent profile bitve
tor = OR(
urrent profile bitve
tor, profile bit ve
tor)output 
urrent profile bitve
torHow we applied this pro
edure to the example is also illustrated above. Boldfa
e bit ve
tors show the bitve
tors 
omputed at run-time. Sin
e the �rst join predi
ate is quanti�ed as existential and there is no 1 bit inthe 
orresponding do
ument bit ve
tor, we do not use the �rst pro�le bit ve
tor. On the other hand, for these
ond join predi
ate, all the bits in the do
ument bit ve
tor are found out to be 1 and sin
e this predi
ate isuniversally quanti�ed, we take the 
orresponding pro�le bit ve
tor (010) and OR it with the initial pro�le bitve
tor (000), obtaining 010. The third entry's do
ument bit ve
tor 
ontains one 1 bit and sin
e the predi
ateis existentially quanti�ed, its 
orresponding pro�le bit ve
tor (001) should also be taken and ORed with the
urrent pro�le bit ve
tor (010), giving us the result 011. This result says that given the Pro�le Database andthe Do
ument Database, when a new do
ument as given in the example arrives, the mat
hing pro�les are P2and P3.Organizing join predi
ates this way has the following bene�ts:� Ea
h distin
t join predi
ate is 
onsidered at most on
e.� Augmented B-Tree enables us to �nd the mat
hing old do
uments easily in logarithmi
 time.4.3 Using the Index Stru
tures on Constant and Join Predi
ates TogetherUntil now, we have presented how we handle 
onstant and join predi
ates separately. In this se
tion, wedis
uss how we 
an use them in 
ombination.4.3.1 How to Apply them TogetherEa
h index stru
ture basi
ally fun
tions as a �lter against pro�les. Ea
h time we 
omplete using an index, weare left with the 
olle
tion of pro�les that still have the possibility of mat
hing the given data item. Hen
e,we 
onsider appli
ation of 
onstant and join index stru
tures as two major phases in this �ltering pro
ess: (i)we 
an �rst apply one of them on the 
omplete set of pro�les, (ii) then we apply the other one on the set ofpro�les that survive the �rst phase. In other words, the resulting pro�les obtained by passing pro�les throughone of these indi
es in the �rst phase will be further �ltered through the other index in the se
ond phase.Filtering based on join predi
ates is supposed to have nearly the same 
ost with �ltering based on 
onstantpredi
ates. The reason is that we are building B-tree-like indi
es on ea
h attribute in the do
ument basethat is being joined with an attribute from the new do
ument as stated in the pro�les. Therefore, both thejoin index and the 
onstant index require logarithmi
 time per attribute. The di�eren
e will 
ome from thedi�eren
e between the number of di�erent attributes in 
onstant predi
ates and the join predi
ates and fromthe di�eren
e between the number of old do
uments (D) and number of pro�les (N).Here is a rough 
omparison of di�erent 
ases:1. when there is no index at all: 14



for ea
h profilefor ea
h do
umentif do
ument mat
hes the profilereport the profilebreak;N : number of pro�lesD: number of do
uments
: average number of 
onjun
ts per pro�leWorst 
ase number of predi
ate evaluations = N �D � 
2. �rst phase: �lter through the index on join predi
atesse
ond phase: �lter through the index on 
onstant predi
atesj: number of join predi
ates/
onjun
tionsk0: number of di�erent attributes in 
onstant predi
ates whi
h also appear in the new do
umentafter the �rst phase is appliedWorst 
ase number of predi
ate evaluations = j � logD+ k0 � logN3. �rst phase: �lter through the index on 
onstant predi
atesse
ond phase: �lter through the index on join predi
atesk: number of di�erent attributes in 
onstant predi
ates whi
h also appear in the new do
ument (k � k0)j0: number of join predi
ates after the �rst phase is applied (j0 � j)Worst 
ase number of predi
ate evaluations = k � logN + j0 � logDIt is out of question that having an index is more eÆ
ient than not having any. Choi
e between 2 and 3highly depends on the relative values of D, N and j, j0 and k, k0. We 
an not know k0 and j0 before we seea new do
ument. However, given j, k, N and D (and maybe some statisti
s about the distribution of 
omingdo
uments), we 
an estimate whi
h phase is more bene�
ial to apply �rst.4.3.2 Pre-�lteringConstant predi
ates impose 
ertain 
onstraints to be satis�ed by the newly arriving do
uments whereas joinpredi
ates impose 
onstraints to be satis�ed by the do
uments in the Do
ument Base as well as the newdo
uments. Filtering based on ea
h of these group of 
onstraints in isolation is only possible after a newdo
ument arrives to the system. However, when we 
onsider the two groups together, we may have anopportunity to perform some �ltering at 
ompile-time (i.e., before the new do
ument arrives) based only onthe old do
uments. We 
all this early �ltering pro
ess pre-�ltering. Pre-�ltering may provide eÆ
ien
y inrun-time �ltering by redu
ing the number of pro�les to be mat
hed and hen
e preventing the use of 
ertainparts of the indi
es we have built.The above mentioned 
ase is not the only 
ase that provides opportunity for pre-�ltering although it is themost important one. Below we list the 
ases in whi
h we 
an apply pre-�ltering:� Existen
e of a given attribute:For ea
h d.attribute that is found in ea
h pro�le, the Do
ument Database should at least 
ontain onedo
ument d whi
h has an attribute named attribute. In other words, a B-tree should exist on attributenamed attribute. Otherwise, that do
ument base 
an not satisfy the 
orresponding pro�les and neednot be 
he
ked when a new do
ument 
omes.� Constant predi
ates on old do
uments:For ea
h d.attribute OP 
onstant or 
onstant1 OP1 d.attribute OP2 
onstant2 in ea
h pro�le,this predi
ate should be satis�ed by at least by one do
ument in the Do
ument Database. If a universalquanti�er is also provided, then the predi
ate should be satis�ed by all the old do
uments.15



� Constant predi
ates and join predi
ates together:Example 6pri
e = 10 AND 9 d (d.pri
e = pri
e) implies the 
onstraint 9 d (d.pri
e = 10)As Example 6 illustrates, we 
an infer new and 
ompile-time-appli
able 
onstraints when we 
onsider
onstant and join predi
ates together. In this parti
ular example, the inferred 
onstraint may repla
ethe join predi
ate. However, this may not always be the 
ase. Example 7 below shows a 
ase where wewould lose information if repla
ed the join predi
ate. Rather, we should use the inferred 
onstraint asan additional one whi
h still 
an 
ontribute to pre-�ltering.Example 7pri
e < 10 AND 9 d (d.pri
e = pri
e) implies the 
onstraint 9 d (d.pri
e < 10)We need to generalize the exempli�ed 
ases to be appli
able to other similar 
ases. For ea
h (d.a OP1a) AND (a OP2 
) in ea
h pro�le where a is an attribute name, 
 is a 
onstant and d refers to an olddo
ument in the Do
ument Database, Table 2 
an be used to reveal impli
it 
onstraints on do
umentd: 4 OP1 = < � > �OP2= d.a = 
 d.a < 
 d.a � 
 d.a > 
 d.a � 
< d.a < 
 d.a < 
 d.a < 
� d.a � 
 d.a < 
 d.a � 
> d.a > 
 d.a > 
 d.a > 
� d.a � 
 d.a > 
 d.a � 
Table 2: Generalization of impli
it 
onstraints to be inferred from (d.a OP1 a) AND (a OP2 
).The �rst row in the Table 2 (where OP2 is =), 
ontains the 
onstraints that 
an repla
e the join predi
ates.The rest should be used as additional 
onstraints. We do not show it here, but a similar table 
ould bebuilt for 
onstant predi
ates in interval format, i.e., 
onstant1 OP1 attr OP2 
onstant2.To above 
ases should be identi�ed and pre-�ltering should be applied in an eÆ
ient fashion. Brie
y, ourapproa
h to this problem is to list all the implied 
onstraints for ea
h pro�le; then to treat ea
h of these thesame way we treat the pro�les themselves and build an index similar to our indi
es for 
onstant predi
ates;and �nally to pass ea
h old do
ument in the Do
ument Database through this index and obtain a pre-�lterbit ve
tor whi
h shows the pro�les that survived. As new do
uments get added to the Do
ument Database,we need to pass them through the pre-�lter �rst and update the pre-�lter bit ve
tor a

ordingly.On
e we have a pre-�lter bit ve
tor, we use it as our starting set of pro�les to apply the pro�le indi
es.5 ContributionsWe believe our work has the following 
ontributions:� We proposed three new index data stru
tures to fa
ilitate mat
hing of 
onstant predi
ates. We showedthat one of our index stru
tures, Interval Index, performed slightly better than two existing data stru
-tures in terms of best 
ase performan
e. In terms of worst 
ase, its performan
e is similar to the SegmentTree. All of the stru
tures under investigation perform far better than the naive and lazy algorithmsin general. We dis
overed that some of the indi
es show sensitivity to the amount of overlap amongpro�les. We 
ondu
ted experiments to analyze this.� Our pro�les allow joins between the set of previously re
eived data and a newly arriving data. To ourknowledge, there is no previous work on mat
hing join-
apable pro�les eÆ
iently.4Attribute names in join predi
ate do not ne
essarily have to be the same. However, it is important that the attribute namereferring to the new do
ument in the join predi
ate be the same as the attribute name in the 
onstant predi
ate.16



� We used bit ve
tors both to represent the set of mat
hing do
uments as well as the set of mat
hingpro�les. These bit ve
tors enable us to perform set operations like interse
tion and union easily, simplyby taking ANDs and ORs of the ve
tors, respe
tively.6 Future Work and Con
lusionWe would like to investigate the following problems in the future:� Pro�le indexing and data delivery for disjun
tive pro�les with utilitiesRight now, the user 
an spe
ify one data item of interest sin
e we allow only 
onjun
tive pro�les. Whenwe allow disjun
tions in the pro�les, he 
an also spe
ify multiple data items that he wishes to re
eive.We 
an also let him spe
ify preferen
es among these items in terms of utility or priority. Then we needto mat
h and deliver the higher utility items earlier than the other ones. Moreover, sin
e our fo
us wason the eÆ
ien
y of the pro�le mat
hing, we have not 
onsidered how the delivery of mat
hing data itemsto multiple users 
an be performed eÆ
iently. This problem also requires further investigation.� Modi�
ations to the index stru
tures when the pro�les are updatedRight now the index stru
tures we proposed are all stati
. Modi�
ations would require them to be builtfrom s
rat
h. It is not very likely that users would want to update their pro�les very frequently sin
ethey usually spe
ify long-term data interests. However, it is expe
ted to be quite often that new usersget subs
ribed to the system. Therefore, we should develop methods for easy insertion of new pro�lesto the existing index stru
tures. Other kinds of modi�
ations (like deleting users, updating existingpro�les) should also be handled afterwards.� EÆ
ient storage of indi
es on diskWe assumed that the indi
es �t into the memory and have not 
onsidered how they 
ould be mapped todisk so that they 
an be eÆ
iently retrieved later. This is also an important issue to 
onsider as futurework. Also, we need to investigate the 
ompression te
hniques to store the bit ve
tors eÆ
iently as well.To sum up, in this work, we investigated how we 
an realize eÆ
ient pro�le mat
hing using indi
es onpro�les. Our results show that evaluation time s
ales well with the in
reasing number of pro�les when indi
esare used. Furthermore, we showed that the overlap among pro�les 
an a�e
t the performan
e of some of theindi
es and 
an perhaps be exploited to build better indi
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