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Abstract

Engaging crowd workers to annotate surveillance and police
body-camera video creates a dilemma: giving workers access
to the video risks revealing the identities of people in the
video who may have a right to anonymity (e.g., minors sus-
pected of crimes, etc.). Despite advances in automated face
detection, we are still far from any method that could confi-
dently redact all faces, while still revealing all other pertinent
information about the video. Variations in illumination, pose,
and occlusion continue to vex those efforts. We introduce a
method of engaging untrusted crowd workers to detect behav-
iors and objects, while robustly concealing the identities of all
faces—even those that any machine face detection algorithm
would miss. It works by applying a median filter sufficient to
remove all facial detail, even for faces that machines cannot
detect. Then, workers watching the blurred video can click to
selectively reveal small regions, in order to test their hypothe-
ses about what behaviors and/or objects might be present. Us-
ing a heuristic based on the edge map, we limit the size of the
exposed area to a size that is unlikely to deidentify any face.
This paper is about the method. (Evaluation is ongoing and
will be covered in a future paper about this work.)

Introduction

Cameras are all around us. Dashcams, security cameras,
smartphones, head-mounted cameras (e.g., the GoPro), and
police body cameras have made it possible to record nearly
every facet of life. These recordings offer nostalgia to the
wistful, recollection to the forgetful, evidence for the ac-
cused, and accountability for the vulnerable. However, the
possibility of ubiquitous video capture also poses a threat
to “privacy in public” (Nissenbaum 1998). For instance, the
study (Ariel, Farrar, and Sutherland 2015) shows the positive
effect of body-worn cameras on police-public encounters.
However, those same police body cameras may also capture
the faces of minors accused of crimes, victims, and infor-
mants, all of whom would typically have an expectation of
anonymity.

The video data may be transmitted to others through so-
cial media, available via public records requests (e.g., po-
lice body camera footage), or other means. Due to the inher-
ent conflict of this sharing with the aforementioned privacy
rights, society is currently locked in a debate over when to
make surveillance camera footage public (Chesterman 2010;
Sheldon 2011).

The pervasiveness of video recording technology which
leads to “the problem of privacy in public” (Nissenbaum
1998), necessitates the development of redaction tools that
can allow transmission and use of the available visual data
while guaranteeing desensitization of private information
present in the video. Through our work, we try to address
this problem where no sensitive information gets revealed in
a video, and at the same time, enough information becomes
visible so that the video remains useful for building a hy-
pothesis about its contents.

We propose a system that allows a reliable redaction tech-
nique using image processing and crowdsourcing to desensi-
tize videos which may then be released on public platforms
without compromising privacy. We have developed a sys-
tem that blurs a video entirely and presents it to a crowd-
worker for building a hypothesis about its content. The video
is heavily obscured to ensure no sensitive information is re-
vealed. However, we also allow the workers to click any-
where on the video that opens up a small window of infor-
mation around the click.

At the heart of our system lies the algorithm that utilizes
the information in a neighborhood of a given pixel, to limit
the amount of information available to a particular investi-
gator of the video as shown in Figure 1. The threshold on the
amount of information visible is set such that an entire face
is never revealed. The worker, who is shown an obfuscated
video, is allowed to choose the region of interest to make
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Figure 1: Keyhole and Fovea techniques for revealing infor-
mation



a query on. This query is then processed to reveal as much
information as is safe to show.
The key contributions of this work are as follows:

e The human-machine algorithm presented is designed to
allow robust recognition of behaviors and objects, while
concealing facial identities more effectively than would
be possible with machine face detection alone.

e This algorithm shows how humans’ ability to reason
about incomplete imagery can be leveraged in conjunc-
tion with low-level image processing, allowing them to
hypothesize which behaviors and objects are present—
without disclosing the identity of faces in the video.

o A description of our working system illustrates how these
methods can be implemented.

This paper is about the method and system. Results of our
evaluation (in progress at the time of this submission) will
be covered in a future paper.

Background

Recent progress in machine-automated computer vision and
pattern recognition gives rise to a question: “Do humans still
have an edge?” If not, then one might approach the problem
of selective redaction using only machine pattern recogni-
tion algorithms that allow detection and redaction of sensi-
tive information such as faces and vehicle numbers. Recent
work on visual privacy protection such as SmartRedaction
by Utility Inc., are indeed directed towards image redaction
using computer vision techniques to determine region-of-
interest (ROI) in the picture, for instance, tracking moving
people, or detecting faces in live camera videos. This ROI
may then be protected from being seen or entirely removed
from the image using image processing. However, even af-
ter using the state-of-art algorithms for face detection, the
system still does not guarantee a 100% redaction of faces.
Evident from the “survey on face detection in the wild: past,
present and future” by (Zafeiriou, Zhang, and Zhang 2015),
even when allowing a relatively large number of false pos-
itives, there are still around 15-20% of faces that are not
detected. The survey attributes these errors to the blurred
faces, however, also suggesting that a detailed report for er-
rors is missing from the literature. In our work, we follow a
more conservative approach of protecting the privacy while
increasing the accuracy of recognizing the activity.

The task of detecting the presence of people in videos or
still images is more efficiently accomplished by humans than
machines. Humans use not only faces but body parts, orien-
tation of the body, gait of the person (in the case of videos),
and other information, to make a hypothesis about the pres-
ence of a face. The study by (Sinha et al. 2006) shows that
humans are not only able to detect, but also recognize fa-
mous celebrities in low-resolution images, a case where ma-
chine recognition fails. These reliable face detection capa-
bilities of humans can be used to get the ROI in any given
video, which may then be redacted using image process-
ing techniques. But, this does not solve the problem com-
pletely, as this implies that the crowd-workers need to watch

the videos that contain sensitive information to make a hy-
pothesis about the ROI. This may not always be acceptable,
especially if the task is to be delegated to untrusted crowd-
workers.

To avoid exposure of the crowd-workers to such private
information content, we initially obfuscate the video en-
tirely. Standard techniques for still image obfuscation in-
clude blurring, pixelating (Boyle, Edwards, and Greenberg
2000) or scrambling (Danielson 2002). However, these tech-
niques have shown limitations in securely redacting the im-
ages. For example, face recognition works even after pixela-
tion and blurring (Gross et al. 2005). There have been prior
attempts to obfuscate entire video for protecting sensitive
private information by (Boult 2005; Dufaux and Ebrahimi
2008). However, obfuscating the entire video to completely
redact sensitive information, leverages the capability of the
subject to be able to see the necessary information (Lasecki
et al. 2014).

To provide the crowd-workers with sufficient information
to form a hypothesis about the contents of the video, we al-
low the workers to click anywhere on the video which re-
veals a small window of information that can be used to un-
derstand the substance of the video. This technique of re-
vealing small portion of the ROI is inspired from the on-
line game called “Bubbles” by Jia Deng, created for their
research “Fine-Grained Crowdsourcing for Fine-Grained
Recognition” (Deng, Krause, and Fei-Fei 2013). The collec-
tive judgment of the crowd about the location of the sensitive
information in a video can then be used to redact sensitive
contents using any of the image obfuscation techniques dis-
cussed earlier.

System Description

We have developed a system that provides an interface for
the crowd-workers to analyze video contents without getting
exposed to the private information content of the video and
provide with a collective judgment about the location of the
sensitive information. The system encapsulates three major
processes:

Step 1: Obfuscation

The interface contains obfuscated videos, as shown in Fig-
ure 3, which the user can pause, play forward or reverse. The
purpose of obfuscation is to reveal an initial estimation of the
video contents. For this, we have chosen the median filtering
technique. This technique is generally used to remove noise
in Image Processing, as it re-assigns every pixel, the me-
dian of its neighbours in a given radius. This decreases the
number of outliers in a region, making the image segmented.
However, when this filtering is applied with larger radius to
regular images, it allows segmentation of the image with less
profound boundaries. This further helps build silhouettes out
of the original content, which is required to release an ini-
tial estimation of the video content, however, restricting the
details of it. This method is described in detail in (Collins,
Gross, and Shi 2002) for silhouette based biometric identifi-
cation of humans. We use the technique described above, to
allow the crowd-workers to predict the actions performed in



Figure 2: Above: Original Frame; Below: Canny Edge De-
tection applied to above frame and the safe regions calcu-
lated for different clicks. Clicks are shown as small yellow
squares.

the video using the silhouettes. We set the radius of the me-
dian filter such that the largest possible face for a given video
frame is converted to a silhouette. The system then relies on
these silhouettes and the temporal motion in the videos for
allowing the workers to form an initial judgment about the
activity carried out.

Step 2: Revelation

Once the workers have made their initial judgment about
the video contents, the system allows the crowd-workers to
pause the video and reveal a particular region by clicking
on it. The heart of our system lies in the algorithm that de-
termines the radius of the area that gets exposed after these
clicks from the workers. In this paper, we examine two dif-
ferent interaction techniques to bound the amount of infor-
mation visible to the crowd-worker. Both the methods incor-
porate a single algorithm to evaluate the amount of informa-
tion that gets shown around a particular point.

First of all, we define the method for calculating the radius
of the information revealed in this algorithm. We calculate
this based on the nearest edges to a particular pixel on the
frame. The video frame under analysis is first converted into
an edge map using Canny Edge Detection algorithm (Canny
1986). To calculate the radius of the region that can be safely
shown, we find the distance of the pixel under consideration
to the second nearest edge in any direction. This distance is
then used as the radius of a circular region around the clicked
pixel that can be revealed for the user as shown in Figure 2.
We compare two different interaction techniques, Keyhole
and Fovea, which differ in the way the information is dis-
closed using this radius as shown in Figure 1. In the case of
“Keyhole”, the information within the calculated radius is
displayed as it is without applying any filter. In the case of
“Fovea”, information within only half of the originally cal-
culated radius is revealed as it is. From there, median filter
is applied with gradually increasing radius up to a distance
equal to the initially estimated radius.

However, if we allow revealing the regions based only
on the above criteria, the crowd-worker may click at all the
points on a face and reveal it entirely. Hence, once a small
region is opened for viewing, we constrain the allowed re-
gions for next clicks. The worker is not allowed to click any-
where within a distance equal to twice the radius of the ini-
tially revealed area. Also, the revealed region in a particular
video frame is propagated to other video frames using op-
tical flow detection technique by (Farnebick 2003). If the
viewing window is kept static throughout the video, the sub-
jects may move in and out of this window, completely re-
vealing their identities.

Step 3: Recording judgments

Multiple judgments about the contents are recorded for a sin-
gle video. The information revealed by one worker is made
available to the next worker for a particular video. This re-
stricts the second worker from clicking close to the regions
exposed by the previous worker. By this, we ensure that the
workers may not be able to reconstruct the sensitive informa-
tion, by trading with each other the individual pieces of in-
formation that each one of them has. The consecutive work-
ers may choose to build their hypothesis about a video from
already revealed information or may choose to reveal fur-
ther regions as well. Workers are asked to mark the location
of the sensitive region. These judgments are then averaged
to form the final result.

Implementation

To evaluate the above-discussed system, we have devel-
oped an interface for crowdsourcing on Amazon Mechanical
Turk. Figure 3 shows one such assignment from the HITS
created. This system will be used for an evaluation that will
be forthcoming. The objective will be to evaluate if workers
are able to discern the activities carried out by the subjects
of the videos without knowing their identities.

For this, workers will be asked to watch a blurred video
clip. They will then be queried on the content of the video.
They may pause and click anywhere on the video to reveal a
region that they think would help them to recognize the ac-
tivity present in the video. To test whether deidentification
is successful, they will be asked to tag faces and match them
to the person who they might think is present in the tagged
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Figure 3: User Interface for tagging and analyzing videos
through Crowdsourcing on Mechanical Turk



location. The workers will be offered an incentive of gain-
ing bonuses if they can correctly tag a face and/or correctly
guess an action. A bonus will be paid for getting the correct
face, to encourage the workers to try in earnest to defeat the
deidentification.

Each assignment has three videos, one of them uses Key-
hole for the revealing region, one of them uses Fovea, while
the third one does not allow revealing on clicks at all. Us-
ing this experimental setup, we intend to compare the judg-
ments made by workers for each of these three cases and
evaluate how good or poor does a constrained revelation of
regions using Keyhole or Fovea technique performs as com-
pared to just blurring of the video without any revelation.
We intend to evaluate these algorithms to confirm that they
would indeed provide an efficient solution to the problem of
conveying non-sensitive information to and concealing sen-
sitive information from the workers for any given video.

Conclusion and future work

The system we have developed aims to allow workers to
reveal enough information to make a hypothesis about the
contents of the video, without revealing enough detail in
any faces—or face-like objects—to allow workers to iden-
tify any faces. It relies on the algorithms for calculating the
optimal radius, as described above. These are set to be con-
servative, biasing toward protection of facial identities, even
where that might make it more difficult for workers to form
useful hypotheses about the behaviors and objects of inter-
est.

Going forward, we will be evaluating the efficacy of this
system, initially using the Hollywood2 video dataset (Laptev
et al. 2008). In addition, we will continue exploring other
image processing techniques with the aim of improving the
calculation of the area around a click to show, so that the
probability of accurate behavior and object classification is
increased, while keeping the probability of facial identifica-
tion very low.

References

Ariel, B.; Farrar, W. A.; and Sutherland, A. 2015. The effect
of police body-worn cameras on use of force and citizens’
complaints against the police: a randomized controlled trial.
Journal of quantitative criminology 31(3):509-535.

Boult, T. E. 2005. Pico: privacy through invertible crypto-
graphic obscuration. In Computer Vision for Interactive and
Intelligent Environment, 2005, 27-38. Lexington, Kentucky:
IEEE.

Boyle, M.; Edwards, C.; and Greenberg, S. 2000. The ef-
fects of filtered video on awareness and privacy. In Proceed-
ings of the 2000 ACM conference on Computer supported
cooperative work, 1-10. ACM.

Canny, J. 1986. A computational approach to edge detec-
tion. IEEE Transactions on pattern analysis and machine

intelligence (6):679—-698.

Chesterman, S. 2010. Privacy and surveillance in the age of
terror. Survival 52(5):31-46.

Collins, R. T.; Gross, R.; and Shi, J. 2002. Silhouette-
based human identification from body shape and gait. In
Automatic Face and Gesture Recognition, 2002. Proceed-
ings. Fifth IEEE International Conference on, 366-371.

Danielson, P. 2002. Video surveillance for the rest of us:
proliferation, privacy, and ethics education. In Technology
and Society, 2002. (ISTAS’02). 2002 International Sympo-
sium on, 162-167.

Deng, J.; Krause, J.; and Fei-Fei, L. 2013. Fine-grained
crowdsourcing for fine-grained recognition. In The IEEE
Conference on Computer Vision and Pattern Recognition
(CVPR).

Dufaux, F., and Ebrahimi, T. 2008. Scrambling for privacy
protection in video surveillance systems. IEEE Transactions
on Circuits and Systems for Video Technology 18(8):1168—
1174.

Farnebick, G. 2003. Two-frame motion estimation based
on polynomial expansion. In Scandinavian conference on
Image analysis, 363—370. Springer.

Gross, R.; Airoldi, E.; Malin, B.; and Sweeney, L. 2005.
Integrating utility into face de-identification. In Interna-
tional Workshop on Privacy Enhancing Technologies, 227—
242. Springer.

Laptev, I.; Marszatek, M.; Schmid, C.; and Rozenfeld, B.
2008. Learning realistic human actions from movies. In
IEEE Conference on Computer Vision & Pattern Recogni-
tion.

Lasecki, W. S.; Gordon, M.; Koutra, D.; Jung, M. F.; Dow,
S. P;; and Bigham, J. P. 2014. Glance: Rapidly coding behav-
ioral video with the crowd. In Proceedings of the 27th an-

nual ACM symposium on User interface software and tech-
nology, 551-562. Honolulu: ACM.

Nissenbaum, H. 1998. Protecting privacy in an information
age: The problem of privacy in public. Law and Philosophy
17(5):559-596.

Sheldon, B. 2011. Camera surveillance within the uk: En-
hancing public safety or a social threat? International Re-
view of Law, Computers & Technology 25(3):193-203.
Sinha, P.; Balas, B.; Ostrovsky, Y.; and Russell, R. 2006.
Face recognition by humans: Nineteen results all computer
vision researchers should know about. Proceedings of the
IEEE 94(11):1948-1962.

Zafeiriou, S.; Zhang, C.; and Zhang, Z. 2015. A survey on
face detection in the wild: past, present and future. Com-
puter Vision and Image Understanding 138:1-24.



