Position Paper on Monitoring Applications

by 

Michael Stonebraker

1 Introduction

Micro sensor technology is getting so cheap, that it is increasingly feasible to put a sensor on every object we care about that will monitor its position, as well as other attributes.  This technology is available on high end automobiles (lojack), but will spread in time to lower cost assets, and ultimately to most anything.  This generates a requirement for monitoring application that will track the position of such assets.  Moreover monitoring applications will have to take appropriate actions when certain conditions are met.  For example, when an overhead projector is noticed leaving a building, the database of checked out assets should be interrogated to see if it is legitimately leaving the building.  If not, the police should be notified, because a theft may be in progress.  

There are three aspects of such monitoring applications that I find especially interesting:

“Inverted architecture” issues

Scalable triggers

More general query capabilities

These issues are briefly discussed in the rest of this short paper.

2. Inverted Architectures

In traditional relational and object-oriented databases, the fundamental architecture is “passive database”.  Hence, there are a collection of application programs connected to a database server, which sits idling waiting for work.  The application programs in turn typically wait for a human to specify input, and then they generate the corresponding work for the DBMS to respond to.  We call this a “human-active-system-passive” (HASP) model.  

In contrast, a monitoring application is typically structured differently.  The DBMS is responding to sensor input from a large number of sensors all the time.  Hence, it is continually processing a blizzard of data, looking for conditions of interest.  When something interesting is found, an application program is notified.  In turn, this program may alert a human.

Notice that the roles of the various components have been inverted, and we have a “system-active-human-passive” (SAHP) computing model.  

This change from HASP to SAHP requires us to rethink the architecture and capabilities of a DBMS.  For example, monitoring applications are fundamentally real time systems.   If they cannot keep up for some reason, it is acceptable to drop sensor input on the floor or to resample it at a lower data rate.  The mantra in traditional DBMSs is to provide crash recovery so there is never data loss.  In monitoring applications, it is acceptable, even desirable, to shed load and thereby lose data.  Hence, a SAHP DBMS can be expected to have rather different transaction capabilities than a HASP one.  

My first interest is to explore the architectural consequences that SAHP entails for  DBMSs.

3. Scalable Triggers
One aspect of monitoring applications is to respond to conditions of interest, such as an overhead projector leaving a building.  This is functionality usually associated with DBMS triggers.  Hence, large monitoring applications can be expected to have thousands, if not millions of triggers.  Building an ultra scalable trigger system is a second interest of mine.  Although this topic has been explored in the past, for example by Eric Hanson,  previous work has assumed a HASP model.  

My main interest is to exploit characteristics of a SAHP model to do a better job in this area.  

4. More General Queries
The majority of the work in a monitoring application appears to be executing a large collection of triggers to take appropriate action when conditions of interest are met. 

However, there will certainly be ad-hoc queries in such applications.  For example, consider an application that monitors the temperature of each room in a building, as well as human movement in the room.  It then automatically turns the heat down when the room is empty, and back up when the room becomes occupied again.

Besides  this monitoring and control activity, there will be ad-hoc queries.  For example, a human supervisor might want to ask what fraction of the rooms in the building are currently occupied.  More generally, he might want to know the duty cycle of every room over a 30 day period, which is a query to a historical times series of sensor information.  

An even harder question would be to retrieve a map showing the current location of every monitored asset along with some information about the asset.  Since the information of interest will vary from asset to asset, this will be a hard query to express.  Moreover, it is not difficult to conceive of even harder queries.  

Hence, my third interest is to explore the notation for, and processing of, ad-hoc queries that seem natural in a monitoring application.

