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Abstract

Analyzing the 21 cm spectral line requires identification of radio frequency in-
terference (RFI) in observations, but existing statistical algorithms for RFI de-
tection have significant disadvantages. We present the first phase of a research
project which aims to develop a new machine learning approach for RFI identi-
fication using a weak supervision framework. Progress to date, focused on the
development of a U-Net-inspired neural network, is described, along with pre-
liminary results using data from the Murchison Widefield Array (MWA) which
suggest that our approach will improve upon widely-used RFI detection methods.
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1 Introduction

The 21 cm spectral line is of great value to modern radio cosmology, as it carries sig-
nificant information about periods in the early universe which have proved challenging
to study directly. However, the ubiquity of radio frequency interference (RFI) from
human sources represents a major obstacle in detecting the 21 cm signal using Earth-
based telescopes. Cosmologists have developed sophisticated techniques for identifying
such RFI in observations, but interdisciplinary approaches using machine learning have
shown great promise in improving success rates.

This paper presents work from the early stages of one such interdisciplinary research
project, based in our case on the framework of weak supervision. The ultimate goal of
our research is to learn a probabilistic generative model for estimating RFI flags with
little or no ground truth data, which will then be used to train a neural network that
can detect a wide range of RFI, including novel examples of RFI produced by as-of-yet
unseen sources. Much of our progress to date has focused on building a framework to
train a modified U-Net model on sky visibilities using statistical RFI flagging methods
as ground truth, as well as developing methods for evaluating the performance of such
trained U-Net models.

The structure of this paper is as follows. In Section[2]we introduce relevant astronomical
concepts and methodologies, providing the context needed to understand the scientific
aims of the wider project. In Section [3| we review existing, widely-used RFI detection
methods, and describe how our planned weak supervision framework represents an
improvement over those methods. In Section [d] we describe the data used in the current
phase of the project. Finally, in Section 5| we present an overview of the progress
we have made during my time with the project, with an emphasis on my personal
contributions, and concluding with a brief discussion of possible next steps.

The research presented in this paper was conducted during the 2023-2024 academic
year as part of the Spectrum and Wireless Innovation enabled by Future Technologies
(SWIFT) group at Brown University led by Stephen Bach (Department of Computer
Science) and Jonathan Pober (Department of Physics). Students besides myself who
were part of the Brown SWIFT group during this period included Charles Duong,
Aidan LaBella, Yishan Liu, and Kevin Scroggins Jr. from the Department of Computer
Science, and Shawn Dubey and Jade Ducharme from the Department of Physics.

2 Cosmological Background

2.1 Goals and Obstacles in 21 cm Cosmology

Before the first atoms formed, the universe mostly consisted of radiation and a hot,
dense plasma of sub-atomic particles. This plasma scattered the radiation via the



process known as Thomson scattering, rendering the universe opaque. But by around
400,000 years after the Big Bang, the expansion of the universe had allowed the plasma
to cool, and protons and electrons started to become bound together, forming the first
atoms. Cosmologists sometimes refer to this period of early atomic formation as the
Epoch of Recombination. These first atoms consisted mostly of neutral hydrogen,
and did not scatter radiation to the same degree that the hot, dense plasma had
done previously, and thus the universe started to become more transparent. These
early neutral hydrogen atoms formed at excited levels more efficiently than they did
in the ground state, and newly-formed excited atoms emitted photons as they quickly
dropped to the ground state. These emitted photons could travel large distances due
to the increasing transparency of the universe, and we refer to these photons as cosmic
microwave background (CMB) radiation. In the period that followed, the first stars and
galaxies slowly began to form. And as gas clouds began to condense to the extent that
the neutral hydrogen atoms started to re-ionize, the so-called Epoch of Reionization
began, around 250 million years after the Big Bang.

During the period from the Epoch of Recombination to the Epoch of Reionization, a
new cosmological signal emerged. Neutral hydrogen can sometimes undergo a quantum
spin-flip transition between the two hyperfine levels of the hydrogen 1 s ground state.
This quantum state change produces electromagnetic radiation whose wavelength is
approximately 21 cm in a vacuum. The 21 cm spectral line that is created as a result
is also known as the hydrogen line or “H I line.”

Detecting and analyzing the hydrogen line is critical to understanding some of the most
fundamental properties of the early universe. For example, it can give us a precise pic-
ture of the universe’s density contrast during the so-called cosmological “Dark Ages,”
it can help us better understand early formation of large structure in the universe, and
it can improve our understanding of the universe’s subsequent reionization.

However, observing the 21 cm signal is far from straightforward. This is due not only
to the fact that the 21 cm signal is itself very faint, but also due to the fact that by the
time it reaches Earth it has redshifted into the radio band. This is problematic because
humans produce an enormous amount of radio signals at a variety of frequencies and
strengths. Problematic sources include, for example, digital television signals, which
can be detected even in highly remote areas since they can reflect off satellites and
aircraft. Distinguishing such Radio Frequency Interference (RFI) from the 21 cm
signal is therefore a complex problem.

2.2 Radio Interferometry

The work of identifying RFI begins with understanding how data is collected and repre-
sented in modern 21 cm cosmology. The telescopes used in radio astronomy, including
those used to detect the 21 cm signal, are typically antennas with large parabolic
dishes. We can analyze the signals received by such antennas using a technique known



as interferometry{’| where we combine signals from multiple antennas. For example,
suppose that we have two antennas each measuring the radiation received from the sky.
For points on the sky from which the signals arrive at the two antennas in phase, the
signals add coherently when we combine them. For points on the sky from which the
signals arrive at the two antennas out of phasd?], the signals add destructively when we
combine them. The result of these two kinds of interference is that the overall image
of the sky varies; in places on the sky which emitted signals that arrived in phase we
get a strong combined signal, but in places which emitted signals that arrived out of
phase we get no overall signal. In other words, the overall signal from the sky is an
interference pattern multiplied by an envelope, and its properties are determined by
physical properties of the interferometry setup. In particular, the distance between the
two antennas controls the period of the resulting interference pattern (with larger dis-
tance giving a shorter period), and the width of an antenna’s dish controls the width of
the envelope that the interference pattern gets multiplied by (with larger dishes giving
a narrower envelope).

Let I(l,m) denote the intensity of the radiation received from the sky as a function of
position, where [ and m are the cosines of the angles away from the point of sky directly
above the midpoint between the two antennas. As we just mentioned, the process of
interferometry has two effects on the signal we ultimately obtain, namely it produces
an interference pattern with a particular period, and it determines an envelope that
the interference pattern is multiplied by. The interference pattern itself is sometimes
called the fringe pattern, and is given by the real part of the complex number

6—2wﬁub+vnﬁ‘
Here, u and v are the coordinates of the vector pointing from one antenna to the
other; this vector described by u and v is called a baseline, where u is the East-West
coordinate and v is the North-South coordinate. The envelope effect produced by the
process of interferometry is then denoted by A(l,m), which is sometimes called the
primary beam. The primary beam can be thought of as the pattern of an antenna’s
response to radiation from different directions on the sky.

So, for a given pair of antennas with a fixed baseline we can measure the signal from
the sky at a point given by fixed values of [ and m, and this measurement is given by
the product of the primary beam, the sky’s intensity at the point in question, and the
interference pattern resulting from combining the signals received by the two anten-
nas. Using the notation we’ve introduced above, such a measurement can therefore be
expressed as

A(l,m)I(l,m)e2rituttvm),

IThe overview of radio interferometry fundamentals presented in this section is in large part a
summary of the account given by Jonathan Pober in his Introduction to Radio Interferometry series,
which can be found at https://www.youtube.com/playlist?list=PL4fYojqkUhrZsCmRcVafOUghG
DbJOOUHd!

2%0Out of phase” here means that the path length that the radiation takes to reach one antenna
compared to the path length it takes to reach the other antenna is an odd number of half wavelengths.


https://www.youtube.com/playlist?list=PL4fYojqkUhrZsCmRcVaf0UqhGDbJ90UHd
https://www.youtube.com/playlist?list=PL4fYojqkUhrZsCmRcVaf0UqhGDbJ90UHd

But since our goal is to get a picture of the entire sky, we can also vary the angles of
the two antennas, take measurements across the entire sky (i.e. take measurements at
all values of [ and m), and sum these together to get a single value called a visibility,
which represents the entire sky and is given by

V(u,v) = /A(l, m)I(1, m)e=2mHvm) gl dm

where we're integrating over the entire sky. So one pair of antennas (with a fixed
baseline described by fixed values of u and v) taking measurements over the entire sky
gives us one visibility, that is, a single number.

In a sense, a visibility can be thought of as a two-dimensional Fourier transform of the
sky’s intensity and the primary beam. But note that we only get a single visibility for
each distinct pair of u and v values, that is, for each distinct baseline. Since our goal
is to obtain a map of the distribution of radio brightness across the entire sky, we can
“fill in” the u, v plane as much as possible by using a large number of unique baselines,
and then Fourier transform these visibilities to the [, m plane, thereby recovering the
intensities (1, m) as desired.

Now, suppose that we use an array of N antennas, and we want to combine the signals
received by each distinct pair. This gives (}) = N(N — 1)/2 total possible baselines.
Note that autocorrelations (baselines paired with themselves) are avoided here. But
recall that we’re interested in filling in the u,v plane as much as possible. So two
pairs of antennas do not provide us different visibilities in the u, v plane if they have
the same baseline (recall that a baseline is a property of the relative positions of two
antennas). Baselines that measure the same point in the u,v plane are sometimes
called redundant baselines. Modern interferometers actually purposefully construct
redundant baselines for purposes of calibration, but these redundant baselines do not

give us distinct points in the u, v plane.

One important complication in the interferometry setup that we have been describing
concerns frequency. Radio telescopes often observe over a wide band on the electro-
magnetic spectrum, and thereby yield individual measurements at discrete frequencies.
This is valuable because many of the quantities we have been discussing in fact vary
with frequency. Firstly, the baseline coordinates u and v are actually a function of the
frequency at which we are measuring. This can be understood by noting that the in-
terference pattern described by the e=27/“+v™) term is determined by the constructive
and destructive combinations that occur when we combine the signals from two anten-
nas, and those combinations are themselves determined by the number of wavelengths
of radiation that can fit between the two antennas, and this of course depends on the
frequency of the radiation in question. Secondly, the 21 cm signal itself is not only very
faint, but also varies significantly from one frequency to another. So (I, m) is actually
also a function of the frequency of the measurement. Finally, a given radio telescope
also has a frequency response itself, and the frequency response pattern of a given
antenna is sometimes called its bandpass. This frequency dependence occurs because



a primary beam is defined by a physical antenna, which has a different response to
different wavelengths. So we see that a given antenna’s primary beam A(l,m) is also a
function of frequencyf] One effect of all these dependencies on frequency is that when
the visibilities we obtain turn out to vary by frequency, it’s often unclear whether those
differences arise due to properties of the 21 cm signal itself, or due to one of several
properties of our interferometry setup (or, as can indeed be the case, due to some
combination of several of these sources).

A final property of radio telescopes that warrants mention here concerns polarization.
The polarization of an electromagnetic wave refers by convention to the direction of
the wave’s electric field. And in radio interferometry the orientation and other physical
properties of a given antenna determine the polarization of the waves that the antenna
in question transmits or receives. So in this sense we can refer to the “polarization” of
an antenna itself.

3 New Approaches to RFI Detection

Having reviewed the scientific aims of 21 ¢m cosmology and the mechanisms by which
observations are recorded, in this section we discuss the problem of RFI detection. In
particular, we discuss commonly-used RFI detection methods, and describe how our
approach might improve upon those methods.

3.1 Shortcomings of Existing RFI Detection Methods

As the presence of RFT has long been an obstacle in radio cosmology, cosmologists have
developed many sophisticated techniques for distinguishing RFI from other signals.
Statistical algorithms, in particular, have had some degree of success and have therefore
become widely adopted. One such method, AOFlagger [5] [6], is used in the default
pipeline of several radio telescope arrays, and its algorithm identifies morphologies
which are scale-invariant in time or frequency, since this is a common characteristic
of many RFT signals [4]. AOFlagger has several limitations, though; not only does it
often need be customized for a given data set and telescope, but it also has a tendency
to produce false positives (i.e. identifying non-RFI as RFI) [3].

Another commonly-used algorithm is the Sky-Subtracted Incoherent Noise Spectra
(SSINS) [II]. SSINS operates by first removing the actual astrophysical sky signal
from the data, leaving only thermal noise and RFI. It then uses incoherent averaging
and mean subtraction to amplify the RFI over the thermal noise. Finally, it takes the
mean-subtracted spectrum and applies a frequency-matched flagger. This process often

3Complicating matters even further, a primary beam can also have a bandpass which varies in
time, as the electronics in the antenna undergo time-dependent changes, for example, changes in
temperature.



allows it to identify RFI which is fainter than is possible to detect using other statistical
methods. But like AOFlagger, SSINS also has limitations. For example, it has difficulty
detecting narrowband RFT which persists throughout the entire observation, since its
estimation of thermal parameters will be consistently contaminated by the RFI [L1].

We see, then, that statistical methods such as these, in isolation, have strengths but
also some important disadvantages. A reasonable approach, then, might be to combine
these methods somehow. But combining them in obvious ways comes with its own
problems. For example, a reasonable order to apply these methods serially might be
to first apply AOFlagger, then SSINS, since SSINS is often better at detecting faint
RFI. But the initial application of AOFlagger would change the data’s fundamental
statistical properties, upon which the SSINS algorithm relies, thereby reducing the
effectiveness of the SSINS flagger.

3.2 Weak Supervision for RFI Detection

For the reasons outlined above, new approaches to the problem of RFI detection are
warranted. To that end, the long-term goal of the SWIFT project is to develop a
framework for RFI detection which makes use of data programming and weakly
supervised machine learning [2] [8] [7].

The proposed weak supervision pipeline for this project would function as follows:

1. A range of RFI flags are produced by applying existing flagging methods like
AOFlagger and SSINS to raw visibilities.

2. The resulting flags are then integrated into a probabilistic generative model which
learns (using rules that we supply, and without actually accessing the ground
truth) how to estimate RFT flags, including learning the correlations and depen-
dencies among the flagging sources.

3. The probabilistic generative model then creates a probability distribution over
the correct RFT flags, and this is used to generate probabilistic labels, which are
in turn used to train a supervised neural network.

The resulting neural network would provide a robust RFI flagging method, which could
even perform well on as-of-yet unseen sources of RFI. A visualization of this proposed
pipeline is shown in Figure

The new advantages of a weak supervision framework for RFI detection are severalfold.
For example, integrating output from AOFlagger and SSINS into the generative model
in this way would allow us to take advantage of the strengths of such non-learning
flagging methods, while simultaneously mitigating their weaknesses. Moreover, large
sets of high-quality training data, hand-labeled by domain experts, are usually required
to build robust neural networks. But the weak supervision framework significantly

8
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Figure 1: The proposed weak supervision framework. Credit: Stephen Bach and Jonathan Pober.

reduces this need, allowing domain experts to spend their finite resources instead on
tasks like developing the rules for guiding flag integration in the generative model.

In the remainder of this paper, we will present our progress to date on this project,
starting with a brief description of the structure of our working data set.

4 Data Overview
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Figure 2: Physical arrangement of antennas in the MWA. Credit: Jonathan Pober.

The data used in the current phase of this research was obtained at the Murchison
Widefield Array (MWA), an array of radio telescopes located in Western Australia.
In our data set, we currently have 105 so-called “captures” from the MWA, where
each capture represents the measurements taken by the entire MWA over a contiguous



54 timesteps, each with a 2 second resolution. There are 128 antennas in the MWA,
arranged as shown in Figure [2, so there are (138) = 8128 possible baselines. At each
timestep, each baseline (which was configured for one of four available polarizations)
recorded measurements over 768 different frequency values, from a minimum frequency

of 167 MHz to a maximum of 198 MHz.

Raw Data

Time

108 s
167 MHz 198 MHz

Frequency

Figure 3: An example of a waterfall from our MWA data. The visibilities are color-coded by magni-
tude, with lighter colors indicating greater magnitude. The yellow area at the top near the middle is
likely RFI.

One possible way to organize the data of a given capture is by choosing some particular
baseline (which has some particular polarization) and looking at the amplitude mea-
surements observed by the chosen baseline for all 54 timesteps and all 768 frequencies
of the given capture. Each such grouping of data is called a “waterfall,” since the
corresponding amplitudes can be visualized (in a way that resembles a waterfall) as a
2-dimensional array with frequency on the z-axis and time on the y-axis. So each am-
plitude in a capture is the real part of a single visibility (which is a complex number),
and corresponds to a particular time, frequency, baseline, and polarization. Figure
shows an example of a waterfall plot, part of which contains likely RFT.
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5 Progress and Contributions

Broadly speaking, the first phase of our research has been to develop a supervised
neural network capable of identifying RFI with a high rate of success. This helps us
achieve several objectives. Firstly, a high-quality neural network is required for the
end of the weak supervision pipeline, where that neural network will ultimately use as
training data the probabilistic labels that our generative model produces. Secondly,
developing a supervised learning model can also help us answer important questions
which will inform the overall framework such as, for example, what is the predictive
power of an individual waterfall? In this section we will present our progress on this
initial research phase.

5.1 Initial Engineering Tasks

We started by developing data interfaces and carrying out general infrastructure engi-
neering. Our codebase was developed in Python, and one of the first necessary tasks
was to create an MWACapture class as an interface to load and work with individual
captures. One of my contributions to this class was adding flexible waterfall trimming
capabilities. As mentioned above in Section [4] each waterfall theoretically consisted of
54 contiguous timesteps. However, there were some inconsistencies in our MWA data
and some waterfalls consisted of greater or fewer than 54 rows, where sometimes (but
not always) rows at the start and/or end of the waterfall were also flagged as bad data.
For this reason we had to use a flexible approach which allowed the user to specify the
desired number of timesteps, and then automatically trimmed bad data appropriately
while making sure not to throw away any real data.

Another contribution of mine was to expand the MWACapture class by allowing it to
automatically determine which data format was being used, and subsequently handle
the capture accordingly. Our data from the MWA was stored in the Flexible Image
Transport System (FITS) format, an open standard file format where the amplitudes
are stored in multi-dimensional arrays. In particular, though, our data came in a com-
bination of UVFITS and MWA correlator FITS (CORRFITS) formats. We therefore
needed to have the capability of dealing with these related, but different data formats
in a unified way.

Once we had developed the ability to easily load captures, we also needed to be able to
easily apply flagging methods like AOFlagger and SSINS to a given capture. To that
end, I helped develop an abstract flagging framework, which was capable of applying
a desired flagging method to a given capture, and storing the resulting flags in a
convenient format.

11



5.2 Flagging with Supervised Learning Models

The next step was to develop a supervised learning algorithm that could flag RFI with
a high degree of accuracy. We first applied AOFlagger and SSINS separately to our
captures, and then used the resulting flags as ground truth labels to build two binary
classification models, one trained on AOFlagger flags and another trained on SSINS
flags.

The learning model we used in each case was a modified version of the well-known
U-Net convolutional neural network (CNN) architecture [9], which was initially devel-
oped for biomedical image segmentation. The original U-Net architecture, typical of
CNNs, was characterized by a contracting path of downsampling convolutional steps
along with rectified linear units (ReLU) and max pooling, followed by an expansive
path of upsampling convolutional steps along with ReLU. Our modifications to the
original U-Net architecture included the addition of padding in the contracting path,
an increased kernel size in the expanding path, and decreasing the rate of reduction in
the number of feature channels in the expanding path. An important reason we chose
to base our model on the U-Net architecture was that its output tensor has the same
shape as its input tensor, so it is well-suited to our task of pixel-wise binary classi-
fication on waterfalls. Our U-Net] model was developed using the PyTorch machine
learning library, and we used stochastic gradient descent with a binary cross entropy
loss function.

In this phase of the project, we only used waterfalls from two of the four possible
polarizations, namely those aligned along the East-West and North-South directions.
This theoretically gave us 105 * (8128 % 2) = 1,706,880 possible waterfalls to analyze.
However, since the scientific expectation was that RFI would not differ significantly
between waterfalls for a given capture, and due to the memory-intensive nature of
loading and analyzing capture data, we often limited ourselves to analyzing far fewer
waterfalls.

One goal in this phase was to train U-Net models which could replicate the flagging of
AOFlagger and SSINS, respectively. This effort is ongoing, but preliminary results are
promising. For example, with respect to AOFlagger we have produced models achieving
AUC scores of 0.94737354273429 on a held-out test set using only 63 waterfalls for
training. SSINS results are still being produced but qualitative analysis suggests that
a similarly successful model is easily achievable.

One of my contributions to this effort was to help develop a common interface for the
MWACapture and SerializableMWACaptureE] classes, thereby abstracting the notion of

4For the sake of readability, in the remainder of this paper we will refer to our version as simply
a “U-Net,” regardless of the fact that our model has non-trivial differences from the original U-Net
architecture.

5The SerializableMWACapture class was created, as the name suggests, so that we could store
several captures in a serialized way along with metadata.

12



a “capture” and streamlining the process of working with captures for model evaluation.
I also helped increase flexibility of our database interface to allow for storage of training
results in new formats.

Alongside the engineering work during this phase, I researched additional existing
flagging methods which might prove useful once we commence development of the
probabilistic generative model. My findings included, for example, SigNova [I], for
which I started an initial test implementation using our MWA data.

In addition, I participated in the process of data analysis. For example, one of the
metrics we used to measure the degree to which our model was able to mimic a given
statistical flagging method was the Jaccard index, where the two arguments were the
flagged pixels from the statistical flagging method and the flagged pixels from our U-
Net. To identify trends in our model performance (as well as, ultimately, identify bugs
in the pipeline itself), I fit curves to distributions of our calculated Jaccard indices
across waterfalls.

5.3 Possibilities for Data Augmentation

Since data augmentation could prove valuable in improving model performance, I also
started the process of determining which augmentation techniques might prove most
useful. Previous work in this area has seen a variety of techniques used, with varying de-
grees of relevance to our particular project. For example, the augmentation techniques
used by Kerrigan et al. in [4] included mirroring over time and frequency, Gaussian
random noise injection (correlated between amplitude and phase), and translating a
spectral window across the band to create unique window samples at varying frequency
intervals. They note that the translation in frequency, in particular, could help reduce
overfitting to narrow-band RFI. However, we note that these techniques were used on
a training set that was not only simulated, but was also meant to simulate HERAH
observations (as opposed to MWA observations), so it’s unclear how useful they would
be for our project.

On the other hand, a mix of simulation and real data was used by Sadr et al. in [10],
and their augmentation techniques included the addition of noise generated from a
random complex Gaussian with standard deviation randomly chosen from a uniform
distribution in the range 0.168 Jy to 0.336 Jy. Again, though, this was for a non-MWA
array (namely, MeerKATﬂ), and this informed their choice of range for the standard
deviation, since 0.168 Jy is the theoretical noise for MeerKAT in a single baseline
and time-frequency bin calculated from the measured system equivalent flux density
(SEFD) of its instrumentation. We also note that the noise in question is meant to
simulate thermal noise because their simulated data is effectively a weighted sum of

6The Hydrogen Epoch of Reionization Array (HERA) is a radio telescope in South Africa dedicated
to observation of large scale structure in the early universe.
"TMeerKAT is the South African precursor of the Square Kilometer Array (SKA).
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this generated noise, some simulated 21 cm signal, and some simulated RFI. But it’s
nevertheless possible that the general technique could prove useful if customized to the
MWA. Finally, it is notable that they perform data augmentation on-the-fly in memory
during training and evaluation due to disk space limitations.

Research into which augmentation techniques would be most suitable for our project
is ongoing. We expect that there will be scientific reasons to believe in the efficacy
of certain techniques a priori, while other helpful techniques will surely be discovered
purely through experimentation.

5.4 Data Experimentation

Our next aim was to explore several research questions related to training data. In
particular, we were guided by the following broad questions:

1. How can we select baselines and polarizations in a way that (1) eliminates re-
dundant examples of RFI and (2) provides a representative sample of all types
of RFI that exist within a capture?

2. What sort of training data (in terms of size, representation, etc.) provides the
model with necessary information to make an inference that finds even the faintest

RFI?

To answer these questions, we have started to conduct several experiments. For exam-
ple, to understand how much each additional waterfall adds to our predictive power
we have been training successive models using an increasing number of waterfalls in
training while keeping the number of training steps constant. One possible outline for
this “fixed iterations” experiment is shown in Figure [4]

| N Sampled Instances | N Total Instances | N Epochs | N Steps |

1 75 600 9000
2 150 300 9000
3 225 200 9000
6 450 100 9000
12 900 50 9000
24 1800 25 9000

Figure 4: One proposed structure for the fixed iterations experiment. Source: Aidan LaBella, Ph.D.
Research Proposal.

To facilitate our ongoing experiments, I helped create a standalone module that allows
for easy model evaluation. Specifically, the standalone module allows the user to specify
a capture, baseline, polarization, trained U-Net model, and statistical flagging method,
and the module will make flag “predictions” on a given waterfall using the specified

14



U-Net model, and print plots of the raw data, the U-Net flags, flags determined by the
chosen statistical flagging method, and a plot with the two aforementioned flag types
overlaid. The last of these plots is generated in a way which visually communicates the
Jaccard index, showing flags unique to each flagging method in two different colors,
and showing the flags in their intersection in a third color. An example of this module’s
output is shown in Figure[5] Among other things, this module allows for quick and easy
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Figure 5: An example of the output from the standalone model evaluation module. The U-Net in this
example was trained on SSINS flags, which notably results in it not flagging the vertical bands that

AOFlagger flags.

qualitative evaluation of model performance through visual inspection by producing
such plots en-masse for many different captures, waterfalls, baselines, polarizations,

and trained models.
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5.5

Future Work

Possible next steps for this project include the following:

6

e Preliminary results suggest that, using only a single-channel input, our model
can mimic flags produced by existing statistical flagging algorithms. We hope to
explore the impact of adding additional channels, which could allow us to include
additional information such as other polarizations, or the imaginary parts of the
visibilities.

e We aim to develop a high-quality test set for evaluating an end-model by hand-
labeling RFI in raw visibilities.
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