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Abstract

Peteramati is a web system for collecting and grading
student assignments [1]. It uses chroot jails to run each
student assignment code in isolation from the main
machine and from other students’ work. However, chroot
jails only provide file system isolation, and the approach
has limitations both in security and scalability. We extend
Peteramati to support running student code in Docker
containers to ensure process-level isolation. We developed a
dedicated container service that accepts job requests over
HTTP and adapted the current Peteramati workflow to
support using docker containers for individual run requests.
The updated system has been tested and works seamlessly
on autograder tests originally designed for two systems
courses at Brown, CS1680 Computer Networks and
CS0300 Fundamentals of Computer Systems.

1. Background

In the current Peteramati system, when a request to run a
test is received, the server clones the student's repository
and creates an isolated jail separated from the main system
to run the student code in. To create a jail, the server creates
a directory, copies or links in all the system files needed for
the process to run, and uses the chroot() system call to
change the root directory to be at the base of this new tree.
The requested process is started within the chroot-ed
environment. As the set up ensures that the individual
processes running student code lack root privileges and
cannot break out of the jail, these processes don’t have
access outside of the new root and operate independently
from the main machine.

However, there are a few limitations of this approach:

1. Security: The security of a chroot jail system
relies on properly setting permissions and
restricting access to resources outside of jail.
Software bugs, misconfigured file permissions, or
privilege escalation attacks may enable student
code to bypass intended restrictions and access
resources outside of the jail such as other students’
submissions and assignment solutions. In
comparison, modern container systems provide a
standardized interface for setting security
parameters, reducing the risk of manual errors and
misconfigurations. In addition,

2. Port conflicts: Chroot jails do not provide
network isolation. For systems classes, many tests
require listening on multiple ports, causing port
conflicts when running student code concurrently.

In comparison, each Docker container is isolated
and has its own network stack. Hence, a grading
system using containers will not suffer from the
same problem.

3. Monitoring and Resource Control: Container
systems provide detailed access logs to help
administrators monitor and audit container
activity. They also allow administrators to control
resource allocation per container, preventing
situations where one student's code consumes
excessive system resources.

Overall, a custom chroot-only jail solution is fragile and
cannot benefit from the auditing, software updates, and
flexibility that modern container systems like Docker are
designed to provide. In this project, we developed a
container service that leverages container-based isolation
mechanisms to improve the scalability and robustness of
Peteramati. Our work involves (1) discussing with systems
instructors to understand current limitations and desired
improvements, (2) investigating Peteramati's codebase,
whose core logic involves over 20 files written in PHP, C,
and JavaScript, (3) researching container systems and their
APIs and (4) iterative design discussions in order to build
an intuitive system that is smoothly integrated with the
current workflow.

2. System Overview
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Figure 1 - Peteramati Overview

2.1. Existing Peteramati Architecture

The Peteramati system has a backend written in PHP that
handles critical workflows, such as cloning student



repositories, ~ managing  execution  queues,  user
authentication, calculating grades, and database operations.
When a user submits a run request, Peteramati invokes a
compiled jail program to run the student code in an isolated
chroot environment. The PHP backend and jail program
communicate via the local filesystem:

a. A temporary pid file is created and locked by the
PHP backend before invoking the jail. Once
execution completes, the jail unlocks this file,
allowing the PHP backend to detect completion
and trigger post-processing, such as calculating
final grades and updating the frontend.

b. The jail program writes stdout and stderr to a log
file. The PHP backend reads this file to send
updates to the client.

c. The PHP backend writes any user input to a
named pipe file. Jail reads from this file as stdin
of the running process.

2.2. Container Service

We developed an independent container service in Go to
replace the chroot jails. Administrator users would deploy
and launch the service on an infrastructure host machine
that supports Docker. After receiving a run request, the
PHP backend makes an API request to the container
service. The container service clones the code repository
using Github API and starts a Docker container configured
for the specific pset. The cloned student code is mounted
into the container, which executes it in an isolated,
virtualized environment.

For providing job updates, the container service preserves
the existing Peteramati workflows - it streams stdin/stdout
between the container and the local files in the same way
the jail program operates. After the docker container exits,
it unlocks the pid file to signal that the job is completed.
This enables integration without modifying the core
Peteramati workflows.

3. User Configurations
Peteramati uses two core configuration files:

1. Pset configuration - pset.json defines properties for
each pset such as name, grading anonymity, and
runner buttons. Runners are used to submit
requests to the backend to run student code. Each
runner has fields such as command, execution
timeout, and grade calculation script.

2. Global configuration - conf/options.php stores
one-time setup options like file path to psets.json,
OAuth credentials, etc.

To minimize the learning curve, the container service
preserves Peteramati's existing configuration structure and
introduces new fields to enable containerization.

3.1. Pset Configuration
We added and modified a few fields in psets.json’s schema:

1. “use_container_service”: whether to enable
container service; specified for all or individual
runners in a pset

2. “docker”: docker image and working directory,
specified for all or individual psets

3. “mounts”: additional directories to mount into the
container, specified for each runner.

4, “command”: command to run in the container,
rather than jail. Student code is mounted in the
container at path ~/repo, the same path to access
student code in jail, maximizing backwards
compatibility. Minimal to no changes are required
for this field except for potential path changes.

3.2. Global Configurations

In conf/options.php, we added a field containerServicePort
to specify the host port the container service listens on.
When a runner with containerization enabled is triggered,
the PHP backend sends a request to the specified port
instead of invoking the jail program. This step is optional as
port 8000 is used by default.

3.3. Docker Run Configuration

We introduced a dedicated config file in Go for container
host options such as privileged mode, resource limits, and
networking. These are defined independently for two
reasons.

1. It avoids overloading the psets.json schema,
keeping it focused on core assignment definitions
for instructor users.

2. The wide array of available Docker host options
are most cleanly expressed through native config
structs exposed by Go's Docker APIL

Modifying this config file is optional too — there is a
default configuration for an easier onboarding process. If
needed, instructors can modify this default config or define
customized config on a per-image basis in the same file.

Overall, our design aims to provide a clean interface to set
up container-related configurations, while maintaining
compatibility with existing Peteramati workflows.

4. Design and Architecture

The container service follows a modular architecture
consisting of three key components:

1. Router - Exposes API endpoints for submitting
and stopping a job from the PHP backend



2. Job Manager - Orchestrates key workflows of
cloning repo, keeping track of and executing jobs,
as well as cleaning up. Acts as conductor between
other components.

3. Docker Manager - Creates, runs, and removes
containers. Encapsulates configuration and Docker
API complexity behind simple interfaces. Streams
I/O between the local filesystem and containers.
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Figure 2 - Container Service Components

The Job Manager was designed to orchestrate Peteramati's
existing job workflows while offloading container
management complexity to the Docker module. Its key
responsibilities include:

1. Signaling the job status using the pid file
Cloning repositories using Github API
3. Keeping track of timeout and container status

The job manager is implemented to preserve Peteramati's
existing workflow to minimize integration cost and
maximize backwards compatibility. However, one
limitation is the queue has no visibility into whether
pending jobs will execute in a jail or container. Since these
environments provide differing runtime resources, the
queue cannot accurately reflect resource availability.

Going forward, possible enhancements could introduce
more granular configuration for concurrency limits specific
to jails versus containers. For example, supporting separate
caps on both concurrent jail and container runner limits.
This could allow safely increasing queues based on the
richer resources containers provide while retaining legacy
limits for existing jail workflows.

5. Evaluation

We evaluated the containerized Peteramati system using
autograder test suites of Project Snowcast in CS1680

Computer Networks and Project Snake in CS0300
Fundamentals of Computer Systems at Brown University.

5.1 Functionality and Performance

All core Peteramati functionality performed correctly when
executing test cases via Docker containers rather than
chroot jails. This includes running student code, streaming
container output to the frontend, manual job termination,
enforcement on timeout and idleTimeout, and grade
calculation. From a wuser’s perspective, there is no
noticeable difference in performance between the
containerized and the jail system.

5.2 Scalability

Transitioning to Docker containers resolves the port conflict
limitations faced by Peteramati's original chroot jail model.
We tested creating multiple containers that listen on the
exact same ports. Because of network isolation between
containers, the jobs can execute correctly without running
into port conflicts, lifting constraints on concurrent job
executions caused by limited network resources.
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Figure 3 - Listening on 10 same ports simultaneously

Regarding disk space consumption, Docker images can be
shared across assignments, keeping space overhead
predictable regardless of individual test configurations. The
size of a docker image used by the Computer Networks
course, whose assignments demand a wide range of
language and tooling support, is 3.78GB. Typical
assignments require less dependencies and can use images
of smaller size. Active job containers consume additional
space based on maximum concurrent executions. However,
the service automatically cleans up both finished and
errored jobs, ensuring only running containers occupy disk
space.

For student code storage, our service maintains
Peteramati’s existing per-student per-pset code download
workflow. Before fetching the latest submission, old
repository contents are cleared to avoid trailing data and to
minimize waste space. The student code after the last run is
retained for staff debugging purposes. With this design, the
maximum total space used is the number of students x
number of assignments X repository size. For the
Fundamentals of Computer Systems course, the class size
is ~300; there are a total of 6 psets; and the solution code
for pset 1 (Project Snake) is 184KB. Therefore, the
maximum space used for storing student code is
approximately 330MB, which does not pose any



space-related issues on a typical VM. This is generalizable
to typical programming assignments in university CS
courses.

5.3 Security

The container service avoids exposing additional attack
surfaces by solely integrating with Peteramati’s PHP
backend over localhost ports. No internet-facing APIs or
new authentication systems are introduced for container
operations. All execution requests originate from verified
Peteramati users, relying on the platform’s existing
permissions model. Communication remains confined
within host boundaries as the service ports are not exposed
externally and communication happens over the filesystem.

Additionally, the service uses mounted volumes to guard
against potentially careless or malicious student code.
Student repositories are cloned outside containers using the
GitHub OAuth token passed from the PHP backend, then
mounted as volumes. Since running containers never access
the token, there is no pathway for student code to exfiltrate
this sensitive credential. All additional volumes will be
mounted as read-only, preventing instructor files from being
modified. The below screenshot shows an interactive shell
for Computer Networks: the container user can compile the
student code but is unable to modify the mounted
autograder directory.

csl680-user@f96a8a23b7ea:~/repo$ make clean all

rm -f snowcast_server snowcast_control snowcast_listener
go build -o snowcast_server ./cmd/server/main.go

go build -o snowcast_control ./cmd/control/main.go

go build -o snowcast_listener ./cmd/listener/main.go

cs1680-user@f96a8a23b7ea:~/repo$ cd ../autograder && mkdir test_folder
mkdir: cannot create directory ‘test_folder’: Read-only file system
cs1680-user@f96a8a23b7ea:~/autograders$ I

Figure 4 - Read-only Volume Mount

5.5 Usability

The containerized Peteramati system provides full
backwards compatibility - jail functionality will continue to
work unless specified to use containers.

To use the container service, minimal setup is required:

1. Allow the user running pa-container-service the
permission to read and write to the /log directory
under the Peteramati instance.

2. Edit the pset configuration file, which is designed
to minimize changes needed as described in
section 3. For example, to use containers for
Project Snake in Fundamentals of Computer
Systems, only 3 fields had to be added.

3. Start the pa-container-service on a local port.

For an easier setup and debugging experience, we provide a
debugging mode to provide more informative logs and an
option to not clean up containers when starting the
container service. Error statements are always printed.

6. Conclusion

By executing student code in Docker containers instead of
chroot jails, our work can enhance Peteramati's security and
scalability while preserving full compatibility with the
current workflow. We hope to adapt this in classes soon,
equipping Peteramati to reliably scale for future growth in
class sizes and assignment complexity.
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