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Abstract

We introduce a system for generating 3D free-form
models from contour sketches. Our proof-of-concept
system executes several steps: classification of con-
tours, completion of hidden contours, and inflation.
These take us from a 2D contour drawing to a 3D
mesh matching this contour. The main focus of this
work was on so-called cusp and tee hidden contours.
We can handle several classes of drawings, and the
shapes returned by the system look like plausible in-
terpretations of the sketches.

1 Introduction

We would like to create a system that would allow a
user to create three-dimensional shapes by sketching
them on a computer screen the same way he would
sketch them on paper. Based on the contour drawing
of some object, the system should return a 3D model
that matches a given contour and is one of the plausi-
ble interpretations of the drawing.

The reason we believe that contour drawing is a
good input for a 3D shape creation program is that
artists’ freehand sketches often consist of only con-
tours, and yet are used in design. Fashion designers,
architects, car designers are just some of professionals
who use such sketches. Contours convey shape very
well, and humans do not have to have any previous
experience with an object to guess its shape from such
a drawing.

There are other approaches to three-dimensional
modeling and many software tools have been devel-
oped to facilitate it. However, their applications are
somewhat different from ours. Computer-aided geo-
metric design (CAD) programs, for instance, are very
powerful, but are hard to learn and use and not very
well suited for the stage of initial conceptual design.
As Lipson noted [LS97], architects often draw and dis-
card lots of paper sketches before coming up with a
desired model. He points out that the “easiness” of
throwing away previous sketches is very important for
creativity, but with CAD systems people are reluc-
tant to discard models, as they are difficult to cre-
ate. Also, what is usually needed in the early stages

of design is some coarse model giving a good idea of
an overall shape. A CAD-created model seems to be
overkill, whereas we hope a shape-from-sketch inter-
face will prove to be an adequate tool for this. We
see the following application areas for such sketching
interfaces:

• Initial design of free-form 3D models for character
animation,

• Rough industrial design of free-form objects
(vases, toys, etc.),

• Educational /recreational use,

• Simplification of other tasks involving shape-
from-sketch as a subtask. For example, the pa-
per “Shadows for cell animation” by Lena Petro-
vic, et al. [PFWF00] describes the way of semi-
automatically calculating shadows on animation
drawings. As a part of their work, inflation of 2D
characters to 3D must be performed. In their im-
plementation, it is a semi-automatic process, but
our interface would allow them to do it automat-
ically.

Let us look at a drawing from a children’s book to see
what kind of input we can get and how expressive it
is. Contours in general are more than just a simple
closed curve. If you look at this drawing of Spot the
dog [Hil94] (Figure 1), you will notice that the con-
tour consists of many smaller strokes, some of which
occlude each other, and some of which are isolated. It
shows us how expressive even a simple sketch can be.

Figure 1: Spot the dog
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Figure 2: An input drawing, and the results of contour
completion and inflation

It would be great to create a dog model from this
sketch; our system is a first step towards that goal.

We are not trying to solve the whole problem
here, but instead have built a proof-of-concept sys-
tem, which allows us to get one plausible 3D shape
from a 2D drawing. The process we suggest consists
of two main parts: completion of hidden contours in
a drawing and inflation of a drawing with visible and
invisible contours marked. It is inspired by ideas of
Lance Williams [Wil94a] on 3D shape topological re-
construction. Figure 2 shows an input drawing and the
outputs of the two stages mentioned. The rest of the
paper is organized as follows: first we review existing
work in the areas of sketching interfaces and hidden
contour completion, then we describe our approach in
detail, and then we analyze the results and point out
drawbacks. Finally, we discuss future work.

2 Related work

Several interfaces for sketching three-dimensional
shapes have been developed, each designed for differ-
ent classes of models.

For instance, Sketch [ZHH96] by Zeleznik et al. was
designed to help a user with geometric modeling. It
uses a system of intuitive guesses to guide user through
geometrical object creation. For example, if a user
draws three segments meeting in one point, and par-
allel to the projections of the x-, y-, and z-axes of
the scene, then it creates a cube whose dimensions are
determined by the segment lengths. Once a user has
mastered a set of agreements like this, it is easy to
create complex models consisting of many primitives.

Lipson and Shpitalni [LS97] introduce a system for
sketching CAD-like geometric objects. In an input
sketch a user draws both visible and hidden contours
of a rectilinear object and their system infers a shape.
Their approach is based on correlations among ar-
rangements of lines on the drawing and lines in space.
For instance, by doing experiments, they can notice
that “the more two lines are parallel in the sketch
plane, the more they are likely to represent parallel
lines in space” [LS97]. They rely on a geometric cor-
relation hypothesis that claims that we could evaluate
the likehood of human understanding of the sketch by
the joint probability of all correlations in the sketch.

Teddy [IMT99] is an interface for free-form model-
ing. There, a user first inputs a simple closed stroke
and the system creates a shape matching this contour.
Then the user can add details by editing the mesh.
Operations like extrusion, cutting, bending, drawing
on the mesh are allowed on the created shape. All
these operations allow the user to create fairly inter-
esting models. Still, in many cases, a user might pre-
fer to specify a more complex initial stroke and get a
more detailed mesh in the very first stage, reducing
the number of details he would have to add manually.
This is the improvement that we are aiming for in this
work.

Tolba et al. [OT99], [OT01] describe a system that
allows a user to draw a scene with 2D strokes and then
view it from several new locations as if a 3D scene
were created from it. It is done by projecting the 2D
strokes on the sphere with the center at the eye point
and then viewing them in perspective. This approach
serves a different goal than ours: their system is a tool
for perspective drawing and does not recreate a 3D
model of the scene.

Ulupinar et al. [FU95] solve the “shape-from-
contour” problem by considering only a special class
of symmetrical 3D shapes: straight homogeneous- and
constant cross section generalized cylinders. They
prove some properties of these objects and show how
to use these properties to locate such cylinders in the
image and recreate their surfaces. Apart from infer-
ring the shape from the contour, researchers have been
trying to infer shape from texture and shading. An
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overview of some of these methods can be found in
the paper by Ulupinar and Nevatia [FU93].

In computer vision, there is a long history of work
in contour completion, which is a process of guessing
hidden (invisible) contours on a drawing. We will just
mention some of this work here. Williams gives a more
detailed overview of the work in this area [Wil94a].
Huffman [Huf71] proposed a labeling schema for con-
tour curves of a drawing. For several cases of contour
junctions, this schema assigns depth and signs of oc-
clusion to the curves. This schema can be considered
a 2 1

2D representation of the drawing, as it contains
some relative depth information. This representation
can serve as an intermediate level between a 2D input
drawing and a 3D shape.

Let us consider a drawing which describes a typical
problem in contour completion shown in Figure 3. The

?

least
energy

Figure 3: The problem of contour completion

question Mumford [Mum94] asks for the first draw-
ing in Figure 3 is “How can we measure the relative
likehood of two disappearing edges being matched up
by an invisible edge”? He showed that theoretically,
elastica curves (curves of least energy for a particu-
lar ‘energy’ functional) are the best solution. A solu-
tion proposed first by Grenander [Gre81] was to use
a stochastic process to model the space of all possible
edges. Mumford proves that the elastica curves could
be modeled by white noise stochastic process and gives
needed formulas. Williams [WJ97] approximates the
solution by considering a sampling of the space of all
random walks (with varying ∆θ - the direction of the
walk) starting from the first point with the first direc-
tion and coming to the second point with the second
direction, and taking the random walk with the high-
est probability as the best path connecting two edges.

Although contour completion is such a long-studied
research topic, many problems are still open; in sec-
tion 3 we propose our solution to a problem of find-
ing a hidden cusp for a cusp-contour completion case.
This algorithm was partially inspired by the work of
Williams and Mumford.

3 Problem formulation

As you see in the picture of the dog (Figure 1), con-
tours in general can be very complex. Curves compos-
ing the contour may occlude each other, and based on
this occlusion we can make some conclusions about the
relative depth in the sketch, at least near the occlusion
point. Let us look at a particular case and introduce
some terminology. We define a contour as follows:
Definition: If S is a smooth closed surface embedded
in <3, and P is a point of S, and e is a point of <3−S
(the “eye point”), we say that P is a contour point
from e if the line from e to P lies in the tangent plane
to S at the point P .

A visible contour point is one for which the segment
from e to P intersects S only at P .

It’s a not-too-hard theorem from differential topol-
ogy that for a generic compact smooth surface S and
a generic viewpoint e, the set of all contour points of
S as seen from e is an embedding of a collection of
closed curves (i.e., a one-manifold) in S.

We will assume throughout the remainder of this
paper that the surface that we are trying to sketch
is indeed a compact smooth surface generically em-
bedded in 3-space. The case where the surface is not
everywhere smooth, but has creases as well, is also
very interesting; we leave this to future work.

T

C

T
H

H

C

Figure 4: A drawing with the tee-points and cusps
marked

In Figure 4 you can see two classes of special points:
so-called tee-points and cusps.

A tee-point (marked “T” in the drawing) is an in-
tersection point of two contours which form a letter
T.

A cusp point is a contour point P on the surface
such that the line connecting the eye point with P
coincides with the line tangent to the 3D contour at
P (see Figure 5).

The contour that passes through a cusp, when pro-
jected to the image plane, appears to reverse direction
(generically). For a generic smooth surface and view-
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point, cusps will be isolated, as will curvature zeroes
of the contours, which guarantees a unique osculating
plane at a cusp; this means the projected contour must
reverse direction rather than emanating from the cusp
in any other direction.

In Figure 4, the visible cusps are marked with a “C”
while the hidden cusps are marked with an “H”. The
main focus of this work is to be able to handle (i.e.,
infer a shape from) a subset of drawings with tee- and
cusp contours. Currently, we only consider the cases
where tee-points and cusps occur in pairs.

Cusp

Figure 5: A cusp in 3D

Note that the user input is the part of the contour
drawn in solid lines. Everything which is marked by a
dashed line is a part of a hidden contour and needs to
be inferred from the drawing by our program.

The goal of our work can now be stated: given a
contour drawing of a bounded smooth closed surface,
find a three-dimensional solid model and a view point,
such that when seen from this location point, the vis-
ible contours of the model match the contours of the
drawing.

It is clear that this problem is underconstrained, as
there may be an infinite number of 3D models corre-
sponding to a given contour from some point of view.
Constructing even one solution though is a challenging
problem. Our system at this point returns a 3D model
which is a solution and therefore one of the plausible
interpretations of the drawing.

Eventually, we would like to solve a more general
problem: we not only want to produce one of the
reasonable-looking shapes, we would like to return the
most natural shape. Of course, this “most natural” in-
terpretation can be very subjective and depend on a
user’s preferences, but as experience shows, more of-
ten than not people do agree on the answer of what a
drawing conveys. We could take illustrations in chil-
dren’s books as an example. These pictures vary from
simple to very sophisticated, but their expressiveness
is such that children interpret them immediately. We
believe it will be possible to assign some quality mea-
sure to each shape the system creates from a given

sketch.

4 Our approach

Our problem is to go from a 2D visible-contour draw-
ing to a 3D shape.

Our approach follows a sequence of operations,
namely:

1. Collect the user-input as a set of strokes;

2. Re-sample the strokes;

3. Find the T-points and visible cusps in the draw-
ings;

4. Guess the location of hidden cusps and contours
(this is called contour completion);

5. Assign depths (i.e., distances from the eye) to the
points of the contours;

6. Create a surface model consistent with the loca-
tions, including depth, of the points of the contour
(this is called inflation).

This pipeline is displayed in Figure 13.
In the current system we glue together first drafts of

each of these pieces, which together provide an algo-
rithm to go from a 2D drawing to a 3D shape. The two
main parts of this process are hidden contour comple-
tion and inflation. Below we describe these two parts
in detail.

4.1 Preprocessing an input stroke

User input is gathered from an input device (a mouse
in our case). A user indicates when a stroke begins and
ends by pressing or releasing a mouse-button. But
during the input of each stroke, the 2D points we
get arrive at a rate that we cannot control. We re-
sample these points so that they are not bunched up
too closely. We use Igarashi’s routine for resampling
input [IMT99]: when there are too many points close
together, we simply ignore some samples1. This rather
crude re-sampling seems to have no substantial impact
on the results.

We further adjust the input by “gluing together”
any two strokes whose ends are sufficiently close to
each other, making it possible to create a circular
“stroke”, for example.

1If the distance between the previous point and the current
point is less than 15 pixels, we do not add the current point
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4.2 Hidden contour completion

4.2.1 Guessing T-points and cusps

Before guessing hidden contours we first identify the
visible cusps and tee points. These can be easily found
on a drawing:

• We can determine T-points as stroke endpoints
that “touch” some other segment (“Touch” means
“lie within 12 pixels”).

• Cusp points will be stroke endpoints that are far
away (more than 15 pixels) from other curves.

4.2.2 Contour completion for the case with a
hidden cusp

Once we have processed the input strokes (i.e., the
image-plane projections of the visible contours of the
unknown surface) and labeled the endpoints of each
of them as “cusps” or “tees”, we need to guess the
image-plane projections of the invisible contours as
well, guessing the locations of hidden cusps (and pos-
sibly hidden tees) as well, and the shapes of the hid-
den contours. The is the figural completion problem,
and researchers in computer vision have studied it in
some detail [Wil94a], [Mum94]. The problem is evi-
dently under-determined. One simplification is to ask
for each pair of endpoints “what’s the ’most likely’
(with respect to some measurement of likelihood) way
that these two could be joined, and what is the like-
lihood for that joining?” This provides a labeling of
the complete graph on N nodes, where the nodes are
contour-endpoints, and the edge-labels are the likeli-
hoods. We could then seek a set of N/2 edges whose
ends comprise all N nodes, and with the highest ag-
gregate likelihood. Of course, it’s possible that the
inferred hidden contours are inconsistent with one an-
other in some way — this is the “simplification” men-
tioned above. An even simpler approximation to this
idea is to identify in some heuristic way which contour-
ends are likely to be connected to which, and to then
guess the shape of the connection. For example, a
cusp-and-tee situation like that on the left in Figure
6 might reasonably be completed by a hidden contour
like that on the right in Figure 6.

Our proof-of-concept approach is based on this idea:
we simply identify cusps and tees that are nearby in
image-space, and guess a completion of the form shown
in Figure 6. In one special case, discussed later, and
shown in Figure 10, we guess a different completion
form. If we cannot determine the pairing of all cusps
and tee-points through one of these two generic meth-
ods, we declare failure.

With this overview in mind, let’s examine Figure 6
more closely.

Figure 6 gives an example of an input and a desired
output, for a situation with a hidden cusp. To com-
plete the contours, we first need to determine where
a hidden cusp is and find a tangent direction for it.
Before we talk about our algorithm for guessing a hid-

T

C

H

Figure 6: Guessing a hidden cusp

den cusp, let us describe in more detail Williams’s so-
lution [WJ97] to the problem of contour completion
mentioned in the Related Work section. There, we
wanted to find the “best” curve connecting two seg-
ments. “Best′′ was defined as optimal in terms of
minimal length and curvature. Let us say, each of
the segments is described as a point plus a direction.
Williams suggested using multiple random walks, each
starting from the first point with the first direction
and coming to the second point with the second di-
rection after a certain fixed number of steps (see Fig-
ure 7). Walks are performed in such a way that at
each step, the angle (defining the direction where we
go next) is varied with ∆θ chosen from a Gaussian dis-
tribution. We can assign probabilities to all of these
random walks. Then Williams takes the random walk
with the highest probability as an estimate of the best
path connecting the two edges. In our case we can
not do the same, as before any completion, we need to
approximate the position of a hidden cusp.

p1

p2

Figure 7: Using random walks to calculate the best
path connecting two edges

4.2.3 Algorithm for guessing a hidden cusp

We are given the following (see Figure 8): the first
point (a T-point) and the first direction (the tangent
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direction at the T-point), the second point (a cusp
point) and the second direction (the tangent direc-
tion there). We need to find a third point and a di-
rection such that a smooth curve which starts from
the first point, goes through this intermediate point
and ends up in the second point (maintaining tangent
directions) has a minimal total energy. We decided
to use approach similar to the one described above
for the simpler case of contour completion. Two ran-

T

C

H

Figure 8: The cost of the green curve is optimized

dom walks are used to guess the position of a hidden
cusp and a tangent direction there. We store a ta-
ble, whose entries are sampled x-coordinates on the
plane, sampled y-coordinates on the plane and sam-
pled angles (defining directions); i.e., each entry is a
point-direction pair, representing a small box of points
and a small range of angles.

To fill in the table, we start a random walk from
the first point with the first direction. At each step,
as before, we vary an angle with ∆θ chosen from a
Gaussian distribution (with mean 0 and variance 1).
After a fixed number of steps (chosen for each random
walk from an exponential distribution with mean 60),
a walk will end up at some point on the plane with
some direction. Then we will add one to the table
cell corresponding to this point and direction. After
we run many random walks, we divide every value in
the table by the total number of random walks. So,
each cell of the table will contain an estimate of the
probability that a random walk starting from the first
point with the first direction will end at the point and
with the direction defined by this cell.

The same process is repeated for the second point
and direction with a new table of probabilities. At the
end of this stage, we have two tables: one for the first
point and direction and the other for the second. For
each point and direction on the plane these tables con-
tain probabilities that the corresponding random walk
will end up there. To guess a hidden cusp, we multi-
ply the probabilities in the corresponding cells in two
tables and take the point and direction with the high-
est product probability. We mark this point/direction
pair as the location/direction of a hidden cusp.

To complete the contours between a tee-segment

and a cusp-segment, we simply fit two Bezier curves:
one between the tee and the hidden cusp, and the other
between the visible cusp and the hidden cusp. Bezier
curves are used here as a low-cost approximation of
the curves of least energy.

4.2.4 Calculating tabulated function

To get a reasonable estimate of the hidden cusp loca-
tion, we need to run each of two random walks about
106 times, which means that our system can not be in-
teractive. To overcome this problem, we precompute
a table of probabilities as following:

• Fix the first point at (0, 0) and the direction at
angle 0

• For (α, φ) defining the second point (on a unit
circle) and its direction, store the resulting point
(which is a hidden cusp and calculated as the
point where two walks meet with the highest
probability) and direction at this point (x, y, θ)

α

φ

Figure 9: Angles used to define positions and direc-
tions of two segments

To find a hidden cusp now, we will take:

• a T-point and a tangent vector at this point, this
is our first point and vector,

• a cusp and a tangent vector in the cusp, which is
our second point and direction.

Now we can rotate and translate the coordinate sys-
tem of these two vectors so that the first vector lies at
the origin and is aligned with x-axis. Then we will
scale, so that the second point lies on a unit circle in
the new coordinate system. Now we can use the co-
ordinates of these two points and two corresponding
directions as an input to our table. After we get the
resulting location and direction of “the best” hidden
cusp for these two vectors, we rotate, translate and
scale it back to the original coordinate system. This
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simple pre-calculation technique allows us to guess
hidden cusps interactively.

4.2.5 Cases with several possible contour
completions

Let us consider another situation for hidden contour
completion, a case we informally call a “leg”. In this
case, we have to decide which of two completions to do
(see Figure 10). Our ad hoc solution to this difficult
problem is to use the ratio of the width between the
cusp points and the minimum distance between a cusp
point and a corresponding tee point (see Figure 10) to
decide which completion to use. If the width is more
than 5 times the depth, we use the hidden cusp form;
otherwise, we use the form with no hidden cusps.

w
h

Figure 10: Two possible contour completions for the
“leg” case (two top figures). The bottom figure shows
the segments whose ratio is used to decide which com-
pletion to use.

4.3 Inflation

The tool we are using for inflation in the current sys-
tem is variational implicit functions. This works fine
for some classes of our models, although because of
some specifics of these functions, they are not appro-
priate for other types of models, and new tools for
inflation are evidently necessary.

4.3.1 Variational Implicit Functions

Variational implicit functions are based on thin-plate
interpolation functions [TO99], that are widely used in
solving scattered data interpolation problems where a
smooth function that passes through a given set of
data points needs to be calculated. Any such func-
tion is known to be a weighted sum of ‘radial basis
functions’ of the form:

φ(x) = |x|2 ∗ log(|x|)

and a linear term.
Thus, any thin plate function can be expressed as:

f(x) =
n∑

j=1

dj ∗ φ(x − cj) + P (x)

where the djs are real-number coefficients, the cjs are
“centers” for the basis functions, and

P (x) = a · x + b

is a linear function of position x.
Given a collection of n locations at which f is to

take on particular values, it is known that one can
choose the cjs to be the first n−2 given locations, and
can then solve for the djs and a and b; this is simply
a large linear system.

Hence the specification of a variational implicit func-
tion is equivalent to the specification of n values at n
points, we refer to such specifications as constraints.
Turk and O’Brien consider two kinds of constraints:
“zero points” and “plus points”. A zero point is a
point cj at which f(cj) = 0 must be satisfied. This
means that the implicit surface S = {x|f(x) = 0}
passes through such a point.

A “plus point” is one for which f(x) = 1 must be
satisfied.

Turk and O’Brien observed that if one had a set
of points through which one wanted a surface in R3

to pass, one could build a function f : R3 −→ R by
placing zero-points at the given points, and plus-points
at the endpoints of the desired normals. The level-
zero level set of this function would then be a surface
interpolating the points and with approximately the
given normals.

The way we use these functions is different though.
Let us consider a case of a simple closed curve lying in
the plane first. To inflate such contour, we put the 2D
points of this stroke on the z = 0 plane and set them
to be zero-points for the implicit function we want to
create. Plus-points are placed along the normals to
contour points and also lie on the z = 0 plane. Two
plus constraints in 3D are placed in the center of mass
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of the contour, above and below the plane of the stroke
(at z = depthConst and z = −depthConst)2. Then
we build an implicit function whose level set is our
desired surface. Bloomenthal’s polygonizer [Blo94] is
used to create a 3D mesh corresponding to this surface.

Figure 14 shows an example of the contour of a jel-
lyfish and the mesh generated by this method.

For an arbitrary drawing, however, curves compos-
ing the contour do not have to lie in a single plane, and
we have to assign depth to these curves to determine
constraints in this case.

4.3.2 Depth assignment

The depth assignment we are doing currently wad an
ad hoc approach. The depth assignment is based on
relative depth information inferred from the drawing,
and two conditions must hold true for any assignment
algorithm:
For each point P ∈ contour C, assign z(P ):

1. z must be continuous,

2. If P is a tee-point corresponding to
the cusp P ′, then z(P ) < z(P ′)

We consider curves composing the contour. Each of
these curves has its endpoints in one of the follow-
ing combinations: (hidden cusp, hidden cusp), (cusp,
cusp), (hidden cusp, cusp), or (cusp, hidden cusp). If
the curve’s endpoints are both of the same type, set
the depth to be constant along this curve; we use depth
equal to −1 in the case of hidden cusps, and 1 in the
case of visible cusps. Otherwise, we start by assigning
a depth of −1 to the hidden cusp and +1 to the visi-
ble cusp, and then linearly interpolate depth between
these values for all other points of the curve.

After we assigned depth to all points on the contour
(both visible and invisible), we have 3D constraints for
the linear system used to calculate the coefficients of
the implicit function.

4.3.3 Building implicit function for the “leg”
case

We inflate the drawings for the “leg” case with the
following steps:

• First we inflate the main body (without legs) by
creating the implicit function for it as described
in section 4.3.1.

• Then we project the endpoints of the “leg”-stroke
onto the implicit function of the main body (see
Figure 11). That gives us two 3D points that

2We used depthConstant = 1.5.

Figure 11: Projecting the endpoints of the “leg” to the
implicit function of the “body”.

specify where the “leg” should be attached to the
body.

• The Bezier curve connecting two endpoints of
the “leg” and symmetrical to the hidden contour
curve (see Figure 11), is also projected onto the
main body. The depths of the other points of the
“leg” stroke are assigned by linear interpolation
between the endpoints.

• These 3D points are used together with the points
of the main body to create a new implicit function
for the body with the legs.

5 Results and Discussion

Figures 14–17 show some examples of the drawings
and the corresponding 3D models produced with our
system. For each example, we show the input stroke,
the drawing with hidden contours completed, and two
or three views of the resulting three-dimensional mod-
els.

Note that the contour of the 3D model when seen
from the first point of view, matches an input contour
well. The shape produced looks reasonable from the
same point of view.

The first page of the color plate shows a drawing
of a jellyfish. The contour is a simple closed stroke
and apart from gluing endpoints together, no contour
processing is needed. In spite of insignificant mesh ar-
tifacts, the resulting model matches expectations and
looks good.

The second page presents a more complex contour
of a heart shape or a bean. This is the case with a
hidden cusp which is guessed as we described in sec-
tion 4.2.3. The result of the hidden contour completion
looks reasonable. The generated 3D shape resembles
the heart well enough from the front view. As we ro-
tate it though, you can see that several undesired pe-
culiarities introduced by the variational implicit func-
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tions appear. The view from the back is not a natural
interpretation of the heart drawing and demonstrates
the drawbacks of our approach to inflation.

Drawings on the two remaining pages of the color
plate represent the “leg” case of contour completion
described in section 4.2.5. In both cases, the height
of any “leg” is several times more than the width be-
tween the visible cusps forming it, so no hidden cusps
are used. The contour completion for this case is sim-
ple. As you see, the approach to the inflation proposed
in section 4.3.3 has several drawbacks: the resulting
mesh is not smooth, the legs stick out of the body
sharply instead of blending with the body smoothly,
and from several points of view, you can notice some
dents near the hidden contours. These results prove
that a more general tool than variational implicit func-
tions is needed for our purposes.

The resulting shapes look rough and hand-made,
but reasonable and many users would agree that they
can serve as reasonable interpretations of the draw-
ings.

6 Future work

There are still many steps to go to make this system
a good interface for sketching many classes of shapes.
Some of the directions for future research are:

• Supporting a larger range of models for figural
completion.
We would like, for example, to handle the cases
shown in Figure 12. The first drawing has two
cusps without corresponding tee-points, while the
second one has two tee-points and no cusps. So
far we only considered cases where T-points and
cusps occurred in pairs; in the future we would
like to eliminate this constraint, thereby support-
ing more expressive input.

Figure 12: Examples of drawings with two cusps and
no tees, and with two tees and no cusps

• Guessing an analytical representation of the func-
tion for calculating the location of a hidden cusp,
given a cusp and a tee point.
Pre-calculating a table of probabilities for hidden
cusp position and direction allows us to complete
contours in real time, but because of the fixed
parameters of random walks, the result does not

depend on the scale of the drawing. That leads to
a number of failures on drawings with scale differ-
ent from the average. We would like to eliminate
this problem by guessing the function which gives
the position and the direction of a hidden cusp
given a number of parameters, which we could
take exactly from the drawing.

• Explore other methods for inflation.
Variational implicit functions turned out to be too
“narrow-minded” for our problem. They show
good results for inflation of a very restricted class
of models. We are going to explore other meth-
ods of inflation. One idea, for instance, is to use
the work of Lance Williams [Wil94b] on “panel-
ing construction” to get a topological reconstruc-
tion of the object. The reconstruction Williams
describes is in the form of a set of panels with rel-
ative depth assigned and parts to be glued speci-
fied. Starting from this model, we could use some
relaxation methods to get a smooth surface.

• Interactive contour editing.
We would like to explore a “mixed-initiative” ap-
proach to shape creation and let the user and the
computer do something each can do well. So, the
user should be able to edit the contour after the
shape has been suggested by the system. He could
also help the system during the whole process by
validating hidden contour completion done by the
system for example, or even by specifying hidden
contours himself where he realizes that situation
is too ambiguous for the system to decide.

We believe that all these capabilities in the system
would lead to a more powerful and expressive sketch-
ing interface, which could one day be used actively as
a help to the humans in various initial design tasks.
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Figure 13: The stages of the algorithm that generates a 3D model from a 2D drawing
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Figure 14: The input drawing of a jelly fish (left top corner), the contour completion result (right top corner),
and two views of the 3D shape created by the program.
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Figure 15: The input drawing of a heart shape (left top corner), the result of the hidden contour completion
(right top corner), and three views of the 3D shape created by the program.
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Figure 16: The input drawing of a body with the leg sticking out of it (left top corner), the result of the hidden
contour completion (right top corner), and three views of the 3D shape created by the program.
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Figure 17: The input drawing of a dinosaur (left top corner), the result of the hidden contour completion for two
leg-cases (right top corner), and four views of the 3D dinosaur model created by the program.
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