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1. Goal

The aim of our project was to design a robot that can learn and adapt to human norms by
incorporating norm-aware behavior trees. As a main programmer for this project, I constructed
the behavior tree framework and contributed to two workshop papers on the subject. In this
report, I will summarize the accomplishments, the workshop submissions, and the future work to

be pursued.

2. Accomplishments

The programming tasks I performed for this project centered on creating the behavior tree
framework, for which this py_trees repository was adapted. This involved developing an
implementation that captures the cognitive and social facets of norms within the domain of
human-robot collaboration. The behavior trees facilitated effective action planning and
adaptability, while also offering transparency and interpretability, making them suitable for

incorporating norms in artificial agents. Below is a screenshot of the private GitHub repository.
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https://github.com/splintered-reality/py_trees

3. Workshop Submissions

As a part of the project, we submitted our work to two distinct workshops. The first was sent to
the HRI 2023 Workshop: Perspectives on Moral Agency, and the second was sent to [EEE
RO-MAN 2023. Both of these submissions can be found in the later pages of this report.

4. Future Tests

A primary goal for the next stage of this project is to organize a test involving human participants
to assess the efficiency and user acceptance of our behavior tree implementation. The test will
include participants engaging with the robot, offering feedback and guidance to help the robot

refine its comprehension of human norms. The test is scheduled to take place during the summer.

5. Future Paper

Upon completion of the test with human participants, the results will be assembled into a paper
for which I will serve as a co-author. This paper will discuss the findings from the test, evaluate
the success of the behavior tree implementation, and explore potential enhancements and future

research directions.

6. Conclusion

To summarize, this report presents an overview of the accomplishments in developing and
integrating norm-aware behavior trees for human-robot collaboration. The project demonstrates
potential in creating a robot capable of learning and adapting to human norms. The planned test
with human participants and the subsequent paper will offer valuable insights into the

effectiveness of our implementation and guide future research in this field.


https://sites.google.com/view/pma-hri-2023
http://www.ro-man2023.org/main
http://www.ro-man2023.org/main
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ABSTRACT

Norms are indispensable for human communities, and so they will
be for robot-human communities. We analyze some of the require-
ments for a robot to have norms and conform its actions to them.
These requirements include cognitive properties and social proper-
ties that human norms have. And at least some of these properties
need to be implemented in a robot’s computational architecture if
it should be capable of norm-appropriate action. We review some
previous computational approaches and sketch a new one we are de-
veloping. All in all, we are not offering a robot with “moral agency”
but one that is able to take socially and morally appropriate actions.
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1 INTRODUCTION

“Moral agency” is a philosophical concept, and whether robots could
ever have moral agency is unclear. But when ordinary people inter-
act with robots, they are unlikely to have philosophical concerns
about robots’ moral agency. They will, instead, have concerns about
whether robots will act appropriately—according to the social and
moral norms of the community in which they are deployed. In a
hospital, for example, a robot nurse assistant should be polite in
answering a patient’s confused questions, should not enter the doc-
tor’s office when she is on the phone, but should do so assertively
if a patient has suddenly become unconscious. This lean concept of
“norm-appropriate” action is what we take on here. We ask: How
could a robot have norms and conform its actions to them?
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This question breaks into at least three more specific questions—
cognitive, social, and computational. The cognitive question is:
What actually are norms, in the human mind? The social question
is: How do norms operate socially (between people) in human com-
munities? Third, the computational question is: How could norms
be implemented as algorithmic structures in a robot architecture?
The answer to this question will depend on the answers to the
cognitive and social questions, because the computational imple-
mentation must realize these properties of robot norms or else the
robot does not have norms in the way people conceive of them.

In section 2, we propose an answer to the cognitive question—
what the properties of norms are in the human mind. In section
3, we propose an answer to the social question—what properties
norms have in human communities. In section 4, we offer a review
of previous approaches to implementing norms in robots and point
to their strengths and limitations. In section 5 we summarize the
demands on next-generation computational approaches to norms,
and in section 6 we sketch a new approach we are developing,
relying on the powerful opportunities afforded by behavior trees.

2 COGNITIVE PROPERTIES OF HUMAN
NORMS

We rely on a working definition of norms, compiled from several
converging proposals [5, 10, 11, 21, 56]:

A norm N is a directive, within a given social com-
munity S, to (not) perform an action A in a specific
context C, provided that a sufficient number of com-
munity members (i) demand of each other, to a degree
Dy, to follow the directive and (ii) do in fact, to a
certain degree P, follow it.

As defined by (A, S, C, Dy, ), norms exist in the community;
but to have an impact, they must be realized as representations
within the members of the community. This definition helps us
identify a number of important cognitive properties of these repre-
sentations.

First, a norm regulates an action A, not an abstract construct
(e.g., of fairness or justice), so a norm representation takes as its
content an action description.

Second, a norm always holds for and in a certain community
S [33, 68]. Nothing precludes norms from being universal (i.e.,
they would apply in all human communities), but in reality, most
norms vary across communities and across time [36, 42]. A norm
representation would therefore ideally track in which communities
the norm applies and in which it doesn’t.
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Third, norms are context-specific: they govern their actions only
if a certain context C holds [8, 48]. Human norm representations
should therefore be activated by their relevant contexts, and empir-
ical evidence supports this contention [1, 48, 53].

Fourth, norms direct actions in one of two major deontic modal-
ities D—as prescription or prohibition—and to various degrees f,
expressing the deontic force or strength of the norm [35, 52]. The
stronger this force, the more severely the community will sanction
a norm violation, so underestimating Dy in one’s norm representa-
tion (thinking one can get away with a violation) can be costly.

Fifth, a norm has a prevalence #, which indicates how widely and
consistently the community members adhere to the norm [10, 21].
A norm representation thus contains a belief about #, but this belief
can be incorrect, as in the phenomenon of pluralistic ignorance [66].

We posit that these five properties of norms are characteristic
of all norms, whether conventional, social, or moral (distinctions
among which have long been debated [3, 10, 75, 76]). Implementing
the above norm representations in a robot would allow it to acquire
any or all variations of norms.

3 SOCIAL PROPERTIES OF HUMAN NORMS

A first core social feature of norms is that they are transmitted
socially, can be taught explicitly, learned through imitation or in-
ference, and often persist cross-generationally [20].

A second social feature is that norms signal group membership.
Because norms exist in communities and differ between communi-
ties, norm compliance becomes a marker of identity [19, 77].

Third, norm compliance is, to a large extent, socially regulated—
by a community that maintains and enforces the norms. Many
authors focus on enforcement by punishment (e.g., [24]), but there
is ample evidence that in everyday life—modern and prehistoric—
literal punishment is quite rare [7, 9, 28]. No doubt, threat of punish-
ment can motivate norm compliance [31]. But people prefer not to
actually punish others, and if given the opportunity, they favor re-
laying verbal criticism [82] or providing compensation [15, 34, 37].
When they seek sanctions, people generally prefer them to be mild
(e.g., blame), nonconfrontational (e.g., social distancing, gossip), and
indirect (e.g., inducing guilt) [9, 25, 57, 60, 80]. Communities also
encourage norm compliance proactively, such as through modeling
right action, giving reminders, and offering incentives. Even for
serious violations, smaller communities favor reconciliation and
restoration [59], whereas larger communities delegate sanctions to
professionals and institutions [22].

A fourth social feature of norms is that they change socially. One
person violating a norm is a transgressor. But a growing number
of people violating a norm decrease the norm’s prevalence, and
if no sanctions ensue, the norm’s deontic force decreases as well.
Sometimes those with status and power will initiate norm change;
but real change typically arises from the impact of numbers, from
civil rights movements to outright revolutions.

Applying these features to robots, it is clear that, first, people will
expect robots to not only represent norms but update their norms
by learning from the community. People appear quite willing to
teach robots norms [17, 78], and teaching may lead to trust [18].
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As a result, and second, robots that act norm-appropriately will
be better able to signal their intended role in the community and
will be more likely to be accepted into the community.

Third, robots will have to be keenly sensitive to mechanisms
of social norm regulation—responding to proactive reminders and
admonishments as well as to reactive sanctions following norm
violations. Most people, across several cultures, find it natural to
blame robots for their norm violations [44, 46, 55]. If robots respond
to criticism by improving their behavior, people will continue to
interact with them and trust them [18].

Finally, robots’ role in norm change is difficult to determine.
People’s act of teaching robots could stabilize some norms (because
teachers may want to avoid being seen as hypocrites), but acts of
teaching may also invite people to question some community norms.
Robots as norm learners may in fact recognize inconsistencies
among their teachers, and the human community may decide that
a norm solidification or even change is necessary.

4 NORMS AS COMPUTATIONS, PREVIOUSLY

How can at least some of these cognitive and social properties
of norms be implemented in artificial agents, embodied robots
in particular? Computational implementations will differ in how
expressive the encoded norms can be, in what ways they can be
acquired (e.g., explicitly programmed or observed from data), and
how interpretable they are. We review here existing computational
implementations of norms and comment on their strengths and
weaknesses.

Classic approaches to norm-sensitive machines are grounded in
deontic logics and Belief-Obligation-Desire-Intention (BOID) frame-
works, which equip a decision-making agent with analogues of the
mental states human decision makers rely on [12]. Strengths of
these approaches include their transparency and verifiability [23]
as well as their ability to offer arguments and justifications for
their decisions [73]. Some cognitive properties of norms are well
implemented, not only the obvious deontic modality (prescription,
prohibition) but also context specificity [65]. Other cognitive prop-
erties, however, are not integrated, such as representations of other
agents’ expectations and the gradedness of deontic force. Social
properties such as sanctions and other feedback are rarely, if ever,
considered. In addition, these approaches typically do not learn
or update their norms but are given a set of laws over which they
reason and plan.

Early work in multi-agent modeling introduced norms as con-
straints on agents’ behaviors so they don’t need to be renegotiated
each time, thus increasing coordination among agents. Norms were
not designed to be hard constraints but left agents to decide au-
tonomously to abide by the norms or violate them, thus learning
from the outcomes of those decisions [14]. In some recent models,
norms reflect several of the cognitive properties we outlined earlier:
a high level of context-sensitivity, representations of community
members’ norm-compliant behavior and their demands on each
other [5]. They also integrate basic forms of sanctions [4]. The
worlds in which these agents learn and act, however, are highly
curated and somewhat distant from those in which a social robot
would learn and act.
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Whereas some systems continue to rely on fixed, often hand-
coded norms [64] or hand-crafted reward functions [16], others
facilitate active learning in various forms: by means of Generative
Adversarial Networks (GANs) [30, 83], self-supervised learning
[49], observations of appropriate human behavior [32, 40], or expert
demonstrations [29, 63].

Sources of learning norms have varied as well, including writ-
ten instructions [61], human behavior [32, 40], verbal communi-
cation [26, 72], curated data sets [49], and empirically collected
norm endorsements [70, 71]. The decision-theoretic approach by
[70] is flexible in that it can incorporate a variety of sources (e.g.,
observations, instructions) and even weight them differently (e.g.,
according to their levels of agreement or trustworthiness).

Forms of representation have also varied significantly, from prob-
abilistic action-specific knowledge [61] and topological probability
distributions [40] to Dempster-Shafer confidence intervals [70];
from MDPs [2, 45, 67] or POMDPs [32] to language-independent
forms [13]; and from Linear Temporal Logic [41, 64]) to GANSs [30,
83]. Rarely have these approaches been combined, but following an
early proposal in the robot ethics field [79], some researchers have
begun to develop combined frameworks (e.g., logics and RL [6]).
Indeed, hybrid models may be the most fruitful path to integrate
the strengths of the numerous approaches currently in play.

Many of the current learning algorithms (whether used for norms
or not) require curated data sets or expert teachers and far too
many learning trials to succeed in realistic social settings. Further,
many learning processes make unrealistic assumptions about hu-
man teachers, such as Boltzman rationality [39], or they require that
the human teacher provide scalar feedback that is time-delayed to
learn a policy [43] or takes into account the difference between the
teacher’s expectations and the agent’s actual performance [50, 51].
In almost all cases, feedback is offered by researchers with ex-
pert knowledge of the agent’s policy—knowledge that lay teachers
would not have. Therefore, some researchers have provided proofs
of concept of one-shot learning [26, 72], which demands little more
than verbal instructions by a nonexpert. A further limitation is
that most algorithms are designed to learn either from specific
instructions or from repeated scalar feedback, but not from both.
Recently, some members of our team [38, 67] developed an algo-
rithm that learns from either kind of teacher input, and mixed
instruction/feedback input seems to be most successful, which is
also what nonexpert teachers prefer to use [17].

A small number of approaches outside the multi-agent litearture
have taken context into account. The learning agent in [71] formed
different norm representations for different contexts and was able to
flexibly update these distinctions, especially in transitions between
contexts. Another proposal [45] had context-specific representa-
tions in the form of modular MDPs that guided planning in light of
both goals and norms. Subsequently, [29] refined the system’s plan-
ning abilities and demonstrated scalability to a larger number of
norms. However, as with most RL-based systems, it takes hundreds
of training runs to achieve satisfactory goal achievement with min-
imal norm violations, and the agent has no norm representations
that could serve to justify its decisions.
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5 GOALS AND CHALLENGES

The content domains of norm learning that have been explored are
often quite limited, such as cooking instructions [61], handling an
object [26, 72], or various forms of navigation, from passing in a
narrow hallway to delivering drinks to party guests [16, 29, 40, 67].
Thus, a first goal for the future is to expand domains of application
to real areas of societal need, such as medical care, companionship
for older adults, tutoring, or collaborative problem solving.

For those more realistic domains, another goal should be to col-
lect data on the actual norms that a given community endorses in
a certain domain [47, 54]. In this data collection, one could assess
continuous deontic force D and (distinct from it) perceived preva-
lence P of those norms, as well as track variations of norms across
different social roles. Equipped with an evidence-based starting
set of identified norms, the agent can then be deployed and refine
its norm knowledge (i.e., update its C, Dy, and ¥ parameters) by
learning from observation and from active human teachers, who
could offer both instructions and evaluative feedback (i.e., praise
and blame). Broadly, this approach would incorporate most of the
cognitive properties of norms and at least some of the social ones.

Norm conflicts are a natural part of any human norm system,
and finding a computational resolution to such conflicts has been a
challenging problem. In the controlled environments of multi-agent
systems, several solutions have been offered [69]. In real-world set-
tings, no obvious solutions exist. Minimizing cost functions (i.e.,
taking the least norm-violating actions) is conceptually promising,
but currently available algorithms [41] are not easily scalable to
realistic numbers of norms and contexts. Moreover, norm conflicts
can arise in different ways that may require different computa-
tional solutions. Some conflicts arise within a given context, when
norms with seemingly equal deontic force cannot be simultane-
ously fulfilled. Resolution may require additional data collection
about deontic force or about alternate action paths. Other norm
conflicts arise because the context is ambiguous. Imagine being in
a confusing conversation that could be an informal chat or a more
formal negotiation. Depending on which context really holds, the
applicable norms will differ (e.g., telling a joke could be welcomed
in one but clearly prohibited in the other). In this case, the agent
would need to collect more data on the context, not on the norms
themselves. Finally, conflicts can arise when a novel context is a
mix of two familiar contexts; here, a generalization challenge arises,
where actions that have the same deontic force in both contexts are
safe but those with different forces must be avoided until updated
deontic force parameters can be learned.

6 NORMS AS COMPUTATIONS: OUR
EMERGING PROPOSAL

Our previous approach [38, 67] built on the Inverse Reinforcement
Learning (IRL) paradigm to teach and encode norms into social
robots. In this framework, a norm was implicitly represented by a
linear scalar-valued reward function over a hand-specified feature
space, which represented numerous contexts with different norms.
Generating a norm compliant behavior according to the reward
function was performed by choosing actions that maximized the
cumulative expected rewards (where norm violations were nega-
tive rewards). Importantly, humans could teach the agent norms by
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either instructing the agent what actions to take or give a numerical
rating of a behavior the agent proposed. For both teaching meth-
ods, we were able to leverage a maximum-likelihood objective to
optimize the reward function, meaning the norm could be updated
and taught in a variety of ways.

While this approach enjoys certain benefits, such as the integra-
tion of different teaching methods, constant memory complexity
for encoding norms and flexible number of norms, and the integra-
tion with a generic reinforcement learning framework, it has clear
disadvantages: Guaranteed prohibited or prescribed behavior (very
high deontic force in either direction) is challenging to achieve
because RL updating is conservative; there is no modularity in how
the norm is encoded, making it hard to interpret; and the expres-
sivity of the encoded norms is tied to the researcher’s choice of the
feature space. Like other RL approaches, it also requires too many
training runs, which real human teachers would not endure. We
propose behavior trees as a new computational implementation of
norms that aims to mitigate these challenges but maintains some of
the insights we have gained, especially about the an agents ability
to learn from both instruction and evaluative feedback.

Behavior trees are a computational model for encoding plans
via a recursive control structure. A behavior tree is formally repre-
sented as a directed, acyclic graph, where nodes encode either the
root, control flow, or executable behaviors [27, 58]. Execution of
a behavior tree starts from the root node, and based on the state
environment and the control structures, signals are sent down the
tree until a specific behavior node is activated, which determines
the current action to be performed. Behavior trees are recursive
in that the children of a node in a behavior tree are themselves
behavior trees. The logic of a behavior tree is dictated by the control
flow nodes, of which there are two major types: sequencing nodes
(which progress to the next step only if each one of a sequence of
states or actions obtains) and fallback nodes (which progress if any
one of a set of states or actions obtains) [62]. Behavior trees are
popular in video game development because they realize complex
behaviors for characters in a modular and recursive manner [74].

Using behavior trees to implement norms has a number of advan-
tages. First, sequencing and fallback operators allow designers to
provide guarantees on the execution of prescribed and the nonexe-
cution of prohibited behaviors [62]. Second, the system can directly
explain why it performed certain actions rather than others (e.g,
because an obstacle was in the way; [81]). Third, behavior trees are
modular by design, so it is easy to integrate new components into
an existing plan (e.g., conditions or alternative action paths) [58].
Fourth, behavior trees express behavior as generally as finite-state
machines can, which means that complex and nuanced actions
governed by norms can be captured [74]. Fifth, unlike finite-state
machines, behavior trees are hierarchical and can handle nonlin-
ear and nonstationary real-world action planning, where obstacles
suddenly appear, requirements are missing, contexts shift quickly,
and alternative action paths must be found.

For example, while the robot nurse assistant takes medication
to patient NN, a hospital visitor asks for direction. The robot com-
putes that it can answer the question because it is important and
there is enough time to briefly delay the medication delivery (the
prescription to respond to a person’s questions has stronger force
than the prescription to be precisely on time with the delivery).
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While the robot speaks to the visitor, however, the chief physician
comes running and commands the robot to follow her and help a
patient who is having a heart attack. This command’s deontic force
overrides all other goals, and the robot quickly apologizes to the
visitor and speeds after the physician.

Behavior trees allow planning through sequences of prescribed
actions for a given context, with deontic forces (Dy parameters)
attached to each action. The importance of a goal can be quantified
as the Dy of a prescription to complete the goal, and the costs that a
given goal pursuit accrues can be quantified as prohibitions against
things like resource use (time or battery) or against shortcuts (to
save time). Thus, all action planning is mapped onto the same scale
of deontic force. The structure of behavior trees allows fallback
options (e.g., what to do when an obstacle arises or a requirement
is missing), and equally available options can be ordered by deon-
tic force. Interruptions change context and demand a decision of
whether to continue with the previous action sequence (tree) or
interrupt it and take on (if briefly) the interrupting goal (a new tree).
Benefits, costs, and Z)f values of each option must be estimated
and the norm conflict must be resolved (most likely by a separate
reasoning module that is not itself a behavior tree). Importantly, be-
havior trees can retrieve information (e.g., about the environment)
from a knowledge base (a “Blackboard” or shared data context) and
deposit information there (e.g., about obstacles or repeated failures).
Exact Dy values can be stored in this knowledge base, whereas
the behavior tree uses a rank transform, prioritizing actions with
highest prescriptive force in a given context. Human teachers can
intervene on the knowledge base by giving new instructions, evalu-
ating ongoing behavior, identifying a context, or updating a deontic
force value. The behavior tree can then immediately reorder its
action priorities, such as when a patient’s life is in danger.

Many challenges lie ahead, which conceptually appear solvable
but computationally have not been solved yet. One challenge is
context. How does the agent detect, distinguish, and learn contexts?
A separate module may be needed for context categorization, per-
haps using a convolutional neural network. A second challenge is
plan optimization. Whereas RL approaches enable optimized plan-
ning over a time horizon, behavior trees do not. Can we blend the
approaches and achieve optimization to resolve conflicts among
competing behavior trees? A third challenge lies in learning: How
does the system translate human verbal feedback into updated D¢
values, how does it integrate different feedback from different hu-
man teachers, and how does it recognize bad actors that try to
corrupt its knowledge base?

7 CONCLUSION

Despite these and many other challenges, we are optimistic in
developing this new approach and thereby designing a robot that
may not have “moral agency” but can act appropriately in the
communities and contexts in which it operates. And if humans
teach it, and it learns to improve, we might actually trust it and
teach it more. That, then, would begin to look like raising a robot.
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What Properties of Norms can we Implement in Robots?

Bertram F. Malle! and Eric Rosen? and Vivienne B. Chi® and Dev Ramesh?

Abstract— Norms are indispensable for human communities,
and so they will be for robot-human communities. We analyze
some of the requirements for a robot to have norms and
conform its actions to them. These requirements include both
cognitive and social properties that human norms have. We
examine which of these properties can be implemented in a
robot’s architecture and review some previous computational
approaches. We then introduce a new one using behavior trees,
argue for its promise to implement properties of norms, and
discuss unsolved challenges.

I. INTRODUCTION

The presence and impact of norms is a universal feature of
human culture. Norms regulate the behavior of individuals to
benefit the community [1], [2]; they make social interaction
efficient and predictable [3]. Young humans must learn the
norms of their community, and all humans continuously
update their norms when they enter new social spaces,
assume new roles, or join new communities. Robots are,
in fact, entering new social spaces, assuming new roles,
and increasingly joining human communities. Robots must
therefore learn norms as well, if we expect them to become
effective, safe, and trustworthy collaborators and contributors
to human culture.

But how do we ensure that, for example, a robot nurse
assistant is polite in answering a patient’s confused questions,
does not enter the doctor’s office when she is on the phone,
but does so assertively if a patient has suddenly become
unconscious? What would it mean to implement norms in
robots?

This question breaks into at least three more specific
questions—cognitive, social, and computational. The cog-
nitive question is: What actually are norms, in the human
mind? The social question is: How do norms operate socially
(between people) in human communities? And the compu-
tational question is: How could norms be implemented as
algorithmic structures in a robot architecture? The answer to
the computational question must be guided by the answers
to the cognitive and social questions, because any computa-
tional implementation must realize these properties of robot
norms or else the robot does not have norms in the way
people conceive of them.
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In section II of this paper, we propose an answer to
the cognitive question—what the properties of norms are
in the human mind—and to the social question—what the
properties of norms are in human communities. In section
III, we offer a review of previous computational approaches
to implementing norms in robots and point to their strengths
and limitations. In section IV, we summarize the goals and
challenges for next-generation computational approaches to
norms and sketch a new approach we are developing. In this
approach, we combine the powerful opportunities afforded
by behavior trees with a paradigm of interactive human-
robot teaching. We assess how well this approach captures
the cognitive and social properties of norms.

II. PROPERTIES OF HUMAN NORMS
We rely on the following working definition of norms [4]:

A norm N is a directive, within a given social
community S, to (not) perform an action A in
a specific context C, provided that a sufficient
number of community members (i) demand of each
other, to a degree Dy, to follow the directive and
(ii) do in fact, to a certain degree P, follow it.

Defined in this way, norms exist as social phenomena in
the community; but to have an impact, they must be realized
as representations within the minds of community members.
The above definition implies a number of important cognitive
properties of these norm representations.

A. Cognitive Properties

First, the representational content of a norm is an action
description .4, not an abstract value such as fairness, loyalty,
or justice.

Second, a norm always holds for a certain community S
[5]. Nothing precludes norms from being universal, but in
reality, most norms vary across history and communities [6].
A norm representation must therefore track in which com-
munities it applies.

Third, because norms are highly context-specific, a norm
representation must code for the context C in which it
holds [7], [8]. As a result, human norm representations are
quickly activated by their relevant contexts [9], [7], [10].

Fourth, most norms come in one of two major deontic
modalities D: prescription or prohibition. Further, they im-
part the degree f to which the norm applies. In a norm rep-
resentation, then, the parameter Dy expresses the perceived
deontic force of a given prescription or prohibition [11].
The stronger this force, the stronger the community expects
members to comply with the norm and the more severely the
community will sanction norm violators.

Manuscript 461 submitted to 2023 32nd IEEE International Conference on Robot
and Human Interactive Communication (RO-MAN). Received March 31, 2023.



CONFIDENTIAL. Limited circulation. For review only.

Fifth, norms vary in prevalence: how many community
members actually comply with the norm. Thus, a norm repre-
sentation will have a prevalence parameter P, which captures
the person’s belief about how widely and consistently other
community members adhere to the norm [3], [2].

Implementing the above properties of norm representations
in a robot would allow it to acquire any or all variations
of norms, be they conventional, social, or moral ones. The
literature has debated for a long time whether there are
fundamental differences among these types of norms. But
scholars have not found consensus on the features that would
differentiate them [12], [3], [13], [6]. We prefer to think of
norms as making up a broad construct [14], [15] that varies
along several dimensions—including degree of deontic force
(with “moral” norms having the strongest), cross-cultural
prevalence, degrees of internalization, and the like.

This view also highlights that people’s motives for com-
plying with norms are distinct from the cognitive properties
of norms discussed here. People can have the same norm
representation but be motivated to comply with the norm
to different degrees and for different reasons—for example,
because they are afraid of punishment, hope for social
approval, suffer from guilt, or are unconditionally convinced
of the “rightness” of an action [16]. This distinction between
cognition and motivation need not be categorical (e.g., de-
ontic force plays a pivotal role in both), but it allows us to
think of artificial agents as having norms cognitively without
presuming that they must have “motives” of fear, guilt, or
righteousness.

B. Social Properties

In addition to properties of norm representations, we must
also attend to properties of norms as social phenomena. A
first core social feature of norms is that they are transmitted
socially, can be taught explicitly, learned through imitation
or inference, and often persist cross-generationally [17].

A second social feature is that norms signal group identity.
Because norms exist in communities and differ between
communities, norm compliance becomes a marker of one’s
community membership [18].

Third, a good deal of norm compliance is regulated so-
cially. Communities maintain and enforce norms by means of
a variety of practices, such as criticism, gossip, punishment,
and social distance [19], [20], [4], [21], [22]. In larger
communities, norm enforcement is delegated to professionals
and institutions, such as police and law [23].

A fourth social feature of norms is that they change
socially. One person violating a norm is a transgressor. But
a growing number of people violating a norm decrease the
norm’s prevalence, and if no sanctions ensue, the norm’s
deontic force decreases as well. Sometimes those with status
and power will initiate norm change; but real change typi-
cally arises from the impact of large numbers, in terms of
changing prevalence and deontic force.

If people will accept and trust robots as members of their
communities (e.g., a family, a school, a hospital ward), they
will expect robots to not only know norms but refine and

update this knowledge by learning from the community.
People appear quite willing to teach norms to robots [24],
[25], and teaching can lead to trust [26].

Robots cannot be expected to “have” an identity, but they
are capable of signaling their belonging to a community and
their specific role in the community by complying with the
relevant norms. They may also signal this belonging by being
particularly responsive to teaching from other members of
the community (e.g., the medical staff in the ward in which
the robot is deployed).

Third, robots will have to be keenly sensitive to mech-
anisms of social norm regulation—responding to proactive
reminders and admonishments as well as to reactive sanc-
tions following norm violations. Most people, across several
cultures, find it natural to blame robots for their norm
violations [27], [28], [29]. If robots respond to criticism by
improving their behavior, people will continue to interact
with them and trust them [26].

Robots’ role in norm change may be limited. Teaching
norms to robots could stabilize the norms (because teachers
may want to avoid being seen as hypocrites), but acts of
teaching may also invite people to question some community
norms. Robots as norm learners may in fact recognize
inconsistencies among their teachers (e.g., subtle bias), and
the human community may decide that a norm change is
necessary (e.g., if the bias is acknowledged).

III. NORMS AS COMPUTATIONS, PREVIOUSLY

If we take this picture of norms’ cognitive and social prop-
erties as a measuring stick, how well have researchers and
designers implemented norms in artificial agents, embodied
robots in particular? We review here existing computational
implementations of norms and comment on their strengths
and weaknesses in implementing cognitive and social prop-
erties of norms.

Classic approaches to norm-sensitive machines are
grounded in deontic logics and Belief-Obligation-Desire-
Intention (BOID) frameworks, which equip a decision-
making agent with analogues of the mental states human
decision makers rely on [30]. Strengths of these approaches
include their transparency and verifiability [31] as well
as their potential to offer arguments and justifications for
their decisions[32]. Some cognitive properties of norms are
well implemented, including deontic modality (prescription,
prohibition) and context specificity [33]. Other cognitive
properties, such as graded deontic force or perceived preva-
lence, are not integrated, nor do these systems learn from
human teachers.

Early work in multi-agent modeling introduced norms as
soft constraints that allow agents to abide by the norms
or violate them, thus learning from the outcomes of those
decisions [34]. In some recent models, norms reflect several
key cognitive properties: a high level of context-sensitivity,
representations of community members’ norm-compliant be-
havior and their demands on each other [35]. They also
integrate basic regulation by sanctions [36]. The worlds in
which these agents learn and act, however, are highly curated

Manuscript 461 submitted to 2023 32nd IEEE International Conference on Robot
and Human Interactive Communication (RO-MAN). Received March 31, 2023.



CONFIDENTIAL. Limited circulation. For review only.

and currently removed from interactions with humans. Some
systems include active learning as a key design feature,
but there is high variability of approaches, from Genera-
tive Adversarial Networks (GANs) [37] and self-supervised
learning [38] to observations of appropriate human behav-
ior [39], [40] and expert demonstrations [41]. Input sources
also vary widely, including curated data sets [38], written
instructions [42], or verbal communication [43], whereas
very few systems have learned actual community norms that
were empirically collected [44].

A few approaches outside the multi-agent literature have
taken context into account. The learning agent in [45] formed
different norm representations for different contexts and was
able to flexibly update these distinctions, especially in tran-
sitions between contexts. Another proposal [46] had context-
specific representations in the form of modular Markov Deci-
sion Processes (MDPs) that guided planning in light of both
goals and norms. However, as with most RL-based systems,
it takes hundreds of training runs to achieve satisfactory goal
achievement with minimal norm violations.

Forms of norm representations have varied significantly,
including probabilistic action-specific knowledge [42],
Dempster-Shafer confidence intervals [45], MDPs [47],
POMDPs [39], and Linear Temporal Logic [48]. Some of
these forms are naturally compatible with the content of or-
dinary norms as actions-in-context representations, whereas
others are less so.

Many of the current learning algorithms for norms use
curated data sets or expert teachers. They also typically
require far too many learning trials to succeed in realistic
social settings. In almost all cases, feedback is offered by
researchers with expert knowledge of the agent’s policy—
knowledge that lay teachers would not have. Therefore,
some researchers have provided proofs of concept of one-
shot learning [43], which demands little more than ver-
bal instructions by a nonexpert. Another limitation is that
most algorithms are designed to learn either from specific
instructions or from repeated evaluative feedback, but not
from both teaching methods. Recently, some members of
our team [49] developed an algorithm that learns from both
teaching methods, thus capitalizing on the fact that lay
teachers also offer both and systematically choose between
them in response to the learner’s progress [24]. However,
like other RL approaches, our algorithm was conservative in
updating its norms (i.e., its reward function) and teaching
required far too many training runs, which human teachers
would not endure.

IV. THE FUTURE OF NORMS AS COMPUTATIONS
A. What is Needed

We have seen that past implementations of norms in
artificial agents realized a number of norm properties but
failed to realize others. The next steps in advancing norm
implementations must attend to the entire range of cognitive
and social norm properties—from context specificity and
graded deontic force to the importance of social teaching
and social regulation of violations.

In charting such new paths, we must also expand the
content domains of norms. Previously explored domains
include cooking instructions [42], handling an object [43],
[50], or various forms of navigation and delivery [51], [41],
[49]. We must next tackle areas of actual societal need, such
as medical care, companionship for older adults, tutoring, or
collaborative problem solving.

For those more realistic domains, an important goal is
to gather data on the actual norms that a given community
endorses [52], [53]. In such data collection (e.g., search for
rules and laws, focus groups, stakeholder surveys), one could
assess continuous deontic force Dy and perceived prevalence
P, as well as track variations of norms across different social
roles. Equipped with an evidence-based starting set of norms,
the agent can be further trained in simulation environments
where human teachers will help refine the the agent’s norm
knowledge (i.e., update its C, D¢, and P parameters) and
even teach it new actions and new contexts. The human
teachers would both monitor and respond to the robot’s
behavior, offering evaluative feedback (i.e., praise and blame)
as well as instructions where necessary. From our recent
research we know that people are willing and able to do
so [24] and build trust in the agent as long as they can see
its learning progress [26].

B. Proposal: Norms as behavior trees that learn

We propose behavior trees as a new computational im-
plementation of norms. They promise to realize virtually all
cognitive and social properties of norms and have additional
benefits of transparency, explainability, and verification.

Behavior trees are a computational model for encoding
action plans via a recursive control structure. A behavior tree
is formally represented as a directed, acyclic graph, where
nodes encode either the root, control flow, state information,
or executable behaviors [54]. Plan execution starts from the
root node, and based on the state environment and the control
structures, signals are sent down the tree until a specific
behavior node is activated that initiates an action. Behavior
trees are recursive in that the children of a node in a behavior
tree can themselves be behavior trees. The logic and event
steps of a behavior tree are dictated by the control flow nodes,
of which there are two major types: sequencing nodes (which
progress to the next step only if each one of a sequence of
states or actions obtains) and fallback nodes (which progress
if any one of a set of states or actions obtains) [55]. Behavior
trees are popular in video game development because they
realize complex “appropriate” behaviors for characters in a
modular and recursive manner [56].

Using behavior trees to implement norms has a number of
advantages. First, sequencing and fallback operators allow
designers to provide guarantees on the execution of pre-
scribed and the nonexecution of prohibited behaviors [55].
Second, the system can explain why it performed certain
actions rather than others (e.g, because an obstacle was in the
way; [57], [58]. Third, behavior trees are modular by design,
S0 it is easy to integrate new components into an existing
plan (e.g., new context conditions or alternative action paths)
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[54]. Fourth, behavior trees express behavior as generally
as finite-state machines can, capturing any norm-guided
actions [56]; but unlike finite-state machines, behavior trees
are hierarchical and modular, allow parallel processing and
nonstationary real-world action planning. As a result, they
are highly flexible; they can react to suddenly changing
contexts, missing requirements, and can immediately switch
to alternative action paths [59]

For example, while the robot nurse assistant takes med-
ication to patient NN, a hospital visitor asks for direction.
The robot computes that it can answer the question because
it is important and there is enough time to briefly delay
the medication delivery (the prescription to respond to a
person’s questions has stronger force than the prescription
to be precisely on time with the delivery). While the robot
speaks to the visitor, however, the chief physician comes
running and commands the robot to follow her and help
a patient who is having a heart attack. This command’s
deontic force overrides all other goals, and the robot quickly
apologizes to the visitor and speeds after the physician.

In addition to representing actions in context, and treating
community as a broad context-like condition, behavior trees
allow planning through sequences of prescribed actions for a
given context, with deontic forces (Dy parameters) attached
to each action. The importance of a goal can be similarly
quantified as the Dy of a prescription to complete the goal,
and the costs that a given goal pursuit accrues can be
quantified as prohibitions against things like resource use
(time or battery) or against shortcuts (to save time). Thus,
all action planning is mapped onto the same scale of deontic
force. The structure of behavior trees allows fallback options
(e.g., what to do when an obstacle arises or a requirement
is missing), and equally available options can be ordered
by deontic force. Interruptions change context and demand
a decision of whether to continue with the previous action
sequence (tree) or interrupt it and take on (if briefly) the
interrupting goal (a new tree). Benefits, costs, and Dy values
of each option must be estimated and any norm conflict must
be resolved (most likely by a separate reasoning module that
is not itself a behavior tree).

A critical feature of behavior trees is that they can retrieve
information (e.g., about the environment, or from a teacher)
by accessing a knowledge base (a “Blackboard” or shared
data context) and also deposit information there (e.g., about
obstacles or repeated failures). Exact D values can be stored
in this knowledge base, whereas the behavior tree uses a
rank transform, prioritizing actions with relatively highest
prescriptive force in a given context. Human teachers can
intervene on the knowledge base by giving new instructions,
evaluating ongoing behavior, identifying a context, or up-
dating a deontic force value. The behavior tree can then
immediately reorder its action priorities, such as when a
patient’s life is in danger.

Figure 1 enumerates the major cognitive and social prop-
erties of norms that we have discussed and briefly describes
how behavior trees can implement them. We also offer some
illustrations from a first code base we developed, building on

pytrees (https://py-trees.readthedocs.io/). The excerpts refer
to a scenario in which a hospital assistant robot retrieves
medicine that it has been tasked to deliver to a patient.

Properties Behavior Tree (BT) Illustration
Implementation
C1. Norms direct Leafs as explicit action [-] Sequence [-]

[-] Sequence []
--> Go To Medicine Cabinet [-]
[o] selector [-]
-=> Unlock Cabinet [-]
--> Wait for at most 3 Ticks [-]
--> Pick up Medicine[-]

actions representations

BT activation conditional on
detection of community

C2. Norms vary across

[o] Selector [-]
communities z

—> In Rhode Island Hospital [-]
-—> In Massachusetts General Hospital [-]
> Ask where we are [-]

BT activation conditional on various
kinds of “context” (e.g., task,
location, verified state nodes,
previous action nodes)

C3. Norms vary by
context and are
activated by contexts

etUnlocked”)

C4. Norms have graded Instance of Blackboard that robot has access to:
deontic force to

prescribe or prohibit

For each action in the repertoire,
and given a string of context
features, metric deontic force (—1 to
+1) can be stored in Blackboard and
translated into ordinal priorities in
Selector leafs

CS5. Norms include
information about
prevalence

For each action in the repertoire, P
value can be stored in Blackboard

S1. Norms are taught
socially

Interactive teaching of BT elements
(e.g., D' updates) with community
members

Cabinet is locked.
Would you like to change the priorities of actions?

A - Try Unlocking Cabinet again
B - Wait 10 seconds
C - Call supervisor for remote unlock

Which action should I take first? (A, B, or C) __
Which action should I take second? (A, B, or C) __

S2. Norms indicate I have learned the laws and norms of Rhode Island

Robots’ norm-compliant behavior
Hospital, Please inform me when I make mistakes.

community will elicit perceptions of shared
membership group membership; robot can
express norm compelence
. . L . . . >> Wrong action, robot.
S3. Norm compliance is  interactive teaching can include > Callgsuperv)son

regulated socially admonishment, criticism, etc.

Fig. 1. Properties of norms and implementation in behavior trees, with
illustrations

Figure 1 highlights in several places that the agent in-
teracts with a human teacher. The transparency and intuitive
structure of behavior trees makes teacher-learner interactions
eminently feasible and both accelerates and safely constrains
the agent’s norm learning. Currently we are designing an
interactive teaching interface (modeled after [24], [26]) that
will put the behavior tree approach to the test. Beginning
with a starting set of actions, norms, and tasks, we will
investigate whether the system can update and expand its
capacities by incorporating real human teacher feedback. We
will also learn whether teachers experience such an agent
to be transparent and trustworthy and whether they will be
forgiving of the agent’s inevitable mistakes.

C. Challenges and Evaluations

Many challenges lie ahead, which conceptually appear
solvable but computationally have not been solved yet. One
challenge is context. How does the agent detect, distinguish,
and learn contexts? A separate module may be needed for
context categorization, perhaps using a convolutional neural
network. Likewise, detection of the relevant community one
is in (a very broad sort of context) will be a demanding
task. In many deployments, however, a robot may get this
kind of general information when being turned on (e.g., on
the cardiac station of the local hospital).
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A second challenge is plan optimization. Whereas RL
approaches enable optimized planning over a time horizon,
behavior trees do not. Can we blend the approaches and
achieve optimization to resolve conflicts among competing
behavior trees?

A third challenge lies in learning: How does the system
translate human verbal feedback into updated Dy values, how
does it integrate different feedback from different human
teachers? We might consider storing Dy values as point
estimates surrounded by an unconfidence distribution (fol-
lowing [44].

A fourth challenge lies in setting constraints in the system
to defend it against bad teachers, who might (intentionally
or not) try to alter the robot’s norm representations but steer
it away from the community’s actual norms. One possibility
is to permit norm updates only when they are initiated by
a trusted teacher or, if initiated by someone else, reviewed
and endorsed by a trusted teacher. Who constitutes a trusted
teacher must be a community decision, such as among the
hospital staff that trains a nurse assistant robot.

V. CONCLUSION

Despite many remaining challenges, we are optimistic that
a robot acquiring norm representations within a behavior tree
architecture can instantiate many of the cognitive and social
properties that human norms have. And if people are willing
to teach such a robot and see it improve, they might trust
it and teach it more, allowing it to grow into an acceptable
member of human-robot communities.
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