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Abstract

We present a single image to 3D generative model aided
by a video diffusion model and volume rendering tech-
nique. We use a video diffusion model along with a view-
conditioned diffusion model to generate a smooth transition
between novel views. Additionally, to alleviate the 3D con-
sistency issue coming from geometry-free models, we lever-
age volume rendering on the voxel grid geometry represen-
tation to learn 3D geometry in space. Video diffusion model
provides 3D consistent prior images with a smooth transi-
tion from a single image while the volume rendering tech-
nique help to learn to reconstruct 3D objects using multi-
view images when training. We add a new layer that con-
structs a voxel grid, followed by volume rendering, to the
U-Net architecture of the view-conditioned diffusion model.
For this, we use a pre-trained video diffusion model and
view-conditioned model, and fine-tune the new layer on the
real-world dataset CO3D.

1. Introduction
Reconstructing 3D objects from images has gained a lot of
attention as it can be applied to a wide variety of appli-
cations such as content generation, AR/VR, and robotics.
Since the emergence of diffusion models, they have been
used as the powerful foundation models for generative tasks
such as text-to-image models [1] for image generation.

Diffusion models have also proved their usefulness for
reconstructing 3d objects from image(s) or text [2]. Liu et
al. [3] uses diffusion models to generate images from novel
views. More recently, video diffusion models [4] have been
introduced. They can not only generate images (frames of
a video) given text or image but also sustain the shapes and
appearance of objects in a generated scene [5] across the
frames.

Similarly, NeRF [6] has opened a new era of 3D recon-
struction. Given multi-view images as input, they can render
photorealistic images of objects from novel views [7, 8]. As
NeRF constructs implicit geometry when trained, they ac-
quire high 3D consistency among images generated from

novel views. By making use of this high 3D consistency,
NeRF is also used for text or image to 3D reconstruction
task as well [2].

We propose to level up the 2D consistency that the video
diffusion model has to 3D consistency for the 3D object
novel view synthesis task. For this, we redefine the video
diffusion model to generate a video along view directions
around an object. Also, we add the Projection Layer [9],
which uses the volume rendering technique, to the U-Net
module to learn the explicit geometry of images given as
input while training.

Our motivation behind this idea is to offset the weak-
nesses of the diffusion based model and NeRF model with
each model’s strength. While NeRF can render 3D consis-
tent images from its implicit or explicit geometry, it requires
multi-view images as input to reconstruct an object. On the
other hand, pre-trained diffusion models [10] seem to gen-
erate 3D consistent images, those images don’t share any
geometry as diffusion-based models are geometry-free. But
pretrained diffusion-based models don’t require multiples
of images of the same scene as input for generating novel
view images. So we can use NeRF (specifically, volume ren-
dering) to make up for the diffusion model’s issue coming
from a geometry-free nature, and use the diffusion model to
provide multi-view images to be used for volume rendering.

———————————————————-

2. Related Work
Diffusion Models Diffusion models are a class of proba-
bilistic generative models that generate samples by adding
noises and learning to reverse the noising process. The De-
noising Diffusion Probabilistic Models (DDPM) [11] uses
a forward Markov chain to add noise to data and a reverse
Markov chain to learn to reverse the data by subtracting
noise. The Denoising Diffusion Implicit Models (DDIM)
[12] accelerates the diffusion sampling process with non-
Markovian chains. Based on these models, conditional dif-
fusion models also have emerged. Latent Diffusion Models
(LDM) [13] use conditions with latent diffusion to gener-
ate images. Imagen [14] proposes a text-to-image diffusion
model that uses large language models to encode text for
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Figure 1. During training, we sample N multi-view images from the same category of CO3D dataset and add N sampled noises to the
images. A View-conditioned U-Net with PL will take noised images as input along with the N poses condition. Each pose correspond to
each multi-view images respectively. We fine-tune PL (Projection Layer) of the U-Net by applying the diffusion denoising objective Eq. 5
on the sampled noises and predicted noises.

photorealistic image synthesis.

Diffusion Models for 3D Reconstruction The advance-
ments of diffusion models extended to various generative
tasks including 3D generation. DreamFusion [2] leverages
a pretrained 2D text-to-image diffusion model to achieve
text-to-3D generation. It optimizes a radiance field by uti-
lizing a 2D diffusion model as prior with Score Distillation
Sampling (SDS). ProlificDreamer [15] supplements SDS
with Variational Score Distillation (VSD) and optimizes 3D
scenes to align the rendered images with a pretrained 2D
diffusion model. Zero-1-to-3 [3] also capitalizes on the pre-
trained diffusinon model to control camera viewpoint and
synthesize new images under specific camera transforma-
tion. On the other hand, Tewari et al.[16] propose a model
that integrates a forward model such as differentiable vol-
ume rendering into the denoising diffusion process directly.
By doing so, their model can learn the 3D radiance field
conditioned on an image, instead of sampling from the dis-
tribution of novel views conditioned on an input view.

3. Method

3.1. Preliminaries

Diffusion Models. Diffusion models are a type of gen-
erative models that consist of diffusion and denoising
processes. In diffusion, a sample x0 is transformed into
a noised image xt at each time step q (xt | x0) :=
N (xt;

√
ᾱtx0, (1− ᾱt) I) where ᾱt =

∏
t=1 αt and αt =

1− βt using fixed variance schedule βt . In the latent diffu-
sion model, xt is instead represented as a latent variable zt
such that

zt =
√
ᾱtx0 +

√
1− ᾱtϵt

where ϵt ∼ N (0,1).
In the denoising process, we sample data x0 from

the learned probability distribution pθ (x0:T ) =

p (xT )
∏T

t=1 pθ (xt−1 | xt) by iteratively denois-
ing latent variables x1:T = x1, . . . ,xT where
pθ (xt−1 | xt) := N (xt−1;µθ (xt, t) ,Σθ (xt, t)).

DDPM [11] suggests to learn a noise predictor ϵθ(·) in-
stead of µθ(·). We therefore use the following loss term:

Lt = Et∼[1,T ],x0,ϵt∼N (0,1)

[
∥ϵt − ϵθ (xt, t)∥2

]
(1)
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Figure 2. During inference, Video Diffusion U-Net and View-Conditioned U-Net with PL (Projection Layer) take N sampled noises as
input. We additionally condition View-Conditioned model on each pair of N noises and N poses along with input image (a clock in this
figure). We add N denoised images from Video Diffusion U-Net to that of View-Conditioned U-Net with PL. The added denoised images
(the output at time t) will be used as the input for previous time t-1. We repeat this T times.

Diffusion models can also be conditioned on text or im-
age. The loss term for conditional diffusion models then use
ϵθ(xt, t, τθ(c)) where c is a condition and τθ is an embed-
ding encoder.

Volume Rendering. NeRF [6] uses volume rendering to
render an image at a given view direction. The color of ray
r from a view direction to each pixel is determined by sum-
ming up the weighted colors of the N samples along the
ray. Transmittance Ti at sample i is defined by the distance
from current to next sample δi and opacity σi of the sample.

Ĉ(r) =

N∑
i=1

Ti (1− exp (−σiδi)) ci (2)

where Ti = exp

−
i−1∑
j=1

σjδj


ci is the color of the sample i.

Following [9], we use the volume rendering technique
as in NeRF but on the voxel grid geometry representation
[18] where each voxel represents a feature vector instead of
color.

3.2. Video diffusion with View-conditioned diffu-
sion

We propose a method that combines video diffusion and
view-conditioned models to generate 3D consistent images
given an image and view direction as input. VideoFusion
[4] uses shared base noise bt and shared residual noise rit
for content and motion of a scene respectively at step t of
i ∈ [1, N ] frame:

zit =
√
ᾱtx

i +
√
1− ᾱt

(√
λibt +

√
1− λirit

)
(3)

where λi ∈ [0, 1] controls the proportion of x0 in xi.
Our idea is to use shared residual noises r′it for Novel

View Synthesis. We can think of content in the video dif-
fusion model as a 3D object that we want to reconstruct
and motion as different appearances of the object at differ-
ent novel views. Then we can condition the motion noise
on images of the view direction we want to render. For this,
We use a pre-trained view-conditioned diffusion model [3]
as the condition for the motion noise.

Following the idea from the video diffusion model [4],
we predict N multiple noises ϵ0:Npred by adding two distinct N
noises from the view-conditioned diffusion model’s U-Net
ϵzero123 and video diffusion model’s U-Net ϵvideo respec-
tively as the following:

ϵ0:Npred = ϵzero123(z
0:N
t , I, t,v0:N ) + ϵvideo(z

0:N
t , t, ø) (4)
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Figure 3. The input images are from GSO [17] dataset. We render novel view images with azimuth angle range from -45 degrees to 45
degrees and the elevation at 10 degrees, and choose three views among them. We compare ours with zero-1-to-3 model [3], the pre-trained
view-conditioned model we use in our pipeline

where zt is latents, I is the input image, t is time, and v is
view directions to be rendered. To make use of a video diffu-
sion model, in our case ViedeoFusion, we need to sample N
noises at once because all samples should share the noise.
Likewise, we sample N noises from the view-conditioned
diffusion model as well to add each of the view-conditioned
diffusion model’s noises to the corresponding view direc-
tion of the view diffusion model’s noises. Note that we use
null prompt ø as input for a video diffusion model. We don’t
provide a condition because the latents z0:Nt are already
conditioned on the noise prediction of the view-conditioned
model ϵzero123(·). We denoise latents z0:Nt by subtracting
ϵ0:Npred and get z0:Nt−1. Therefore previous time step latents are
conditioned on the view-conditioned diffusion model so we
don’t need to condition the video diffusion model on the in-
put image or view direction again.
Autoregressive Generation. While different schemes of
autoregressive generation are being used [9, 19] to achieve
trajectory smoothness, our model doesn’t require one. Au-
toregressive generation, i.e. conditioning next image to be
generated on previously generated images, has been used

for single image 3d reconstruction as the method can alle-
viate the insufficient information of 3d consistency coming
from few input images. Although autoregressive generation
helps to improve the smoothness across the frames, it is a
heuristic method; it requires careful experiements such as
which images among the generated ones or an input image
should be used as a condition or in what order should the
generation be applied. For example, Höllein et al. [9] first
generates frames that can cover 360 degrees of an object and
then condition the next view direction on the subset of pre-
viously generated images. Our model, however, can solve
such an issue as the video diffusion part of our model in-
herently shares the noise across the frames to be generated
[4].

3.3. Volume Rendering as U-net layer

We use volume rendering on a voxel grid to enhance the
3D consistent space of images to be generated from novel
views. To this end, We integrate the Projection Layer intro-
duced in [9] into the view-conditioned diffusion model’s U-
Net architecture. Original view-conditioned diffusion mod-
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Figure 4. The input images of first and thrid rows are the original images of CO3D dataset ,and the second and fourth are the ones with the
backgrounds removed. Zero-1-to-3 removes the background in the input images by default so we don’t have zero-1-to-3 result for the input
images with the background at the first and third rows.

els process N frames (i.e., N novel views) independently. In
contrast, we use the Projection layer across all the N frames.
For each block of U-Net, we add the Projection layer after
the attention layer. We use all the spatial features of N sam-
ples as input posed features h0:N

in ∈ RC×H×W to Projec-
tion Layer and make a voxel grid that contains the features
from all N frames. This layer then renders output features
h0:N

out ∈ RC′×H×W of N novel views by using the volume
rendering.

3.4. Implementation

We use a pre-trained view-conditioned model [3] for train-
ing. We fine-tune only the Projection Layer on the CO3D
dataset and freeze the other weights. Similar to [9], for each
iteration, we sample N multi-view images and their poses
in the same category from the dataset. We add N different
noises ϵ0:Nt ∼ N (0,1) proportional to t ∼ [0, 1000] to each
N image and compute the loss by modifying Eq. (1). Instead
of ϵθ(xt, t), we now need poses as a condition for each of
N images as the following:

Et,x0:N
0 ,ϵ0:Nt ∼N (0,1)

[∥∥ϵ0:Nt − ϵzero123(z
0:N
t , t,v0:N )

∥∥2]
(5)

where x0:N
0 is N multi-view images from the dataset, v0:N

is the corresponding poses, z0:Nt is N noised latents.

4. Result

We evaluate our model on the hydrant class from CO3D
dataset [20]. During inference, we condition our model on
an image of hydrant from the test set and render images
from the azimuth ranges from -45 degrees to 45 degrees
(the direction of positive x-axis is the opposite of view di-
rection of the input image, so input image’s azimuth angle is
0 degree) and the elevation at 10 degrees. We choose three
novel view images as at the first and third rows of Fig.4.
Noe that our model doesn’t recognize the difference ap-
pearances at different poses. We also test with images with
background removed by using the off-the-self tool [21]. The
output is slightly better than original images that have the
background. Compared to the first row, the second row im-
ages represent the different appearances at different poses.

The reason that our model perform poorly on the
real-world dataset [20] is because our pre-trained view-
conditioned model is pre-trained on the synthetic dataset
Objaverse [22]. We only fine-tune the Projection Layer on
the CO3D dataset leaving the other weights (e.g., U-Net lay-
ers) frozen.

Also, the reason that our model performs poorer when
given the input images with the backgrounds is because our
pre-trained view-conditioned model is pre-trained on the
dataset of single objects on a plain background [3]. So the
pre-trained view-conditioned model is hard to be general-



ized to scenes with complex backgrounds such as the first
and third rows of Fig.4.

Additionally, while a pre-trained video diffusion model
can generate videos that look real [4], we condition the
model on the output images (or latent noises) of the pre-
trained view-conditioned model which is only pre-trained
on the synthetic dataset as mentioned before. This way of
condition presumably degrades the performance of the pre-
trained video diffusion model.

On the other hand, our model relatively works better
when conditioned on the synthetic images with no back-
ground. These input images are from the synthetic dataset
GSO [23]. We compare our result on this dataset with zero-
1-to-3 [3]’s which we use as our view-conditioned model in
Fig. 3.

5. Conclusion
We proposed a 3d generative model aided by a video dif-
fusion model, view-conditioned diffusion model, and vol-
ume rendering technique. Our method combines the pros
of the diffusion model and voxel grid volume rendering to
make up for each other’s weaknesses. Although we use the
voxel grid representation to represent the geometry, how-
ever, we don’t explicitly build the voxel grid of the given
image. This makes our model hard to generalize to classes
that our model is not trained on when we infer novel view
images at the desired pose through a U-Net layer that con-
sists of a voxel grid and volume renderer. Also, our model
is heavily reliant on pre-trained diffusion models’ capac-
ity, which makes our model susceptible to diffusion model’s
weaknesses such as lack of diversity of real-world system.

References
[1] B. Kawar, S. Zada, O. Lang, O. Tov, H. Chang, T. Dekel,

I. Mosseri, and M. Irani, “Imagic: Text-based real image edit-
ing with diffusion models,” in Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition,
pp. 6007–6017, 2023. 1

[2] B. Poole, A. Jain, J. T. Barron, and B. Mildenhall,
“Dreamfusion: Text-to-3d using 2d diffusion,” arXiv preprint
arXiv:2209.14988, 2022. 1, 2

[3] R. Liu, R. Wu, B. Van Hoorick, P. Tokmakov, S. Zakharov,
and C. Vondrick, “Zero-1-to-3: Zero-shot one image to 3d
object,” in Proceedings of the IEEE/CVF International Con-
ference on Computer Vision, pp. 9298–9309, 2023. 1, 2, 3,
4, 5, 6

[4] Z. Luo, D. Chen, Y. Zhang, Y. Huang, L. Wang, Y. Shen,
D. Zhao, J. Zhou, and T. Tan, “Videofusion: Decomposed
diffusion models for high-quality video generation,” in Pro-
ceedings of the IEEE/CVF Conference on Computer Vision
and Pattern Recognition, pp. 10209–10218, 2023. 1, 3, 4, 6

[5] A. Blattmann, R. Rombach, H. Ling, T. Dockhorn, S. W.
Kim, S. Fidler, and K. Kreis, “Align your latents: High-
resolution video synthesis with latent diffusion models,” in

Proceedings of the IEEE/CVF Conference on Computer Vi-
sion and Pattern Recognition, pp. 22563–22575, 2023. 1

[6] B. Mildenhall, P. P. Srinivasan, M. Tancik, J. T. Barron,
R. Ramamoorthi, and R. Ng, “Nerf: Representing scenes as
neural radiance fields for view synthesis,” Communications
of the ACM, vol. 65, no. 1, pp. 99–106, 2021. 1, 3

[7] J. T. Barron, B. Mildenhall, M. Tancik, P. Hedman,
R. Martin-Brualla, and P. P. Srinivasan, “Mip-nerf: A multi-
scale representation for anti-aliasing neural radiance fields,”
ICCV, 2021. 1

[8] J. T. Barron, B. Mildenhall, D. Verbin, P. P. Srinivasan, and
P. Hedman, “Zip-nerf: Anti-aliased grid-based neural radi-
ance fields,” ICCV, 2023. 1
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