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Abstract

We propose CLIP-feature field, an implicit scene model
trained with CLIP features from multi-views. This model
can learn a mapping from spatial locations to semantic em-
bedding vectors. The mapping can then be used for many
tasks, such as semantic segmentation, language-guided
robot grasping tasks, or scene manipulation. The model can
be trained with supervision coming only from web-image
and web-text trained models such as CLIP, requiring mini-
mal supervision and labeling provided by users. The implic-
itly represented scene model is continuous, thus potentially
capable of capturing objects of arbitrary sizes. In the ex-
periment, we show that objects can be detected by tokens
describing their semantic meaning, color, and other char-
acteristics. In future work, we are planning on using the
CLIP-feature field to help guide tobots in performing grasp
tasks under language instructions such as fine-detailed sen-
tences.

1. Introduction

For robots to understand open scenes or semantics in the
same way that humans do, it is crucial to equip them with
the capability to comprehend natural language instructions
and perceive scenes in three dimensions. In recent years,
large-scale pre-trained models have significantly improved
robots’ ability to understand their environment. However,
conventional methods of scene understanding have typi-
cally relied on 2D camera frames to establish object loca-
tion, which can hinder performance in complex environ-
ments. Despite the impressive performance of large-scale
pre-trained models in 2D perception, robots may still fail
to accurately perceive objects that are occluded or out of
view. Additionally, objects that appear similar from certain
viewpoints may have distinct 3D shapes, which can pose
challenges for robots attempting to perform manipulation
tasks.

To overcome these limitations, a thorough semantic un-
derstanding of 3D scenes is necessary for robots. By under-
standing the geometry of objects in 3D, robots can more ac-
curately grasp and manipulate them. Furthermore, 3D per-
ception provides robots with greater flexibility and adapt-

ability, enabling them to operate from different angles and
orientations. In this paper, we propose a model that inte-
grates natural language processing and computer vision to
enable robots to ground objects in 3D scenes with semantic
information, opening up new possibilities for robot-assisted
applications in a variety of settings.

In this work, we propose the integration of CLIP fea-
tures into NeRF representations, enabling detailed 3D infor-
mation retrieval for manipulation tasks from only 2D cam-
era frames. Our approach provides a weakly-supervised
method to reconstruct 3D scenes with semantic informa-
tion, allowing for precise identification of object parts that
require manipulation. We demonstrate the effectiveness of
our approach by using it to guide a robot through complex
manipulation tasks, showcasing its potential to enable more
sophisticated human-robot interactions.

2. Related Work

Semantic Scene Reconstruction with NeRF. Several re-
cent works have explored methods for integrating seman-
tic information into 3D scene reconstruction and manipu-
lation tasks. For example, Kobayashi et al. [2] propose a
semantically-guided approach to scene editing, which uti-
lizes distilled feature fields such as LSeg and DINO to pro-
vide zero-shot segmentation and self-supervised models us-
ing vision transformers for segmentation. Kundu et al. [3]
introduce the concept of panoptic neural fields, which use
MLPs to represent an object’s properties in order to seman-
tically decompose it from the background scene. Semantic-
NeRF [7] uses pre-labeled datasets to incorporate seman-
tic information into scene reconstruction. While these ap-
proaches have shown promising results, they rely on su-
pervision and may not be suitable for open scenes where
robots perform real-world tasks. Therefore, there is a need
for weakly-supervised methods for semantic scene recon-
struction that can be applied to complex and open scenes.

The most relevant works to ours are CLIP-fields and
LERF: Language Embedded Radiance Fields [6, 7]. CLIP-
fields is a weakly supervised method for generating seman-
tic fields to aid in robotic memory [6]. However, CLIP-
fields is focused on navigating robots in room-scale envi-
ronments and employs a segmentation model called Detic
to generate sparse labels for entire objects. In contrast, our



(a) image encoder using sliding window

(b) image encoder using segment-anything supervised encoder

(c) encoding the same frame with sliding window and segment-
anything method

Figure 1. (a)For each sliding window, wi, the CLIP Image En-
coder extracts a clip feature ei [5]. An image Ii will effectively
have a set of clip feature encodings Ei = ei, ..., en where n
is the number of windows used to slide across Ii. (b)For each
segment-anything generated mask, we put the sampling window
around the part, and label every pixel inside the mask with the
clip feature that we obtained from the adjustable window. (c) En-
coding the same frame using sliding window method and segment-
anything, and querying the word ”cup”. As shown in the las figure,
segent-anything method of extracting dense clip-feature give us a
lot cleaner results.

work focuses on providing robots with the ability to per-
form detailed manipulation tasks on specified object parts

using 3D semantic information. LERF proposes a method
for incorporating language embeddings from off-the-shelf
models such as CLIP into NeRF, similar to our approach.
However, LERF does not attempt to apply this model to
real-world captured data or for guiding robots in perform-
ing tasks.

Large-scale pre-trained models. The development of
large-scale pre-trained models has revolutionized our abil-
ity to analyze visual information from 2D frames and con-
nect it to language. For instance, CLIP aligns visual and
language representations by training on millions of image-
caption pairs from the internet [?] . Building on this, the
Segment-Everything model allows for the analysis of scene
composition in 2D, from coarse to fine [?], enabling the
generation of more accurate dense clip embeddings for 2D
pixels that can subsequently be mapped to 3D space. By
leveraging these advances, we aim to reconstruct 3D scenes
with semantic information in our work.

NeRF guidance for robotic tasks Using Nerf to guide
robotic manipulation tasks has proven to be useful in a lot
of existing works.

3. Method
Our work mainly consists of two parts: (1) a CLIP-

feature encoder that encodes RGB frames with per-pixel
CLIP features, and (2) a CLIP-feature field model that pre-
dicts the CLIP feature values and density at any given co-
ordinate, which is trained using RGB frames and per-pixel
CLIP feature maps obtained by part1.

The workflow of our model is illustrated in figure2.

3.1. Dense CLIP Feature Extraction

CLIP (Contrastive Language-Image Pre-Training)[12] is
a neural network trained on a variety of (image, text) pairs.
It can be instructed in natural language to predict the most
relevant text snippet given an image. In operation, it learns
to encode images and text into embeddings in a joint space.
By calculating the cosine similarity between the text em-
bedding and image embedding, it indicates how closely re-
lated the text is to the image.

To train CLIP-feature field, we need to extract the se-
mantic information for the semantic branch to train on.
Given a 3D scene, we render the scene from a set of view-
points {Vi}Ni=1 to get the rendered images {Ii}Ni=1. For each
rendered image Ii, we derive its pixel-wise CLIP feature the
approach illustrated in Fig. 1.

Sliding window method. We were inspired by ap-
proaches proposed to extract dense features [5] or relevancy
maps[4] to encode smaller regions of the image. First, we



Figure 2. a) The appearance branch (top) produces RGB Values and RGB Density σ1 and is trained to reconstruct the ground-truth images.
The semantic branch (bottom) trains the Semantic MLP Network FS to predict CLIP encodings {Ei}Ni=1 of the original images. FS

produces Ê, the predicted CLIP embeddings and σ2 the Semantic Density. b) During inference, the predicted encodings generated by the
semantic branch are dotted with the CLIP semantic encodings of a desired query string. This is then rendered with density contributions
from both the appearance and semantic heads, resulting in a heatmap of the scene indicative of semantic relevance.

tried to divide the image using superpixels and extracted
feature maps. However, later we found that using a sliding
window to sample uniformly from the image allows us to
get more stable and detailed results.

As shown in the figure, we propose a method to produce
a reasonable CLIP-embedding for an arbitrary coordinate
on an image. We sample the area around the point of interest
to get a smaller image. This new image, which used to be a
smaller part of the original, gets encoded by the CLIP image
encoder to output a CLIP feature. This feature describes
what objects are present in the current window. Given the
appropriate window size, the feature is able to represent the
semantic meaning at the current coordinate.

Segment-anyting supervised method Although clip-
features extracted using the sliding window method can pro-
vide detailed information about the objects captured by the
camera, they may suffer from ambiguity around the edges
and center pixels of large objects due to suboptimal window
sizes and locations. To overcome this challenge, we lever-
age the recent segment-anything model developed by Meta,
which enables more advanced analysis of scene composi-
tion [].

Specifically, we incorporate this segmentation model
into the dense clip-feature extraction process by first seg-
menting the scene and using the resulting masks to guide
our encoding strategy. For each pixel within a segment-
anything model generated mask, we use a sampling win-
dow whose size is dynamically adjusted based on the object
size and placed to cover the masked part on the object. Our
experiments show that using segment-anything supervised

encoding improves our model’s ability to capture detailed
information about object parts while reducing noise.

3.2. CLIP-feature field

CLIP-feature field has dual branches which process the
appearance and semantic information separately, which is
illustrated in Fig. 2. These two branches are trained in two
stages: the appearance branch is trained first, and then the
semantic branch.

The appearance branch is the same as NeRF [4], which
uses MLPs FΘ to output density σ1 and color c given a point
coordinate x = (x, y, z) in a 3D scene. This simple scene
representation can be rendered and optimized via volume
rendering. Given a pixel’s camera ray r(t) = V+ td, depth
t with bounds [tnear, tfar], camera position V, and its view
direction d, NeRF calculates the color of a ray using sample
points {xk}Kk=1 along the ray, as:

ĉ(r) =
∑
k

exp

(
−
∑
k

σ1(xk)δk

)
α (σ1(xk)δk) c(xk,d) ,

(1)

where α (x) = 1 − exp(−x), and δk = tk+1 − tk is the
distance between adjacent point samples.

The semantic branch FS shares the main network with
the appearance branch, except for the last layers that output
semantic density σ2 and CLIP feature e. It is also optimized
with the volumetric rendering:



Q
ue

ry
q

=
H

ea
d

Q
ue

ry
q

=
W

ir
es

(a) original image
(b) semantic Density σ2 only (c) Apply density threshold (d) Apply clip score threshold (e) using SAM encoder

Figure 3. The above image shows query results get refined as we apply more and more inference techniques: (a) original image; (b)
rendered directly only using semantic branch density; (c)rendered using the dual densities from semantic and appearance branch, and with
density thresholding; queried object begins to have clearer boundaries; (d) on top on density threshold, apply clip-score threshold, this way
we are able to eliminate most of the noise, and only highlight the queried parts; (e) on top of thresholding, use segment-anything supervised
encoder, we are able to filter all noise, highlight the whole queried object and distinguish the queried part.

Ê(r) =
∑
k

exp

(
−
∑
k

σ2(xk)δk

)
α (σ2(xk)δk) s(xk,d) .

(2)

These two branches use the color reconstruction loss and
the feature reconstruction loss as constraints.

3.3. Refined inference guided by RGB and clip-
score

We fuse semantic and RGB information to infer the se-
mantic belief field using dual-density σ1σ2. This involves
multiplying the RGB density σ1 and the Semantic density
σ2 element-wise to ensure the result is semantic and object
boundary aware. With predicted embedding Ê, we gener-
ate an embedding map M to represent a high-dimensional
rendering of the semantic field from our chosen viewpoint.

We use this map to produce zero-shot semantic predic-
tions by leveraging the association between the language
and image components of the CLIP system. For text query
q, we obtain a semantic encoding Eq using the CLIP text
encoder and prompt tokenizer. We detect objects in q in the
reconstructed scene by computing the dot product M · Eq ,
which represents the semantic belief of the query coordi-
nate and text. Heatmaps in Fig.2 and Fig.3 visualize the dot
product.

Although dual density improves boundary awareness, it
cannot fully eliminate noise in the scene, resulting in am-

biguous clip embeddings scattered throughout the space.
These embeddings affect grounding performance during
text query as they introduce random high-heat areas around
target objects. To mitigate this issue, we propose a thresh-
olding approach that sets RGB density below certain thresh-
olds to zero and sets clip scores less than certain thresh-
olds to zero when rendering the saliency map. Our exper-
iments demonstrate that this method effectively filters out
unwanted noise, resulting in clean object detection.

4. Experiments

Our experiments were designed to explore the potential
of our representation model in assisting robots with object
manipulation tasks. Specifically, we focused on accelerat-
ing the scene reconstruction process in NeRF and devel-
oping a method for transferring information obtained from
our vision and grounding system to robot instructions. To
carry out our experiments, we utilized the BRICS multi-
view scene capture system, which allowed us to capture 52
different views of a tabletop scene simultaneously. Using
these images, we reconstructed the scene with our approach.
We then employed PANDAS, a robotic arm from the Brown
Intelligent Robot Lab, to perform object manipulation tasks.
Overall, our goal was to demonstrate the usefulness of our
model in improving the efficiency and accuracy of object
manipulation tasks in a robotic setting.



4.1. Acceleration with instant-NGP implementation

We employed Instant-NGP’s acceleration structure to
achieve real-time scene reconstruction speed in our re-
search. Traditional NeRF structures take several hours to
reconstruct a scene, which is not practical for robots operat-
ing in dynamic environments. Instant-NGP proposes a mul-
tiresolution hash encoding with caching to reduce the size
of the multi-layer perceptron network used for predicting
RGB and density at queried points and view angles, result-
ing in faster convergence.

We applied a similar structure to our clip-feature field
to reduce the multi-layer perceptron network used for pre-
dicting clip-features at a given point and view angle. Our
new implementation reduced scene reconstruction time to
20 minutes and object grounding time to 2-3 seconds using
language queries.

4.2. Grasp point prediction for robots

To leverage the information provided by clip-feature
fields for guiding robot grasping tasks, we need to address
several engineering challenges. These include selecting an
appropriate grasping point based on the saliency score and
providing the real-world coordinates of the grasping point
to the robot.

In our experiments, we adopt a bounding box approach,
where we cluster the points with high saliency scores in
space to generate a bounding box. We then select the point
with the highest saliency score within the bounding box as
the grasping point. To account for the nature of tabletop
scenes, we always orient the gripper from top to bottom and
open it to its widest extent when attempting to grasp an ob-
ject.

To establish a connection between the neural implic-
itly represented scene and the robot’s coordinate system,
a transformation is required. The scene is constructed us-
ing the coordinate system estimated by colmap, which does
not align with the robot’s coordinate system. To address
this issue, we define a camera from the BRICS capturing
system as the origin point in the clip-feature field coordi-
nate system. By calibrating the robot between four cam-
eras with known coordinates in this system, we obtain a
transformation between the robot’s coordinate system and
the clip-feature field coordinate system. This enables us to
accurately send the grasping point coordinates in the clip-
feature field coordinate system to the robot for successful
execution of the grasping task.

5. Conclusion
In this paper, we present clip-feature field, an unsuper-

vised method for 3D scene semantic recognition. Clip-
feature field contains dual branches that represent the ap-
pearance and semantic information separately. Qualitative

experiments show that the appearance information is help-
ful for semantic recognition, through which the recognized
region has more salient boundaries. We also discuss the ap-
plication of clip-feature field to robot object manipulation
tasks, with acceleration achieved through instant-NGP’s
hash encoding and information transfer to robot grasping
coordinates, demonstrating the clip-feature field’s effective-
ness in guiding robot manipulation tasks.

Limitation and Future Works. Despite the promising
results, CLIP-feature field has several key limitations which
can hopefully be improved upon.

• To effectively ground parts on objects using our
segment-anything supervised encoder, it is important
to consider the level of detail in the 2D frame segmen-
tation. If we segment the 2D frame too coarsely, we
may miss important details, while overly fine segmen-
tation can result in losing the bigger picture. In the
future, we want to use multi-scale clip features in the
future, which allow us to represent the object at differ-
ent resolutions and capture both the overall structure
and finer details of its parts.

• While the clip-feature field model is currently able to
guide robots in grasping tasks by providing the coor-
dinates of grasping points based on language input, it
does not yet provide information about grasp pose or
analyze which points may produce more stable grasps.
In future work, we plan to improve the model by in-
corporating the ability to analyze an object’s overall
geometry. One possible approach is to generate a grasp
field around objects, which could help to identify po-
tential grasping points and optimize the grasp pose for
stability and successful manipulation.

Reconstructing and semantically encoding a high-quality
large-scale scene remains a challenging research problem
with many directions to move forward.
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A. Appendix
Group contributions:
Yiwen Chen

• Researching on paper about dense CLIP feature ex-
traction. Implementing and testing the CLIP feature
map encoder. Experimented with different sampling
schemes and window sizes when generating CLIP fea-
ture maps.

• Designing and implementing the CLIP-feature field
model together with Jiahao, and experimenting with
different training settings.

• Proposed to use RGB density to guide CLIP feature
density in order to capture fine details of object shapes,
implemented the structure, and experimented with it.

• Experimented with different prompts to inspect if
CLIP features are able to differentiate between differ-
ent parts within an object.

• Did literature research about using Neural Implicit
Fields for robotic grasping tasks.

• Trying to implement CLIP feature field on structures
that takes less time to train. Experimenting with im-
plementations like Plenoxel or TensoRF.

• Explored inference stage processing techniques.

• Worked with other group members to implement
instant-NGP accelerated version of the model.

• Processing and experimenting with BRICS captured
data.

Jiahao Ren

• Testing how various hyper-parameter settings in super-
pixel can affect generated 2D saliency map, in data
pre-processing.

• Implement the code of co-training CLIP NeRF with
generated 2D ground truth CLIP features and 2D
ground truth RGB images.

• Re-train NeRF with NeRF-Factory and evaluate its
performance on our task.

• Propose the idea of using CLIP-NeRF in robot grasp-
ing given fine-detailed semantic sentences, such as
”lift the chair by grasping its back ” versus ”lift the
chair by grasping its legs”

• Read and propose papers related to robot grasping such
as Semantic Scene Manipulation Based on 3D Spatial
Object Relations and Language Instructions

• Propose FILIP + bounding box method to increase the
detection accuracy in 3D CLIP Field.

• Read LeRF Code and investigate the multi-layer inter-
polation method in improving the smoothness of 3D
CLIP Field.

• Desgin and Implement SAM-based 2DCLIP ground
truth generation. Test the algorithm on the blender’s
mic case, and lerf teamtime case. Distiall such 2D
CLIP to 3D Space.

• Investigate the alignment issue for Bricks data.

• Cowork with Tuluhan to enable Franka Pandas Grasp
Task in Brics.
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