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Abstract

Novel view synthesis has been an important topic in vi-
sual computing. Recent developments in volumetric render-
ing with neural networks made it possible to render novel
views for static scenes efficiently. However, rendering dy-
namic scenes remains a challenging problem. Previous
methods [7] using pure neural network representation are
limited by slow training speed and the inability to capture
complex scenes. Other methods [0, 14, 15] using hybrid rep-
resentation with explicit volume representations accelerate
the training speed. In this paper, we propose HyperBuff, a
HyperNetwork [5] generating a novel branched neural ra-
diance field (NeRF) [9] regularized by a neural mask field
(NMF). The NMF is a continuous neural field that predicts
the relative dynamic positions within the scene. Based on
the NMF prediction, the relative dynamic and static samples
only update the parameters of the corresponding static and
dynamic branches. Through this decomposition, HyperBuff
focuses on the scene’s changing parts, thereby handling the
data imbalance issue between static and dynamic samples.
To solve the problem of slow training time, HyperBuff uses
HyperNetworks speeds up training by implicitly capturing
the similarities between the predicted models. Our experi-
ments verified that HyperBuff achieves faster training time
compared to previous pure neural network representations.

1. Introduction

3D scene representation has been an important topic in
visual computing. The ability to synthesize novel views
from limited data enables prospective applications, such as
free-viewpoint videos and immersive VR/AR experiences.
Recently, neural radiance fields (NeRF) [9] have achieved
photo-realistic rendering of novel views for static scenes.
NeRF takes spatial location p = (z,y, z) and viewing di-
rection d = (6, ¢) to predict volume density o and view-
dependent color ¢, and renders different views through vol-
umetric rendering. Compared with static scenes, novel view
synthesis for dynamic scenes is a much harder problem
with the extra temporal dimension. Although it is possi-

ble to achieve high rendering quality by training one NeRF
model per frame, such a method is impractical due to ex-
treme training hours. Training a series of per-frame NeRF
for a 10s, 30fps video would require 15000 GPU hours
[7]. Recently, DyNeRF [7]proposed a pure neural network
method that speeds up the training by one order of magni-
tude through hierarchical training and ray importance sam-
pling. Other methods [6, 14, 15] utilize explicit volume rep-
resentation to accelerate the training speed while suffering
from a lack of generalization ability.

In this paper, we address these limitations by propos-
ing HyperBuff, a pure neural network method. HyperBuff
comprises three components: a neural mask field(NMF),
branched NeRF, and a HyperNetwork. HyperNetwork [5]
is a neural network that predicts the weights of another
network. In HyperBuff, we use HyperNetwork to pre-
dict the weights of the branched NeRF for each time step.
This enables HyperBuff to capture the similarity between
the branched NeRFs implicitly and thereby speed up the
training process. The predicted branched NeRF contains
a relative dynamic branch and a static branch to decom-
pose the scene. Through this decomposition, HyperBuff
focuses on the changing parts, thereby handling the data
imbalance issue between static and dynamic samples. The
decomposition is regularized by the NMF, a continuous
neural field trained to predict the relative dynamic posi-
tions within the scene. Specifically, the predicted dynamic
and static samples only update the parameters of the cor-
responding branch. The NMF is trained on pixel differ-
ences between consecutive frames, representing the scene’s
relative changes. Instead of using the mean of all frame
differences as absolute difference, we chose to use relative
difference because it represents the actual changing part at
a time step. By employing these designs, HyperBuff can
achieve 8x faster training speed than Dy-NeRF [7] using
one Geforce RTX3090. In addition, since HyperBuff pre-
dicts a branched NeRF based on the original NeRF, it is
compatible with other variants of NeRF and has the poten-
tial to "buff” the performance of the variants on dynamic
scenes. In summary, our contributions include the follow-
ing:



* We improve the efficiency of capturing dynamic
scenes with HyperNetwork, which can capture simi-
larity among branched NeRFs.

¢ Neural mask field (NMF), a novel continuous neural
field that decomposes the scene into relative dynamic
and static parts.

* Branched NeRF regularized by NMF to focus on rela-
tively changing parts.

2. Related Work

This survey section focuses on neural radiance fields for
dynamic scenes captured by multiple cameras rather than a
single camera [8, | 1, 12]. We categorize them into the pure
representation approach, which only uses neural networks,
and the hybrid representation approach, which uses explicit
feature volume above the neural network.

2.1. Pure neural network representation

As mentioned in sec. 1, direct ways to extend NeRF
for dynamic scenes are to either train one NeRF model per
frame or add temporal input to NeRF (NeRF-T). However,
adopting the first method would result in extreme train-
ing time, while the second method could not capture com-
plex scenes. To overcome these issues, DyNeRF [7] intro-
duces hierarchical training and ray importance sampling to
improve the performance of NeRF-T. Hierarchical training
speeds up training by first training the model on keyframes
to learn an overall representation of the scene and then intro-
ducing more frames to learn the time-variant information.
Ray importance sampling encourages the model to capture
dynamic details by sampling rays based on their color dif-
ference to their corresponding global median or color in
consecutive frames. DyNeRF also expanded the original
NeRF model’s hidden size to 512 to get enough capacity to
capture the whole scene. Our model keeps the hidden size
of 256, which means that our rendering time is faster.

2.2. Hybrid representation

In static scenes, hybrid representations [3, 10, 13] have
shown faster training speed and real-time rendering abil-
ity by leveraging explicit feature volume to lower the size
of the neural network. Hence, several prior works [0, 14]
adopt hybrid representations with feature volumes for dy-
namic scenes. StreamRF [6] extends Plenoxels [13] to dy-
namic scenes by narrow band tuning, which is an incremen-
tal learning paradigm that only updates potentially chang-
ing voxels in the adjacent frames. As a result, StreamRF is
three orders of magnitude faster than pure neural network
representation methods. However, StreamRF fails to recon-
struct the high-frequency details and translucent objects due
to the nature of the explicit feature volume representation.

Our method also uses relative frame differences to capture
dynamic scenes better. Unlike StreamRF’s narrow band,
which is a non-learnable method, our method learns a con-
tinuous neural mask field to capture the relative static and
dynamic parts of a scene.

Instead of using non-learnable methods for decomposi-
tion, NeRFPlayer [ 14] decomposes the scene into static, de-
forming, and new areas implicitly by aggregating the fea-
ture of stationary, deformation, and newness fields. In ad-
dition, NeRFPlayer performs a sliding window operation
over the explicit feature volume [3, 10], aggregating the fea-
ture vectors per timestep to utilize the temporal information
better. Therefore, NeRFPlayer can handle more complex
scenes. However, NeRFPlayer and StreamRF need to re-
generate the explicit feature volume for the repeated scene
in a video due to their streamable training paradigm. In ad-
dition, the storage space increases linearly in terms of the
number of frames. The HyperNetwork in our architecture
can implicitly capture the similarity without increasing the
storage space linearly since it is a neural network.

A concurrent work, MixVoxels [15], also encodes the dy-
namic scene without regenerating the voxels and decom-
poses the explicit feature volume [3] into static and dy-
namic voxels by learning a discrete variation field. Through
this decomposition, MixVoxels process static and dynamic
voxels with different models, thereby reducing the static
model’s complexity. In addition, MixVoxels performs
inner-product between time-query and shared intermediate
feature to better utilize the temporal information. Through
these designs, MixVoxels can render photo-realistic images
with efficient speed, but still suffers from artifacts for spe-
cific scenes, such as those with complex lighting. Although
both MixVoxels and our method learn a neural field to sep-
arate the samples into static and dynamic parts, we learn a
continuous neural field to decompose relative difference.

Different from the previous works [6, 14, 15], Hyper-
Reel [1], HexPlane [2], and K-Planes [4] propose a mem-
ory efficient feature volume by introducing time step into
the vector-valued functions of [3]. In addition, HyperReel
proposes a neural network to speed up training and capture
complex scenes by adopting a sampling neural network to
sample significant points along a ray. However, HyperReel
performs weakly with extremely novel views.

2.3. Single representation vs. Hybrid representa-
tion

In common, hybrid representation is much faster than
single representation regarding training speed. However,
hybrid representation usually cannot generalize well to arbi-
trary scenes such as complex lighting condition and translu-
cent objects.
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Figure 1. System Overview: In the first stage, we learn a neural mask field to decompose the static and dynamic samples. In the second
stage, we query hypernetwork with time step to generate the model weights of the per-frame branched NeRF. After that, we query branched
NeRF with spatial location and ray direction and filter out the prediction from one of the branches through the neural mask field.

3. Methods

In this work, we propose HyperBuff, which is made up of
three major components: (1) a Hypernetwork that can cap-
ture the similarity between per-frame NeRFs (2) a branched
NeRF that can concentrate on large changes through a rel-
atively dynamic branch (3) a neural mask field (NMF) that
regularizes the branched NeRF by splitting the scene into
relatively static and dynamic parts.

3.1. HyperNetork

Weight Similarity Assumption: HyperBuff is based on
the weight similarity assumption, which assumes the model
weights between per-frame NeRFs are similar. To validate
this assumption empirically, we trained a NeRF model on
frame 1 and fine-tuned it on frame 100. We then linearly in-
terpolate between these models to observe the intermediate
outputs. Fig. 2 shows that the interpolated models generate
similar and human-readable results. These results demon-
strate that per-frame models share much information and
are close to each other in the weight space.

Network Architecture: To capture the similarity be-
tween per-frame NeRF models and accelerate training, We
adopt HyperNetwork [5]. HyperNetwork is a neural net-
work that can generate model weights for another neural

network to handle this ”learn how to learn” task. Our
HyperNetwork contains one encoder and several decoders.
The encoder and decoders are dense layers with ReLU acti-
vation. Specifically, the encoder takes normalized time step
t € R! as input and outputs a latent vector z € R?%6,
Each decoder receives z as input and outputs the weight
matrix for the dense layers in the predicted model. In ac-
cordance with the weight similarity assumption, we found
that HyperNetwork learns a dynamic scene more efficiently
than per-frame NeRF and NeRF-T, which do not exploit the
similarity between frames. In addition, the HyperNetwork
produces separate NeRF per time step instead of per query
g = (p,d). Hence, HyperBuff does not need to query Hy-
perNetwork with the dense point samples for volume ren-
dering. Through this design, we can increase the HyperBuff
capacity while maintaining the training speed.

Branched NeRF: Our branched NeRF is based on
NeRF [9] with an additional branch for relatively dynamic
samples. Specifically, the branched NeRF takes spatial lo-
cation p = (z,y, z) and viewing direction d = (6, ¢) as a
query ¢ and outputs volume density ¢ and view-dependent
color c. Given a camera position o and viewing direction
d, volume rendering, which takes the integral over volume
density o; and the view-dependent color c;j sampled along






	. Introduction
	. Related Work
	. Pure neural network representation
	. Hybrid representation
	. Single representation vs. Hybrid representation

	. Methods
	. HyperNetork

	. Experiment Details
	. Dataset and Metric
	. Implementation and Training
	. Single representation comparison
	. Hybrid representation comparison
	. Successful and failure cases

	. Future steps
	. Conclusion
	. Acknowledgement

