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Abstract—Secure architecture is becoming increasingly preva-

lent with the rise of cloud computing as users are trusting their
data with hardware that they do not own. However, many secure
computation and isolation techniques are still susceptible to side-
channel attacks. While defenses to side-channel attacks exist, they
tend to be targeted to a specific vulnerability and come with a
high overhead that makes it difficult to combine these defenses
together.
This work defines an efficient design for preventing a large
range of side-channel attacks by leveraging near data processing
(NDP) architecture. Our design stores all sensitive data in
isolated NDP vaults and performs all computation involving
that sensitive data on NDP cores. Storing and using sensitive
data only in isolated vaults eliminates possible side channels
while also minimizing overhead when the parallelizability of
NDP architecture is utilized. Our experimentation shows that
offloading secure computation to NDP can have as little as 0.26 %
overhead.

Index Terms—near data processing, secure architecture

I. INTRODUCTION

Cloud computing is becoming increasingly popular as it
provides users with greater compute power and storage ca-
pacity than could be achieved locally. However, the move
towards cloud computing comes at a cost. Users now have
to trust their data on machines that they do not physically
control that are being shared with potentially malicious actors.
The cloud computing industry typically turns to virtualization
in order to provide isolation between processes, and thus
protect good users from the malicious ones. However, the
isolation achieved through virtual machines is implemented
on the software level, and it neglects to include isolation
over physical hardware resources. Prior work has exploited
this lack of physical isolation to leak sensitive data across
separate virtual environments. Even widely-used, commercial
virtualization software has been shown vulnerable to such an
attack [8] [9]. These attacks are particularly alarming because
they were all demonstrated to work on sensitive data from
widely used encryption libraries such as OpenSSL.

Prior attacks on process isolation all leverage shared use of
the cache, especially the last level cache (LLC). The LLC
is particularly vulnerable to side channel attacks because it
is shared across all CPUs. This increases the attack surface
of an adversary because they only need to run a malicious
process on the same machine as their target rather than on
the same exact CPU. Due to the extreme vulnerability of

the LLC, defenses against side channel attacks have focused
on fortifying the cache with techniques such as partitioning,
memory-to-cacheline mapping randomization, and transac-
tional memory [11] [10] [12] [7]. Cache partitioning divides a
cache into separate sections, and each process can only access
its dedicated section. To achieve isolation, no two processes
share the same section. Randomizing the memory-to-cacheline
mapping adds an indirection when translating from memory
addresses to cache addresses. An additional table is used per
process to map an address’s cache set bits to a new randomized
set value. This prevents malicious processes from inferring
meaningful information from cache interference. Transactional
memory is used to eliminate cache misses on sensitive code
execution in order to prevent leaking secrets.

However, all cache side channel attack defenses come at a
cost, and are not sufficient on their own to defend against
all types of side channel attacks. Specifically, newer work has
proposed using other side channels to bypass protected caches.
Specifically, translation lookaside buffers (TLBs) have been
proposed as an alternative side-channel to leak information
[13]. Much like caches, TLBs are a shared resources amongst
different processes, which makes them exploitable.

Our work aims to present a solution to side channel attacks
that does not use any vulnerable structures and is thus not at
risk of being attacked in the future. To achieve our goal, we
propose a solution that does not make use of the cache at all so
that sensitive data is never placed in a location where it could
be susceptible to undesired accesses. In order to avoid using
the cache for sensitive data without accruing extreme over-
heads, we make use of emerging near data processing (NDP)
technology. By making use of processors near memory, our
approach allows sensitive data to remain completely isolated
from other processes while continuing to have quick access
times from in memory logic cores.

In this work, we make the following contributions:

1) A novel microarchitecture that eliminates side-channel
attacks while minimizing overheads

2) A new use case for near data processing architecture in
the realm of security

3) An evaluation of the performance overheads of our
design using real applications



II. BACKGROUND

We begin by presenting relevant background on side channel
attacks and near data processing architecture to motivate our
solution.

A. Side Channel Attacks

Side channel attacks target shared microarchitectural state
in order to leak sensitive data. Specifically, side channel
attacks leverage the residual side-effects that sensitive data
operations leave on the microarchitectural state in order to
infer information about that data. In the following section,
we provide a short survey of various kinds of side channel
attacks that our solution aims to prevent.

1) Cache Side Channel attacks: Modern architectures
make use of caches to reduce the latency of memory accesses.
However, this means that data found in the cache has a much
shorter access latency than data that is not. The timing
differential that accessing cached data produces opens up
a timing based side channel that attackers can use to leak
information about sensitive data through determining an
application’s memory access patterns. Examples of such
attacks include Prime+Probe, Flush+Reload, and Evict+Time
[18] [20].

A Prime+Probe side channel attack first has a malicious
process load particular cache sets with its own data.
After a waiting period, it then attempts to reload the data
and measures the latency. The attacker can than use this
information to determine which cache sets the target process
has accessed. While Prime+Probe is the easiest to perform
in an L1 cache, prior work has found success implementing
Prime+Probe attacks targeting all the way down to the LLC
[19].

Flush+Reload relies on the malicious and target processes
sharing code or data. In the case of Flush+Reload, the
attacker can flush a particular cacheline of interest out of the
cache. After a waiting period, the attacker can reload that
cacheline and use the latency to determine whether the target
process used that cacheline or accessed a different block of
data that caused it to be evicted. However, Flush+Reload
requires the processor to be able to execute cache eviction
instructions without limitations. Architectures like x86 allow
this; however, some architectures, like ARM, require the
processor to be in an elevated privilege mode to evict
cachelines, which prevents this attack.

In an Evict+Time attack, the attacker first lets the target
process fill the cache. The attacker will then cause a single
cacheline to be evicted and let the target run again. Comparing
the target’s runtime between the first and second execution
can be used to determine whether or not the evicted line was
accessed again [21].

2) Simultaneous Multithreading Side Channel Attacks:
Simultaneous Multithreading (SMT) allows threads to execute
concurrently on the same CPU [22]. While this concurrency
comes with performance benefits, it also comes at a security

cost. Specifically, threads running on the same CPU at
the same time are capable of observing the side-effects of
each other’s actions, which can be used to infer sensitive
information.

One example side channel that can be exploited due to SMT
is the TLB. TLBs are a shared resource amongst different
threads running on the same core that store the virtual
to physical address translation for the program’s recently
accessed pages. Attacks like TLBleed leverage the fact that
threads in SMT have concurrent access to the TLB [23]. Due
to their shared TLB access, a malicious thread could utilize
the side-effects of the target process’s actions on the TLB to
determine which pages of memory it is accessing.

Other attacks leveraging SMT take advantage of delays caused
by resource contention over execution ports. Execution ports
serve as channels to the execution units. The scheduler
issues requests through the execution port in order to run
an instruction. One example of an execution port side
channel attack is PortSmash [24]. PortSmash has a malicious
program run instructions that require the use of various ports.
The malicious program can time the delay of running the
instructions to determine whether a victim process is also
using the tested ports. From this knowledge, the malicious
program can infer potentially sensitive information about the
target.

3) Microarchitectural Data Sampling Side Channels:
Microarchitectural Data Sampling (MDS) side channel attacks
target data in intermediate stages between memory devices.
Locations that are vulnerable to MDS attacks include load
and store buffers, fill buffers, and instruction queues. For
example, the Fallout attack leverages leakage from the store
buffer in order to perform Meltdown-like attacks on hardware
that has been defended against Meltdown [25]. In a similar
manner, the ZombieLoad attack bypasses Meltdown defenses
by using the fill buffer [26].

4) Transient Execution Attacks: Transient instructions
are computations that were not meant to be executed by
a program. Transient instructions typically originate with
incorrect branch prediction during speculative execution or
an exception. Transient instructions are eventually aborted
by the CPU; however, they do present side-effects on the
microarchitecture. Transient execution attacks make use of
the microarchitectural side effects of transient instructions to
create opportunities to steal sensitive data. While transient
execution attacks are not side-channel attacks themselves,
they often make use of side channel attacks in order to steal
sensitive data [27].

Spectre is an example transient execution attack that exploits
transient instructions that result from incorrect branch
prediction [14]. Spectre consists of 3 phases. In the first
phase, the branch predictor is trained to choose a certain
branch of a conditional. Spectre then inputs a value that
violates the conditional, but the branch predictor executes the
undesired code anyway. This can be used to load sensitive



data from the victim process into the cache. Eventually the
CPU will undo the effects of the incorrect branch prediction,
but the values read during the incorrect speculative execution
will remain in the cache. The attacker can than use cache side
channel attacks to extract this information and potentially
leak sensitive data.

Meltdown is another transient execution attack that uses
transient instructions caused by an exception [15]. A
malicious program executing a Meltdown attack can place an
access to a victim program’s memory after an invalid line of
code that will cause an exception. While the illegal access
of the victim’s memory may have never happened from the
perspective of the malicious program due to the exception,
the data may have still been loaded into the cache due to
out-of-order execution. As with Spectre, the attacker can then
use side channel attacks to leak the victim’s data.

In our work, we propose a design in which sensitive data
never leaves isolated NDP vaults to minimize the use of side
channels that transient execution attacks such as Spectre and
Meltdown rely on.

B. Near Data Processing

Previous work has proposed using near data processing
(NDP) as a solution to the memory wall problem, the
increasing disparity between processor speeds and memory
access speeds, which has caused memory access latency to
become a prominent performance bottleneck [28] [4]. NDP
is proposed to aid this problem by moving the data closer to
the processors, which eliminates the memory access latency.
The use of NDP to aid the memory wall problem involves
both hardware modifications (moving the processing closer
to memory) and software modifications to take advantage of
these hardware changes.

In our work, we model near data processing architecture off
of Micron’s Hybrid Memory Cube (HMC) modeled in figure
1 [3]. HMC is a 3D stacked memory architecture in which a
logic die is stacked with DRAM dies. The logical die and the
DRAM dies in a stack are connected using through-silicon
via (TSV). Each stack of DRAM associated with a logic
core is referred to as a “vault”, which remain physically
and functionally isolated from each other with sole access
permission granted to their dedicated logic core. These logic
cores are typically modeled as simple CPUs with minimal
functionality. Despite the simplicity of the NDP logic layer,
the independence between vaults makes NDP a great fit
for applications which benefit from parallelism as well as
applications that suffer from cache contention and memory
accesses with high latency.

Our design aims to take advantage of lower memory access
latency of NDP cores as well as the inherit parallelism
of NDP architecture to reduce the overhead of sensitive
data computations without having to utilize vulnerable
michroarchitectural structures such as the cache.
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Fig. 1: The General Model of NDP Architecture

III. THREAT MODEL

Our work seeks to protect against a the commonly studied
threat model in which the attacker has the ability to run
processes that share resources with a target process [6] [7].
The attacker can use co-located processes to learn information
about the target process’s sensitive data and state through
shared access to resources such as caches, translation looka-
side buffers (TLBs), and prefetchers. The attacker infers this
information by measuring the timing of cache related events.

IV. EXPERIMENTAL METHODOLOGY
A. Simulated Architecture

All evaluation was conducted using the full-system simula-
tor, Brown-SMCSim [4], which is a Gem5 [1] based simulator
with added support for NDP architectures. Brown-SMCSim
was created as an extension to original SMC Simulator devel-
oped by [2]. Table 1 shows the parameters used to simulate the
host and NDP components of the architecture. Our evaluation
configuration is meant to model HMC architecture [3]. As
such, we based our parameters off of prior work that has also
used SMCSim to model HMC architecture [4].

The main memory for Brown-SMCSim consists of 16 DRAM
vaults. 8 of these vaults are host accessible memory while the
other 8 are only accessible by their corresponding in-memory
core. The in-memory cores are cacheless with a single buffer
of the same size as a cacheline (256B) so that successive ac-
cesses of the same data does not lead to repetitively activating
the same DRAM row [4]. Each NDP also has its own 40kB
of scratchpad memory (SPM). This memory is reserved for
the instructions and stack of the program running on the NDP
core. 8kB of the SPM is dedicated to communicate with the



host CPU. These 8kB are memory mapped into the host’s
memory so that commands and responses can be read and
written between the host can and NDP cores.

Each NDP core runs a small binary, which in our work
executes the sensitive portions an application. The host CPU
prompts the NDP to execute a specific segment of its code and
the NDP core returns the (non-sensitive) response by reading
and writing values to a shared memory-mapped region.

B. Benchmarks

For evaluation, we ran 3 cryptographic functions from
OpenSSL on our NDP cores: AES, Blowfish, and SHA256
[5]. The selected benchmarks were selected both for their
prevalence in the security community and their history of
vulnerabilities. AES was a particular benchmark of interest
because it has been vulnerable to attacks that our design
seeks to prevent. To evaluate the performance of the selected
OpenSSL algorithms with our proposed design, we created
benchmark programs that generate keys, encrypt, and decrypt
(when applicable) files of varying sizes.

Host Configuration

CPU 1 out-of-order processor

L1 Cache 32kB instruction cache + 64kB
data cache, 256B cachelines, both
2-way set associative, 0.8 ns
dcache access latency

L2 Cache IMB, 256B cachelines, 8-way set

associative, 1.8ns access latency

NDP Configuration
Cores 1 in-order processor per vault
(ARMv7 Cortex-A15)

Total of 40kB for each NDP core,
8kB reserved for host communica-
tion

Main Memory Configuration

SPM

DRAM 16 DRAM vaults, 128MB each, 8
host accessible vaults + 8 NDP
only vaults

Parameters 256B row buffer, 32B burst size,
13.75ns trp, 13.75ns tgrep,

13.75ns tor, 3.2n8 tBURST

TABLE I: Configuration used for Experimentation

V. PROPOSED DESIGN

Our work proposes offloading secure data and secure
computation to NDP cores in order to eliminate the
possibility of side-channel attacks. Our proposed architecture
includes both a host CPU (or CPUs) as well as logic cores
in memory. The host CPU will have access to the traditional
memory hierarchy, including caches and 8 main memory
DRAM vaults. The remaining 8 DRAM vaults are each
coupled with a core to make up the NDP component of our
architecture. The majority of computation will take place
on the host CPU and will be able to utilize quick access
cache memory. However, all sensitive data will be stored
in DRAM vaults with accompanying in memory cores, and
all computation on that data will always take place on its
corresponding core. This allows all sensitive data to remain
isolated in its vault never entering a shared cache where it

may be vulnerable to side channel attacks. Additionally, the
placement of cores in memory allows us to by-pass the cache
for sensitive data while eliminating some of the latency that
would traditionally be accrued when doing so.

In our model, the distinction between sensitive versus
non-sensitive data is determined by the developer and is
implemented at the software level. We propose a syntax in
which developers mark the bounds of code segments that
allocate, manipulate, or free sensitive data. We then propose
the use of a specialized compiler to lift the sensitive portions
of code into a separate executable to be run on NDP cores.
Following the terminology used in [4], we call the code
running on each of the NDP cores "NDP kernels”.

Each lifted code segment becomes a function in the NDP
kernel. The code removed from the host’s executable is
replaced with a write of a request to the NDP core’s
memory mapped region. The NDP kernel repeatedly reads
from this region and executes the requested function. If the
requested function has a non-sensitive return value (such
as some encrypted data), the NDP core writes the resulting
value back into the memory mapped region for the host to use.

A. Example Use Case

As an example, consider a program that allocates some

sensitive data, generates a key, and then encrypts the
sensitive data. The developer should mark the regions of code
involving the data allocation, key generation, and encryption
as sensitive, which would result in these code segments
becoming 3 different functions in the NDP kernel. On the
host side executable, the allocation, key generation, and
encryption would be replaced with writing requests to the
NDP core.
When the NDP core receives each of these requests, it will
execute the desired function (data allocation, key generation,
and encryption). For the encryption function, it will also
write the resulting ciphertext into its memory-mapped region
so that the host may have access to the result. A visualization
of this process can be seen in figure 2.

B. Evaluating the Security of NDP Architecture

The logic cores used in NDP architectures are commonly
envisioned as simple, in-order CPUs due to the physical
constraints of the hardware [4]. This makes NDP cores fitting
for security applications because they are not vulnerable to
attacks that leverage speculation or out-of-order execution such
as Spectre or Meltdown [14] [15].

Our design envisions NDP cores as running a single process:
the NDP kernel. In addition, each NDP vault is only accessible
by a single core. As such, NDP cores would be immune to
the family of attacks that require running a malicious process
on a CPU sharing memory with the target victim.

Even if an attacker could cause a single NDP to run multiple
processes, NDP cores do not include CPU caches. Without
caches, a malicious process running on an NDP core still



could not extract secrets from a target process because there is
no shared memory structure that the malicious process could
directly manipulate to construct an attack.
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Fig. 2: Visualization of Host to NDP Communication

VI. EVALUATION

To assess the overhead of our design, we ran benchmarks
utilizing AES, Blowfish, and SHA256 on traditional
architecture as well as specialized architecture where
sensitive computation is offloaded to NDP cores. We
specifically benchmarked the time required for key generation,
encryption, and decryption (when applicable) because these
were the segments of the example application that were
offloaded to NDP cores. We utilize a random file as the initial
“sensitive data” in each application. We vary the file size in

each of our benchmarks to assess the impact of the size of
the sensitive data on the performance of our design.

In our first set of benchmarks we only utilize 1 out of the 8
NDP vaults and cores meaning that we don’t take advantage
of the parallel nature of NDP. We tested file sizes ranging
from only 256B up to 4kB. 256B, 1kB, and 4kB are used
as file sizes to represent small, medium, and large files
respectively. Results depicting the overhead of offloading
sensitive computation to NDP cores for the key generation,
encryption, and decryption components of AES, Blowfish,
and SHA256 can be found in figure 3.
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Fig. 3: Preliminary assessment of the performance overhead
of offloading secure computation to NDP cores

From the results, it is clear that the overhead of naively
offloading sensitive computation to NDP cores is extremely
high. This was especially true for Blowfish. There are multiple
reasons for this result. For instance, the file sizes used in



this round of tests were relatively small (to fit in a single
NDP core), which means in the baseline implementation the
majority file was able to reside in the cache. In general, NDP
has the biggest performance benefit for applications that have
poor cache locality, which is not the case with these file
sizes. This also justifies Blowfish having the worst overhead
as it has the best cache locality across the 3 algorithms
tested. Additionally, NDP cores are modeled as simple CPUs
that cannot take advantage of the performance benefits of
out-of-order computation. While this may benefit offloading
sensitive computation to NDP cores in terms of security, it
does hinder performance.

While NDP cores do not have caches, they do have a
SPM region that has been used to store frequently accessed
data in order to reduce overheads in prior work [29]. We
investigated the performance benefits the use of the SPM
could have on our design using the Blowfish benchmark as
an example because it had the most severe overhead initially.
For Blowfish, we use DMA to load the L, r, p, and s variables
from the BF_encrypt and BF_decrypt functions because
these variables are repeatedly accessed during the course of
the encryption and decryption process. Figure 4 compares
the performance overhead of a naive Blowfish NDP kernel
and one that uses the SPM. While even the implementation
leveraging DMA had a high overhead, it was capable of
reducing that overhead by up to 50%.

Additionally, the inherit parallelizability of NDP cores
introduces the opportunity to parallelize the sensitive
operations when the data and algorithm allows it, which
can reduce the overhead of offloading these operations to
NDP cores. We demonstrated this using encryption and
decryption operations of AES and Blowfish as these are 2
parallelizable algorithms. The results can be found in figure
5. The overhead of offloading sensitive computation for NDP
cores was substantially decreased for AES, with performance
being either equivalent to or better than the baseline
implementation. While Blowfish still had an overhead, it was
a dramatic reduction in overhead in comparison to the single
NDP core implementation. For both algorithms, the overhead
of offloading to NDP cores decreases as the input file size
increases. This is a side effect of larger files leading to more
cache misses and thus worse performance for the baseline
while the NDP implementation is unaffected.

VII. DISCUSSION AND FUTURE WORK

We propose an architecture that is immune to side channel
attacks by leveraging emerging NDP technology. We observe
that many features of NDP cores are appealing to secure
computation. Specifically, the isolated nature of cores and
their corresponding vaults as well as the simple, in-order
nature of NDP cores thwarts the basis of many side channel
attacks. Our design stores sensitive data in NDP capable
vaults and only performs computation on sensitive data
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Fig. 4: A comparison of the performance overhead of naively
offloading secure computation to NDP cores in comparison to
leveraging DMA
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in the associated NDP core. This prevents sensitive data
from ever being stored in structures that are vulnerable to
attack. Additionally, the simple NDP cores can not perform
speculative or out-of-order computation, which is at the root
of many vulnerabilities.

However, we note that there is still much work needed to be
done to realize our design. In this section, we discuss the
needed future work.
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Fig. 5: Overhead of offloading sensitive computation to NDP cores leveraging parallelism

A. Identifying Sensitive Regions of Code

Our current design determines which segments of code need
to be offloaded to NDP cores using developer annotations
within the source code. We then propose that a compiler
divides the source code into 2 executables for the host and
near data CPUs. However, this puts the burden on identifying
sensitive segments of code on the developer. A more robust
approach would only require the developer to mark what
segments of data are sensitive, and then have the compiler
determine which segments of code needs to be offloaded from
there. However, we leave the development of such technology
to future work.

B. Adoption of NDP

The entire basis of our work rests on the adoption of NDP
architecture, which is currently not a widely produced or
adopted in industry. The production of NDP technology is
predicted to ramp up in the near future [30]. However, wide
spread adoption of NDP will require companies to invest in
new hardware and modify their design paradigms, which will
inevitably take time. Additionally, since the actual hardware
implementation of NDP is still very much in flux, it is not
clear how proposed applications in research, such as our own,
will perform on actual NDP capable hardware.

VIII. CONCLUSION

In this work we present a novel approach for mitigating
side channel attacks by applying NDP technology. We do so
by never placing sensitive data in vulnerable structures and
instead store all sensitive data in NDP vaults and process all
sensitive data in NDP cores. We find that naively offloading
secure computation to NDP cores has an extremely high
performance overhead. However, we propose and evaluate
methodology that leverages the properties of NDP in order to
reduce this overhead and even provide performance increases
in some cases.
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