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1 Introduction

Machine learning is increasingly becoming a strong companion to the field of astronomy. Over the
past couple decades, there has been increased investment in wide-field surveys, an approach that
sacrifices quality for quantity of observations. Rather than having experts individually analyze
high SNR targets, this approach relies on computational models and statistical searches to find
interesting objects in an overwhelming collection of data. Recent wide-field surveys such as NASA’s
Transiting Exoplanet Sky Survey (TESS) have amassed observations from over 150,000,000 targets,
far exceeding what can be vetted by human experts. For this reason, machine learning is becoming
an increasingly essential tool for locating objects of interest in these large datasets.

Despite massive amounts of data collected, machine learning is still likely underutilized and
not meeting the current needs of astronomy. Current approaches have been limited to traditional
supervised learning paradigms that are sensitive to overfitting and require large numbers of labeled
examples. While these approaches are able to produce large catalogs of well known objects, the most
interesting research in astronomy is often done on objects with only a handful of known examples.
With this motivation, we apply Prototypical Neural Networks to enable few-shot learning on TESS
data. In the process, this work creates a novel dataset of variable objects observed by TESS and
shows promising results. In section[d] we demonstrate an ability to implicitly learn class hierarchies
and show the generalization potential of this work. Finally, we apply the model to over 2 million
light curves from sector two and validate the findings with an astronomer.

2 Background

In astronomy, light curves can provide valuable insight into the nature of distant objects. Wide-field
space based telescopes and ground based surveys produce this data in astonishing numbers. To
accomplish this, telescopes take large high resolution images of the night sky at a specified cadence.
These images are then segmented by stars and cut out to create Target Pixel Files (TPFs). The
pixel values of TPFs can be summed to create a time series containing the net light measured from
a source over time (Figure . Astronomers can use this data to ascertain a surprising amount
of information. For example, smooth periodic dips in these light curves can be used to infer the
presence of an exoplanet transiting in front of the earth’s field of view and eclipsing a distant star.
Similarly, other transiting objects such as eclipsing binaries can produce similar light curves, with
minor differences such as ’V-shaped’ transits or a difference in odd-even depths. Low SNR in TESS
data can obscure these features, making manual vetting prohibitive. Neural networks however,
have been shown to be effective in distinguishing these key light curve features.



Aperture Photometry

I ERRARER]
§
3
3
4
-
1
E
4

Full Frame Images Target Pixel Files Light Curve Files

Figure 1: TESS process for extracting time series view from Full Frame Images.

To complete the preprocessing above (details in section , this work uses the Eleanor Library
[Feinstein et al [2019]. In addition to this, Eleanor is also used to calibrate images, remove cosmic
rays, remove variable contamination, and detrend the final light curves.

3 Methods

3.1 Catalogue

Due to the novelty of this work, there does not yet exist a TESS catalogue of labeled data for
non-exoplanet objects. However, because TESS has observed the entire sky during the primary
mission (S1-S26), if an object found through a different survey is periodic with p < 30days, it
should exist within the TESS data. The All-Sky Automated Survey for Supernovae (ASAS-SN)
maintains a catalogue of over 483,035 variable objects with cross-matches to TESS
2014] [Kochanek et al., 2017].

It is important to note, much of this data cannot actually be used for this catalogue. Approxi-
mately 50% are Long Period Variables (LPVs) with periods greater than TESS’s 30 day observation
window. Additionally, some events may come from sources with magnitudes that are too faint to
be observed by TESS. Finally, label noise must be dealt with. ASAS-SN applies a random forest to
obtain many labels found in the catalogue for specific objects. For object classes such as eclipsing
binaries (EB), we require class probability > 95% to reduce the risk of label noise. This classifier
only assigns probability to the parent classes found in this work, the further labels for EB, EA, and
EW are obtained by manual vetting and estimations (EB, EA; EW are sub-types of EB) [Jayas-
inghe et al., 2019]. Following these restrictions, we find label noise still exists, but is manageable
to obtain preliminary results.

To create the final catalogue, we randomly sample 200 examples from each class with the restric-
tions above. However, it should be noted, the majority of these classes do not have 200 examples
meeting this criteria. Figure [2| shows the class distributions obtained after further prepossessing.
Some class counts will be larger than 200 because many objects are observed more than once if the
sector of observation overlaps another, more on this later. The end result is a new catalogue, with
variety and depth greater than previous TESS related works.

3.2 Preprocessing

Preprocessing this data poses a significant challenge. To obtain light curves, we loop through the
catalog, and attempt to download each target with sectors 3, 4, 6, 8, 23 excluded due to excessive
data down-link causing large gaps in the data. Through this process, some objects may not be


https://heasarc.gsfc.nasa.gov/docs/tess/data-products.html

600 4

500 4

DCEPSDCEP EW DSCT HADS EB  EA ROT RRC RRAB CWB RRD SR OWA YSO SXPHE RCB ELL R AM O WV
Class

Figure 2: Class distribution for data after prepossessing. Long tail distribution shows further
motivation for use of few-shot learning

found due to the object existing in rare gaps between sectors, quality issues, corrupt files, among
other reasons. For objects observed in multiple sectors, we download all available data for the
target and treat each as an augmentation of the same object.

FEach TESS sector contains unique quality challenges, unreliable flux measurements can be
observed at the beginning, middle (near data down-link), and end of the light curve. To correct
this, this work evaluated examples from each sector to manually create a mask that removes data
and imputes missing values with randomly sampled noise around the mean. Figure [3| shows the
derived quality masks for each sector. This process is not perfect and undesirable local trends can
still be found in the training data.
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Figure 3: TESS quality masks selected manually for each sector. Masks to be removed for each
sector shown in red.

Many options were considered on how to present this data to the model. As each light curve can
contain different length, there are some choices to make. Similar works often solve this issue with
phase folding, which improves signal to noise ratio and fixes the length of the timeseries. Though



this is tempting, certain features are lost through phase folding and the domain would have to
be restricted to only periodic events. To enable the model to go beyond periodic phenomenon we
apply a fixed length window of 1051 observations, sampled from the center of the light curve, to
produce the resulting data.

3.3 Prototypical Neural Networks

To model this data we apply Prototypical Neural Networks in a few-shot learning framework
. This provides a robust approach and latent space for further analysis. Prototypical
Neural Networks learn an embedding model to encode a latent space, from which a centroid or
‘'prototype’ can be created to assign labels to query examples using MSE. The architecture choices
can be found in figure [

Convolutional Block (In, Out, Fs, Mp, Dropout)

RelLU

Dropout1D (Dropout)

Figure 4: Architecture selection with ’In’ in-channels, ’Out’ out-channels, 'Fs’ filter size, 'Mp’ max
pool dimension, and 'Dropout’ dropout probability.

For meta-learning parameters this work applies the maximum ’way’ to best match the distri-
bution on unlabeled data. 4 support examples and 4 query examples are used, this is a reasonable
selection as it allows for classification of rare events while still providing enough information to
build strong prototypes. These results are compared with training on 1 support example with 4
query examples. Note that for 1-shot learning, despite using 4 query examples this is still a realistic
scenario due to the possibility of one object being observed in multiple sectors or the application
of other augmentations.

4 Experiments

4.1 Few-Shot Classification Performance

To achieve the best performance and match the setting on unlabled data we train on the maximum
way possible with the catalogue. Results for the model shown in figure [5] were trained 19-way
and evaluated using 15-way and 13-way classification for the validation and test sets respectively.
Results for this model are shown for 1000 episodes over 10 epochs.

Given the presence of data abnormalities, label noise, and overall complexity of the TESS data,
we find very encouraging results. 39.57% 1-shot and 51.86% 4-shot 13-way accuracy are achieved
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Figure 5: Accuracy during training with 1 and 4 shots.
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Figure 6: Accurcay comparison on test set of 1 vs 4 shot 13-way accuracy.

4.2 Latent Space Analysis

One advantage to this method is the ability to analyze the latent space. Another encouraging result
from this research is the sensibility of the latent representations produced by the encoder. We find
that the prototypes produced by this model accurately represents the hierarchical class structure
without any access to the label structure. To create this visualization, UMAP embeddings are
created from the latent vectors. Figure [7] reveals important information about how the model is
embedding this space.

Taking a deeper look at these results, the model performs significantly higher when analyzing
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Figure 7: UMAP projection of latent space. Centroids are shown in blue, misclassified examples in
red, correctly classified examples in green. Labels are formatted: predicted (actual)
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Figure 8: UMAP projection of latent space. Centroids are shown in blue, misclassified examples in
red, correctly classified (within parent class) examples in green. Labels are formatted: predicted
(actual). Parent classes are circled to show implicit encoding of the latent space.

the performance of parent class labels. Figure [§is similar to figure [7], with the difference being
that examples are marked correct if the predicted label is within the parent class. Additionally
boundaries are drawn to show the locations of these parent class. It is also notable that most
variable star classification works restrict classification to the depth of these parent classes. This
demonstrates that the model is capable of implicitly learning the label hierarchy.



4.3 Sector 2 Inference

To further validate this model, inference was run on over 2 million targets from the sector 2 GSFC-
ELEANOR-LITE dataset (Powell et al. [2022]). Taking the top 4 targets with distance closet to
the class prototype and excluding targets cross-matched with the ASAS-SN catalogue, this project
reports the feedback provided by an astronomer with specialized knowledge in optical light curves.
Overall, feedback on model performance was very positive. For more common classes of objects
such as RRLyrae with fundamental mode, the PNN performed exceptionally well, locating high
quality objects that were clear classifications (figure @ In general, for relatively common classes
of objects, we find that the PNN shows strong ability to recover these objects with few if any
misclassifications among the top predictions.
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Figure 9: Fundamental Mode RRLyrae candidate discovered by this project.

In contrast to common objects, this work finds mixed results on rare object categories. For some
classes, such as high amplitude d-scuti, PNNs demonstrated a strong ability to recover these objects
(Figure . In addition, we located several strong candidates for rotating ellipsoidal binaries.
However, for other rare object classes such as flare stars or quadruple star systems, none of the
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Figure 10: High Amplitude d-Scuti candidate discovered by this project.

recovered predictions were correct. We believe this is possibly do to a combination of the lack of
quality training examples and the relatively low probability of actually locating these events in the
inference sample.

In addition to rare object categories, we find that this methodology can locate anomalous and
unique phenomena within object categories. For example, TIC 83315 was assigned the label of
young stellar object and presents odd features that may be the result of a disk eclipsing the host

star (figure [11)).

5 Related Work

Successful approaches to classification are typically framed as binary classification problems. [Val-
izadegan et al.|[2021] created ExoMiner, a highly accurate multi-modal CNN to identify exoplanets.
In addition to models like ExoMiner, there has been significant interest in locating important non-
exoplanet objects in TESS data. [Feinstein et al. [2020] and Vida et al. [2021] trained neural
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Figure 11: An anomalous young stellar object candidate discovered by this project.

networks to identify TESS solar flares. With an adapted version of ResNet, E. Kruse et al. [2022,
in preparation| located approximately 450,000 eclipsing binary (EB) candidates. Bugnet et al.
[2018] created a model to classify pulsating stars using simulated TESS data. Steinwender et al.
[2022] used machine learning to classify RR Lyrae stars observed by TESS. All of these approaches
are either specific to one group of astrophysical phenomenon or are attempting to classify a single
object such as exoplanets. In the case of multi-class classification such as that of |Jayasinghe et al.
[2019], classification is typically restricted to large categories of objects, not providing the depth
of labeling shown in this work. Though machine learning has found wide-spread use in astronomy,

results in the FSL setting are limited.

6 Future Work and Discussion

In conclusion, this work applies PNNs on TESS data to enable few-shot learning on a diverse
set of class labels. We demonstrate strong performance and present newly discovered variable star



candidates. After discussion with domain experts and analysing the results from inference on sector
2, we find that PNNs show strong potential to encode meaningful representations of variable stars.
The 30-minute cadence TESS data has been left largely unexplored and with the sheer size of this
data, many new discoveries are very likely to be made. Future work on this topic will involve
refining the training data, adding more class labels, and running inference on additional TESS
sectors.
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Figure 12: Sample data used in latent space. The first 4 columns are support examples and the
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