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Abstract

A fair division mechanism is a means of allocating items among agents at no cost,
where the fairness of the ensuing allocation is evaluated with respect to the agents’
preferences for the items. In contrast, an auction is a means of allocating items at some
cost, where competitive equilibrium (CE) outcomes are desirable, i.e., no agent can
improve their utility by deviating to another affordable bundle, and the market clears.
It is well known that certain fair and efficient objectives, such as maximizing Nash social
welfare, can be supported by CE prices. Our first result is to show that in certain fair
division settings, only NSW-maximizing allocations are amenable to supporting CE
prices. Other objectives of fair division mechanisms are of interest, however. For
example, dominant resource fairness (DRF') is widely used to allocate cloud computing
resources, sometimes at arbitrary prices. Our main contribution is to provide a simple
means of constructing an auction from a fair division mechanism (i.e., of augmenting
an allocation rule with a pricing rule), assuming budget-constrained agents with non-
transferable utilities. The defining feature of our auction is that it prescribes prices
intended to “stabilize” the allocation, so that the utility improvement any agent can
achieve by deviating to another affordable bundle is minimized. We find these prices by
casting the corresponding search problem as min-max optimization. When the agents’
utilities are non-transferable and homogeneous, this problem is convex-concave, and
can thus be solved in polynomial-time using gradient descent ascent. We provide
necessary and sufficient conditions under which our pricing rule guarantees that a wide
class of fair allocations, most notably those generated by DRF, are stable. Finally, we
report on the performance of our method experimentally when these conditions are not
upheld.



1 Introduction

It is typical when designing and analyzing auctions to assume quasilinear utility functions, in
which agents express their value for a bundle of goods (or services) in terms of a numeraire:
i.e., in monetary terms. More specifically, quasi-linear utility is computed as the difference
between an agent’s value for the bundle she is allocated and the payments she makes. Such
functions are convenient for two reasons: First, they easily transfer utility from from one
agent to another via payments. Second, they implicitly model budget constraints, as agents
prefer not to spend more on a bundle than their value for that bundle.

While Nobel prizes have been awarded for elegantly designed welfare- and revenue-maximizing
auctions assuming agents’ with quasilinear utilities [12, 25| 28, 42], in some applications of
interest, it is unnatural to elicit preferences in monetary terms. In the cloud computing
domain, for example, it is much more natural for agents to report their preferences as a
proportion of each resource they require (e.g., 1 GPU per 4 GB of RAM) [21]. A second
shortcoming of quasilinear utilities is that they cannot model hard budget constraints, even
though agents are bound by such constraints in many popular auction domains (e.g., online
advertising and wireless spectrum auctions) [2, (14} [26]. We thus seek to develop auctions
for agents with non-quasilinear, or more generally, non-transferable, utilities (NTU). Such
agents are typically modeled with hard budget constraints.

An auction mechanism comprises two rules: an allocation rule, which dictates who should be
allocated what, and a pricing rule, which attaches prices to goods. Fair division mechanisms,
in contrast, provide only an allocation rule but no pricing rule. NTU are independent of
prices; consequently, an auction’s properties (e.g., Pareto-optimality, incentive compatibility,
feasibility, etc.) are independent of its pricing rule. As a result, fair division mechanisms
with desirable properties are a logical starting point for designing auctions with those same
properties. All that is required is to attach a pricing rule to the mechanism’s allocation rule
that prevents the market from unravelling. In this paper, we propose such a method: i.e.,
a means of augmenting an arbitrary (e.g., fair division) allocation rule with a pricing rule
that is intended to “stabilize” the allocation, i.e., we seek prices such that the agents prefer
the bundles dictated by the allocation rule, meaning no other affordable bundle is strictly
preferable. In other words, we seek prices that minimize the agents’ cumulative regret.

The second welfare theorem, first proved by Negishi [32], guarantees that under suitable
assumptions—most notably, convexity of the agents’ preferences—there exist supporting
prices for any Pareto-optimal allocation such that together the allocation and prices comprise
a competitive equilibrium (CE), i.e., prices at which no agent strictly prefers any other
affordable bundle to her own, and at which the market clears. Negishi’s proof, however,
is non-constructive, as it invokes Kakutani’s fixed point theorem [41]. The theorem also
requires redistributions of wealth, which may not be a reasonable assumption in certain
settings. Nonetheless, our method can be seen as a Negishi-style method, i.e., a method
that searches for CE prices in two phases, first by computing Pareto-optimal allocations,
and second by finding prices that support those allocations. We show that the search for
such prices reduces to a min-max optimization problem. Assuming homogeneous NTU, this



problem is convex-concave, and thus a solution can be computed efficiently via simultaneous
gradient descent ascent |4} 39].

Dominant resource fairness (DRF') is a popular fair division mechanism used to allocate cloud
computing resources, as it satisfies many desirable properties assuming Leontief utilities,
which are typical of cloud computing users [21]. We demonstrate our method by associating
an auction with DRF. We provide necessary and sufficient conditions under which our pricing
rule guarantees the stability of DRF allocations, and then we report on the performance of
our method experimentally when these conditions are not upheld.

Contributions We present two main contributions. First, we investigate the existence
of supporting CE prices for Pareto-optimal allocations assuming homogeneous NTU, and
find that only Nash-social-welfare maximizing allocations can be supported by CE prices.
As popular fair division mechanisms such as dominant resource fairness (DRF) generate
Pareto-optimal allocations that are not Nash-social-welfare maximizing, and hence do not
have supporting CE prices, we propose a method for augmenting allocations with prices,
i.e., converting fair division mechanisms into auctions, applicable to settins with budget-
constrained agents with NTU utilities. Our method aims to “stabilize” the allocation, by
finding prices that minimize the collective utility improvement the agents can achieve by
deviating from their allocations to other affordable bundles. We find these prices by posing
this problem as a min-max optimization problem, which we argue is convex-concave when
utilities are homogeneous, and hence solvable in polynomial time. We show that our approach
is effective when applied to DRF compared to a baseline pricing rule, and use it to investigate
how various properties of fair division mechanisms impact stability.

Related Work Unlike our work, where the goal is to build auctions whose allocations
are Pareto-optimal, much of the work on auctions with budget constraints has focused on
revenue maximization. Pai and Vohra [34] show that in a single-good auction, where users
have private valuations and are constrained by private budgets, the auctioneer can use ran-
domization to increase revenue. However, in the multi-unit case (a finite number of identical
goods), Dobzinski, Lavi, and Nisan [16] show that there does not exist an auction that is both
incentive compatible and Pareto-optimal assuming private budgets, motivating the need for
public budgets, which Baisa [5] analyzes through the lens of revenue maximization, and we
study through the lens of fair division.

Assuming agents with homogeneous NTU and public budgets, we note that the market equi-
librium mechanism, a special case of which is competitive equilibrium with equal incomes
(CEEI) [9, |36, 40], which is widely used for course allocation [10], is a Pareto-optimal fair di-
vision mechanism, whose allocation rule is given by a convex program, and pricing rule by its
dual. Inspire by this two-step process, we develop an efficient Negishi-style method for con-
verting an arbitrary Pareto-optimal fair division mechanism into an auction by augmenting
the ensuing allocations with “near-stabilizing” prices.



1.1 Outline

This paper is organized as follows. In Section 2, we build up formal definitions for fair divi-
sion mechanisms and auctions, and discuss several specific mechanisms and their properties.
We additionally show that supporting prices exist only for specific fair division allocations.
Motivated by this, in Section 3 we weaken our equilibrium requirements and discuss ap-
proximately stable prices. We arrive at necessary and sufficient conditions for stability, given
some assumptions on the market. In Section 4, we introduce our regret-minimizing pricing
rule to convert from fair division mechanisms to auctions. Finally, in Section 5, we test our
pricing rule on the aforementioned DRF mechanism, demonstrating the performance of our
pricing rule against a baseline and analyzing the effect of various factors on stability.

2 Model

Consider a set of m € N divisibleE] resources, with each j € [m] available in quantity g;,
which without loss of generality we assume to be unit supply, i.e., ¢; = 1 [33]. We seek a
means, called a mechanism, by which an auctioneer can allocate these resources to a finite
set [n] of agents, i.e., n € N, whose preferences are their own private information.

Agent Preferences Given a set of m resources, we write X; C R™ to denote the set of
possible bundles available to agent ZEI Agent i’s preferences can then be characterized by
(d,T;, X;, u;), where T; C RY encodes i’s so-called type, or private information.

It is standard in the auction literature [27] to assume that agents’ preferences are represented
by a quasilinear utility function u,;(x;, p;;t;) = vi(x;, t;) — p;, where v; : X; X T; — R is a
valuation function denoting agent i’s value (in monetary terms) for bundle x; € X; when it
is of type t; € T;, and p; € R is the payment due to the auctioneer. Quasilinear preferences
rest on the assumption of transferable utility, meaning agents can transfer utility among
themselves through side payments of some currency from which agents derive utility. In this
paper, we instead consider non-transferable utilities (NTU). In particular, agents’ utilities
u; : X; X T; — R are independent of their payments.

Within the space of NTU, we focus on homogeneous utility functions of degree k € N,
meaning for all z; € R™, A > 0, u;(Ax;) = M\u;(x;). Throughout, we restrict our attention
to homogeneous functions of degree 1| Homogeneity implies local non-satiation [27]: for
any allocation, there is another nearby allocation that is strictly preferred. Formally, for any
x; € X; and € > 0, there exists some alternative allocation @, € &; such that ||x] — x;|| < ¢

'Without loss of generality, we restrict ourselves to auctions with divisible goods, which incorporate as a
special case auctions with indivisible goods where the allocation rule is randomized.

2We assume each agent’s utility function depends only on her own bundle.

3This assumption is without loss of generality, because a homogeneous utility function of degree k can be
made homogeneous of degree 1 without affecting the underlying preference relation by passing the function
through the monotonic transformation = — {/x.



and u;(x}) > u;(x;).
Leontief utilities, which have been used to characterize the preferences of users on cloud

computing platforms [21], are a well-known class of homogeneous utilities, in which goods
are desired in exact proportions: i.e., for all agents i € [n], u;(x;;¢;) = minjepm, {#i/t;}.

Mechanism Design Given a set [n] of agents, we denote their joint type (resp. allocation)
space by T = X, e T (resp. X = X, . X;). We refer to elements of these sets as profiles.

A mechanism design environment M = (n,m,d, T, X, u,w) comprises a set of m resources
in unit supply; a set of n agents, each characterized by their preferences (d, T;, X;, u;); and a
vector of weights w € R}, where w; denotes the weight (e.g., priority, or budget) of agent 1.

An allocation rule X : T — X outputs, for any type profile t € T, an allocation represented
as a matrix s.t. x;; > 0 denotes agent i’s allocation of resource j. An (anonymous) pricing
rule p : T — RY is a mapping from types to prices s.t. p; > 0, for each resource j € [m].

Remark: Pricing rules are a matter of design choice. In general, one can adopt complex
pricing structures, where prices may be personalized |43|, so that different agents are charged
different prices for the same resources, or non-linear |17], meaning the total cost of a set of
resources is not the sum of their individual prices. While these complex pricing structures
may sometimes promote more efficient allocations [e.g., |43 Chapter 5], anonymous linear
prices are often preferred in real-world applications, as they are considered more fair, are
more transparent, and and converge faster in both simulation studies and lab experiments
[1, 16, [35]. For these reasons, we restrict our attention to such prices in this paper.

Given a mechanism design environment M, a mechanism is a mapping from types to out-
comes. In this work, we focus on two popular classes of mechanisms, fair division mechanisms
and auctions, which differ in how their outcome spaces are defined. A fair division mechanism
is simply an allocation rule in which the outcome space comprises allocations: i.e., X = R™".
An auction is a mechanism that both allocates and prices goods: i.e., (X,p): T — & xR7.
Both fair division mechanisms and auctions may make use of weight vectors w to prioritize
certain agents. For our purposes, w can be interpreted as the agents’ budgets.

A mechanism is said to be supply-feasible if no more goods are allocated than available,
Le., for all type profiles ¢ € 7 and for all j € [m], >, 2i;(t) < 1. An auction should
also be budget-feasible: agents should not be asked to pay more than their budgets, i.e.,
X (t)p(t) < wl] A fair division mechanism is feasible if it is supply-feasible, while an
auction is feasible if it is both supply- and budget-feasible.

Properties of Fair Division Mechanisms A fair division mechanism X is said to satisfy
each of the following properties if its allocation rule X satisfies the property. Similarly, an
auction (X, p) is said to satisfy a property if its allocation rule X alone satisfies the property;
even in an auction, agents’ utilities do not depend on their payments when agents have non-
transferable utilities.

4We take <, etc. to be component-wise comparisons, when the quantities in question are vectors.



e Pareto Optimal (PO): it is not possible to increase one agent’s utility without decreas-
ing another agent’s, i.e., for all type profiles t € T, there does not exist an alternative
allocation rule X’ : T — X s.t. for all agents ¢ € [n], w;(xi(t);t;) > u;(x;(t);t;) and
for some agent j € [n], ug(x)(t); tr) > up(xr(t); tr).

e [ncentive Compatible (IC): no agent can improve their utility by misreporting their
type: i.e., for all agentsi € [n] and for all types ¢,t' € T, u;(x;(t); t;) > w;(x;(t], t_;); t;),
where t is the agents’ true type profile, and ¢ is a profile of false type reports.

e Enuvy Free (EF): no agent prefers another agent’s allocation, according to their own util-
ity function and type: i.e., for all agents i € [n] and type profiles t € T, u;(x;(t);t;) >
ui(xp(t); t;), for all k € [n].

e Sharing Incentive: The utility each agent accrues is at least what she would obtain
from being allocated simply 1/n of each resource.

o Agent Monotonicity: if one agent withdraws from the mechanism, no other agent’s
allocation decreases.

With these properties in mind, we show several fair division mechanisms that do not make
use of weights, then discuss how we may convert these mechanisms to auctions that interpret
weights as budgets.

Competitive equilibrium from equal incomes (CEEI) 9, |36, 40| is a fair division mechanism
that optimizes the product of the agents’ utilities, i.e., [[;c;, ui(®;;¢;). This mechanism
can also be interpreted as computing the Nash bargaining solution [29], and is thus Pareto-
optimal, envy-free, and satisfies the sharing incentive [20]. However, CEEI is not incentive
compatible except for “in the large,” as the possible gains from a unilateral deviation are
inversely proportional to the number of agents [11]. CEEI additionally does not satisfy agent
monotonicity [21].

Example 1. Assume a fair division problem with two goods and two agents, where the agents
have the following Leontief preferences:

1 1
tl - <§71> 7t2 = <176>

The CEEI mechanism outputs the following allocation, which mazimizes the product of util-

ities:
o (50N /61
7N 1/ N1 1

The next fair division mechanisms are applications of maz-min fairness to multi-good set-
tings. An allocation satisfies max-min fairness if it maximizes the minimum allocation given
to any agent. When there is contention for only one resource, it is easy to compare allo-
cations across users to find a minimum, and then increment that user’s share. But when



there are multiple resources, e.g., in cloud computing, it is not immediately obvious how to
compare allocations, leading to several variations of max-min fairness.

Asset Fairness (AF) is a variant of max-min fairness, which seeks to maximize “aggregate
share.” Each user’s aggregate share is obtained by normalizing goods such that equal shares
of each good are worth the same. For example, when the goods are available in equal supply,
a user’s aggregate share is simply the sum of its allocation across goods. AF maximizes the
minimum aggregate share across all users. AF is easily interpretable in that it allocates the
same quantity of resources to each agent in aggregate, and satisfies PO, EF, IC, and agent
monotonicity. It does not, however, satisfy the sharing incentive [21].

Example 2. Given the fair division problem in Example[l|, the AF allocation is as follows,
granting each agent the same aggregate share of resources, namely 21/25:

< 7 14> <18 3 >

r = —, = ) ,Ly = —, ——

2525 25725

Dominant Resource Fairness (DRF) is a variant of max-min fairness introduced by Ghodsi
et al. [21]. Here, the single representative dimension of a multi-dimensional allocation is
called the “dominant share.” An agent i’s share of resource j € [m] is @ii/q;, while their
dominant share is the largest share of any resource in their allocation. DRF computes the
allocation that maximizes the minimum dominant share across all agents. Assuming agents
with strictly positive types, DRF satisfies all five fair division properties [22]. In the special
case of Leontief preferences, DRF is also non-wasteful: it allocates to each agent i € [n] in

proportion to her type (i.e., %1 = %2 = ... = 7™) so that agents cannot dispose of any of

: . ] 2. ,
their resources without foregoing utility, i.e., u;(®;) > maXy 2o, cx; 0l <a; Ui(T}).

Example 3. Given the fair division problem in Example |1, the DRF mechanism generates
the following allocations, granting each agent a dominant share of 2/s:

12 2 1
N
Having described several well-known fair division mechanisms, we return to our goal, which is
to devise a general purpose method for converting any such mechanism into a corresponding
auction. Because we assume agents with NTU, the properties of the fair division mechanism,
which pertain to the allocation rule only, are unaffected by prices, so the ensuing auction

inherits all the properties of the original fair division mechanism. But our task is still non-
trivial, because agents are assumed to be budget constrained.

Competitive Equilibrium Our goal is to augment an allocation rule X (¢) (i.e., a fair
division mechanism) with a pricing rule p(t). Ideally, this pricing rule would “support” the
allocation rule, meaning together, the allocation and pricing rule pair would comprise a CE,
i.e., (X(t),p(t)) would satisfy the following properties:



CEEI AF DRF

Good 1 Good 2 Good 1 Good 2 Good 1 Good 2

Figure 1: Allocations generated by CEEI (left), AF (middle), and DRF (right) mechanisms
for the example fair division problem. Allocations for each user are represented by the shaded
regions, with white space representing any leftover portions of goods. CEEI optimizes Nash
social welfare and fully allocates both goods; AF equalizes the total shaded area across both
users; and DRF equalizes the larger shaded areas across both users.

1. feasibility: both supply- and budget-feasibility;

2. stability: for all agents i € [n], ¢’s utility is maximized, constrained by her budget, i.e.,
x;(t) € argMax,, ¢y, a0, p(t)<w; Wi(Ti; ti); and

3. Walras’ law: p(t) - (Zie[n] xi(t) — 1) = 0. We can interpret the left side of this
equation as the value of excess supply.

For some fair division mechanisms, this augmentation is straightforward. For example,
consider CEEI. With the inclusion of budgets, we can now ask that the mechanism optimize
for the budget-weighted product of utilities: i.e., Hie[n] w;(x;; t;)". This quantity is known as
Nash Social Welfare (NSW). This generalization leads to the market equilibrium mechanism
(ME), whose allocations are computed via the primal of the Eisenberg-Gale program :

Primal
X (t) € arg max Z w; log (u;(x;; t;))
xreX icln]
subject to Z:cij <1 Vje€[m] (1)

i€[n]



As a variant of CEEI with budgets, ME satisfies Pareto-optimality, is IC in the large, and
satisfies the following properties (adjusted for the inclusion of budgets):

e Envy Free with Budgets (EF-B): no agent prefers another agent’s allocation after ac-
counting for differences in weight, according to their own utility function and type:
i.e., for all agents i € [n] and type profiles t € T, (Vt.)u;(x;(t);t;) > (Yer)ui(xi(t); t;),
for all k € [n].

e Proportional: each agent benefits from participating in the mechanism, as opposed to
just being allocated resources in proportion to her weight, i.e., for all agents i € [n]
and type profiles t € T, w;(x;(t); ;) > w;((“i/Sicpmwi)q; ti)-

To verify these latter properties, consider a version of the ME mechanism where each agent
is instead replaced by a number of ”sub-agents” proportional to her budget, such that each
sub-agent in the market has the same budget. Budgets can now be ignored, so ME reduces
to CEEI, which satisfies EF and the sharing incentive. Recombining sub-allocations thus
retrieves the budget-adjusted properties.

The market equilibrium mechanism naturally lends itself to a conversion to an auction. In
particular, we can compute prices that support the market equilibrium fair division mecha-
nism via the dual of the Eisenberg-Gale program, [13, |15} |18, 24]:

p(t) € argmin Y p;+ Y [wilog (vs(p, wy)) — wy] (2)

PERY  icm] ic[n)

where v;(p,w;) is agent i’s indirect utility, meaning the maximum value agent i can attain
given prices and her budget. Moreover, by strong duality [8], the existence of supporting CE
prices is a unique property of the market equilibrium mechanism:

Theorem 1. Given a type profile t, if there exist CE prices p(t) that support an allocation
X (t), then X (t) maximizes Nash social welfare, assuming agents with homogeneous utilities.

Proof. Recall that homogeneous utility functions are locally non-satiated. Additionally,
linear (i.e., per-good) prices imply that bundles close to each other in allocation space are
also close in price space: i.e., for all § > 0, there exists some € > 0 s.t. ||} — ;|| < € implies
|lp-x, —p-x;|| <6 These properties, together with the fact that CE are stable, imply
that agents spend their entire budgets, because otherwise, there would be some agent who is
allocated some bundle for whom there is another affordable bundle nearby that that agent
would strictly prefer.

Now, since ) jepm Pi = Zie[n] w;, evaluating the Eisenberg-Gale dual at p yields

D v+ ) [wilog (vi(p,w)) —w] = Y w;log (vi(p,w))

j€[m] i€[n] i€[n]



Since the value of the dual upper bounds that of the primal, it follows that

Z w; log (v;(p, w;)) > max Z w; log (u;(x;; t;))

i€[n] i€[n]

If this inequality is strict, then there exists an agent for whom w; log (v;(p, w;)) > w; log (u;(x;; t;)),
which contradicts our assumption of competitive equilibrium, specifically, the stability prop-
erty, as the exists another strictly preferred affordable bundle.  Therefore, p is an optimal
solution to the Eisenberg-Gale dual. Furthermore, by strong duality, the corresponding pri-

mal variable  is an optimal solution to the primal, and thus is an allocation that maximizes
Nash social welfare.

]

In summary, while it is not possible to support an arbitrary fair division mechanism (i.e., an
arbitrary allocation rule) with CE prices, it is possible to support the market equilibrium fair
division mechanism. We demonstrate this fact by devising an example fair division problem
for which DRF’s Pareto-optimal allocation does not have supporting CE prices.

Example 4. Returning to our running fair division example, assume both agents have iden-
tical budgets wy = wy = 1. The CEFEI (i.e., NSW-mazimizing) allocation

oo (50N /61
PN 1 /07 N1 1

can be supported by prices p = %, %> This allocation-price pair is a CFE, because it satisfies
supply- and budget-feasible; each agent is allocated a utility-mazimizing affordable bundle;

and each good is fully allocated, so Walras’ law is satisfied.
Now, consider the DRF allocation:

1 2 21
€XT1 = _ - €To — —_ -
1 373 y L2 3a9

Imagine that we have attached CFE prices to the DRF allocation. As only good 1 is fully
allocated, by Walras’ law, the price of good 1 must be positive, while the prices of good 2
must be zero. If we price good 1 at any price greater than 3/2, then we do not have budget
feasibility, as user 2 spends more than her budget. If the price of good 1 is at most 3/2,
then user 2 spends at most her entire budget; user 1, however, only spends at most /2 of
her budget. Therefore, user 1 is not utility mazximizing, as she could double her allocation
(and thus double her utility) while preserving budget feasibility. As utility-mazimization is
not satisfied by any feasible price that satisfies Walras’ law, there are no CFE prices that can
be attached to this DRF' allocation.

As supporting CE prices need not exist for arbitrary fair division mechanisms, in the sequel,
we seek only “nearly supporting” prices. The method we propose succeeds at finding sup-
porting prices for non-degenerate instances of the market equilibrium mechanism, and also
succeeds in cases where other mechanisms happen to output a NSW-maximizing allocation.



3 Approximate Stable Pricing

In this section, we formalize the idea of "nearly supporting” prices. As we have seen in
Example 4] CE prices may not exist even for Pareto-optimal allocations. Thus, we might
instead seek to weaken conditions of CE to obtain a weaker notion of pricing. We cannot
relax feasibility - it is impossible to allocate more goods than available or make the agents
spend more than their budget. Thus we can aim to relax either stability (some agents are not
utility maximizing) or Walras’ law (some goods have prices despite not being fully allocated).

For some allocations, just one of these relaxations suffices:

Example 5. Recall the DRF allocations for our fair division problem:

o (12N /21
1 — 37372_ 379

Again, let agents have budgets 1. We know we cannot satisfy feasibility, Walras’ law, and
stability simultaneously. If we relax stability, the price vector p = (3/2,0) satisfies feasibility
and Walras’ law. If we relax Walras’ law, the price vector p = (15/11,9/11) satisfies feasibility
and stability.

However, the nature of fair division mechanisms gives rise to a natural relaxation of Walras’
law, which we discuss presently.

3.1 Relaxing Walras’ Law

Walras’ law states that goods that are not fully allocated cannot have non-zero prices at-
tached to them. However, fair division mechanisms may opt against fully allocating all goods
in order to satisfy other fairness properties. Consider the DRF mechanism in Example [3}
the mechanism does not fully allocate all goods, but the leftovers would yield no extra utility
if allocated to any agent. Motivated by this, we formulate a relaxation of Walras’ law that
accounts for unallocated goods specifically when they are not worth any further utility. In
particular, we allow for the value of excess supply to lie within some range determined by
these leftover goods, rather than fixing it at 0.

For some allocation X, define the remainder r(X) as <1 =D icln] azz(t)) Let ¢ € R be
an excess allocation if ¢ < r(X) and for all agents, u;(z; + ¢;) = u;(z;). Let ®(X,t) C RT
be the set of excess allocations given an allocation and type.

Given some fair division mechanism, a pricing rule satisfies relaxed Walras’ law (rWL) if

pt)- (1= xi(t) | < max p(t)-¢

. T ped (X t)
i€[n]

such that the value of excess supply is bounded above by the value of the most highly valued
excess allocation.

10



We now show that for non-wasteful fair division mechanisms, rWL is satisfiable for PO
allocations:

Theorem 2. If a fair division mechanism generates a Pareto-optimal allocation X, then X
together with any feasible price vector p satisfies rWL.

Proof. Assume that X is Pareto optimal. This means that r(X) € ®(X,t), since otherwise
allocating r(X) to some agent would increase their utility without decreasing any other
agent’s utility. Since ¢ < r(X)V ¢ € (X, t), and feasible price vectors are non-negative,
we have that

argmaxp(t) - ¢ = r(X)
PED(X 2)

for all p. Therefore,

p(t)- | 1= zi(t) | =p(t) r(X)= max p(t)-¢

s (X ,t)
satisfying rWL. [

Since rWL will always be satisfied for Pareto Optimal fair division mechanisms such as DRF,
we can now focus our attention on stability.

3.2 e-Stability

To develop a notion of relaxed stability, we introduce the concept of e-stability. For some
agent 7, price vector p and feasible allocation «x;, let their regret ¢; be

- ui(@;)
! @i €X;:a - p<w; U (ml)

We define regret as a ratio in order to normalize agent budgets and avoid weighting heavily
towards those with higher budgets.

A feasible auction is e-stable if

Hc‘fig&

i€[n]
Note that e; > 1, as an agent’s optimal bundle cannot provide less utility than the allocated
bundle. Thus, we achieve true stability precisely when € = 1.

However, even with rWL in hand, there are non-trivial fair division allocations for which we
cannot achieve € = 1. | To show this, we derive a tight link between regret in an auction

5For an example of a trivial fair division allocation, consider two agents with identical utility functions
but different budgets. A fair division mechanism such as DRF will give each agent the same allocation,
which means that any feasible price will leave the agent with higher budget unsatisfied.

11



and the amount that agents must pay relative to their budget, granting us a way to verify
whether or not allocations have supporting prices.

For any given auction, we call an agent £;-budget exhausting if they spend at least wi/e,.

Lemma 1. Let (X, p) be a feasible auction where agents have homogeneous utility functions.
For any agent 1, their regret is at most €; only if they are €;-budget exhausting.

Proof. Consider an auction (X, p) where agent i has regret at most ¢;, i.e.

(!
6> max @)

T aleX; ) -p<w; Uy (wl)

Now, suppose this agent is not e;-budget exhausting, meaning x; - p < wi/e;. Then there
exists some A > ¢g; such that A\(x; - p) = w;. This means that there is a bundle Ax; that is
budget feasible, and by homogeneity

wi(Ax;) = A (x;) > ejui(x;) > weanax ui(')

We have thus created a bundle whose utility exceeds the maximum possible utility. As this
is a contradiction, this agent must be ¢;-budget exhausting.

]

As a consequence of the above lemma, if there is no price p for which all agents spend exactly
their budget given some allocation X, then (X, p) is not stable for any price. This allows
us to leverage Farkas’ lemma [19], which concerns the solvability of finite systems of linear
equations, to obtain a nonexistence result for stable prices for some allocations:

Lemma 2. (Farkas’ Lemma) Let X € X and w € R"}.

Ezactly one of the following statements is true:

o There exists some p € R™ such that Xp = w and p > 0.
o There exists some y € R™ such that Xy >0 and w -y < 0.

Theorem 3. Given some allocation X, assuming agents with homogeneous utility functions,
if there exists some y € R™ such that XTy > 0 and w -y < 0, there does not exist prices p
such that (X, p) is stable.

Proof. By Lemma [I] and Lemma [2] O

We can obtain a bidirectional relation between stability and payments by restricting to a
subset of auctions. Recall that if agents have Leontief utilities, a non-wasteful mechanism is
one that allocates to each agent in proportion to her type. [3]
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Lemma 3. Consider a feasible auction (X,p) where X is a non-wasteful fair division
mechanism for agents with Leontief utilities. For any agent i, their regret is at most €; if
and only if they are €;-budget exhausting.

Proof. (=) By Lemmall]

(<) Let (X, p) be g;-budget exhausting for agent i, where X is a non-wasteful fair division
mechanism for agents with Leontief utilities. Now, suppose that this agent’s regret is more
than ¢;, i.e.

u;(x})

g < max
zje Xl p<w; Uy (zcz)

/

Let @} € argmax, ¢y, p<w,; %i(T;), and WLOG let &} be proportional to agent i’s type.

By Lemma 1, ;] - p = w;, while by the budget exhausting assumption x; - p = Aw; for some
1/e; < XA < 1. Since both @; and a} are proportional to agent i’s type, we can conclude that
x; = A\x;. Therefore,

1
ui(;) = ui(A\x}) = Aug(z;) > ;Uz’(@‘f)

, which is a contradiction. Therefore, agent ¢ must have regret at most ¢;

As before, we can leverage Farkas’ lemma, this time for a stronger result:

Theorem 4. Let X be an allocation from a non-wasteful fair allocation mechanism with
Leontief utilities. Fxactly one of the following statements is true:

o There exists some p € R™ such that (X, p) is stable.
o There exists some y € R™ such that Xy >0 and w -y < 0.
Proof. By Lemma [3] and Lemma [2] O

Now, we provide an example of a DRF allocation for which no stable prices exist.

Example 6. There are three agents and three goods, who we assume have Leontief prefer-
ences with the following types:

t_lllt_lllt_221
1 — 4747 ) 2 — 7874 s U3 — 3797

The DRF mechanism outputs the following allocations:
/114 /4101 /8 8 4
T\ T\ /T v
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3

Letting y = (—%, —%, 1) yields the following:

Ty L 7 1 wou— L
Y=\ 135" 1620" 90 L)

By Theorem [3, there do not exist stable prices for this allocation. Indeed, trying to naively
solve for Xp = w gives the unique solution

_ /92 27
P=\10"2" 20

, which is infeasible as one of the components is negative.

4 From Fair Division Mechanisms to e-Stable Auctions

In this section, we propose a method for attaching an approximately stable pricing rule to
an allocation rule, thereby converting a fair division mechanism (i.e., an arbitrary allocation
rule) into an approximately stable auction. Recall that an auction is stable when & =
Hie[n] g; = 1. Thus, our pricing rule will generate approximately stable prices by minimizing
g, which we refer to as cumulative regret. As a consequence, the pricing rule will generate
stable prices for allocations where these prices exist.

Observe that our pricing rule can be represented via a direct optimization of cumulative
regret.

arg min H( max M) (3)

peER™T : ngwie[n} x; € X p<w; uz(mz)

Since each agent’s regret is independent of other agents’ allocations given a fixed price, we
can swap the product and the max, leading to a min-max optimization problem. However,
the resulting problem has coupled constraints, because the choice of prices p taken in the
outer minimization constrains the possible allocations X’ € X’ in the inner maximization. As
such, this problem is NP-hard [38], unless it is a convex-concave min-max Stackelberg game,
in which the inner maximization problem is convex in the outer optimization’s variables and
the objective function is concave in the inner maximization’s variables [23].

Thus, we delay the conversion of our pricing rule to a min-max optimization problem until
we decouple the constraints.

Note that monotone transformations does not modify preference relations. We can thus apply
a monotone transformation to the contents of the outer optimization without modifying the
prices that minimize cumulative regret:
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: ui(})
arg min 1"[[]( max ) (4)

PERT : Xp<w icln x;€X; ) -p<w; Uz( z

/
= argmin log H( max ul(wl)

mo. zje Xl p<w; U; CU
PERT : Xp<w ic[n] IS i\ L1

log( max ui(2;) ) (6)

@ eXi@)-p<w; U;(T;)

= argmin

mo .
PERT : Xp<w icln]

= arg min (log (maxx i pSwi ui(@; )) (7)

PERT : Xp< w, uz(mz)

= argmin
PERT : ng'w .

log ( max uz(w;)> —logui(mi)) (8)
i€ln) e

= argmin E max  logu;(x)) (9)
pERT : Xp<w ; x; e X x!-p<w;

i€[n]

The last line follows from the fact that logw;(;) is a constant.

This transformation is convenient, because after applying it, we can lift the constraints in
each agent’s optimization problem into their objective function, as per the following lemma
[24]:

Lemma 4. If, for all i € [n], u; is homogeneous, then

max w; log u;(x;) = max w; logu;(x;) + w; — x; - p
x,€X;  xi-plw; T, EX;

With Lemma 4 in hand, we can express cumulative-regret-minimizing prices as

PERT : Xp<w ‘7= \@ i€EX w;

/-
arg min Z <max logu;(x;) +1 — T p> (10)
[n]

/ CL'; P
= argmin max log u;(x}) — (11)
PERT : Xp<wX ex icin] W;

We obtain the last line by removing constants and recalling that given a fixed price, all
agent’s regrets are independent.

Moreover, assuming the agents’ utility functions are concave as well as homogeneous ensures
that the objective function f = Zie[n] <log wi(x)) — w@—f') is convex in p and concave in X.
We have thus expressed the problem of finding cumulative-regret-minimizing prices as a

constrained convex-concave min-max optimization problem (i.e., simultaneous-move two-
player zero-sum game) for which a saddle point can be computed via (simultaneous) gradient
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descent ascent (GDA) [31]. This optimization problem is constrained by budget feasibility, a
convex polytope; we can thus efficiently project onto the constraint set during each iteration
via the projection operator II, and obtain a polynomial-time computation guarantee:

Algorithm 1 Gradient Descent Ascent (GDA)
IHPUtS: X*7 fa X? w, Np, Nx, T7 p(0)7 X(O)
Outputs: (p®), X)L
fort=0,...,7T—1do
p(t+1) = H{p’ERT . X*p/gw} |:p() — 771) pf(p(t ()):|
XD = 1, [Xm + OV f(p' t))X@))}
end for
return (p®, XL

Theorem 5. [30] Suppose that for all agents i € [n], u; is twice-continuously differentiable,
concave, and homogeneous; and X; is non-empty, compact, convex, and bounded away from
0. Then, for any ¢ > O iof Algomthm 1 is run on type profile t € T and with inputs that
satzsfy T € Q(1/52 = 77X = s, for all t € [T], then the time-average price vector
P=7 thop is (e + 0)-stable for type profile t, where €
regret achievable for the given allocation.

*

1s the minimum cumulative

Our pricing method therefore converges to stable prices for markets in which they exist. In
addition, for a wide class of budget-weighted Nash Social Welfare-maximizing allocations,
our method converges to prices that support competitive equilibrium:

Theorem 6. Let X be an allocation for agents with homogeneous utilities that maximizes
budget-weighted Nash Social Welfare. If X has full rank (i.e. the number of linearly indepen-
dent allocations is min{n,m} ), then Algom'thm converges to a price vector p that supports
a competitive equilibrium.

Proof. Since X maximizes budget-weighted Nash Social Welfare, it corresponds to the solu-
tion of the Eisenberg-Gale primal. Thus, there exists a price vector p’ from the Eisenberg-
Gale dual that support competitive equilibrium. By Lemma [I} each user must spend their
entire budget, so we have that Xp' = w. Our pricing method converges to a price vector p
with the minimum achievable regret for any market. In the case where there exists a CE, the
minimum cumulative regret is 1, so the converged price vector must also satisfy Xp = w.
However, since X has full rank, it is invertible, so the above equation has a unique solution,
namely p = p'. O
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5 Experiments

We run a series of experiments to determine the effectiveness of our pricing rule in minimizing
regret, and investigate factors that may lead to greater regret. We run our experiments
primarily with Leontief preferences and with the DRF allocation mechanism for two reasons:
1. Leontief preferences allow us to quickly compute regret at arbitrary allocations, budgets,
and prices for sake of analysis, and 2. DRF is a non-trivial allocation mechanism that may
generate allocations without supporting CE prices, and these are the scenarios that we are
interested in analyzing.

In Section [5.1] we evaluate our pricing rule in various settings, altering the number of goods
and users. Our findings indicate that higher regrets are more likely in scenarios where the
number of agents is larger than the number of goods. This is expected given that in these
settings the no regret problem becomes overdetermined. In Section [5.2] we demonstrate that
the expected minimum regret for an allocation is influenced by two factors: the ‘distance’
of that allocation to the Nash Social Welfare-maximizing allocation, and the range within
which budgets are allowed to vary. Our last experiments in Section show that while
varying budgets introduces unfairness, regret is mostly shouldered by agents with higher
budgets. This mitigates the bias caused by asymmetries, as the regret experienced by agents
is distributed in a manner that is approximately proportional to their individual budgets.

Implementation Details Our implementation of our pricing rule uses Jaz [7] to compute
gradients and OSQP [37] to project prices into budget feasible polytopes. However, on oc-
casion, OSQP projections returned prices that were very close to, but not inside, the desired
polytope. The frequency of these edge cases depended on several market parameters, such
as supply, which is usually assumed to be one. To mitigate these failures, we experimentally
determined ranges for market parameters that minimized the occurrence of implementation-
based outliers, which will be stated when relevant. Any remaining outliers were detected
using interquartile range methods and removed to keep plot axes within reasonable ranges.
For all experiments, agent’s Leontief parameters are i.i.d. and sampled from the half-closed
uniform distribution (0, 10].

5.1 Regret vs. Baseline Pricing Scheme in DRF

In our first experiment, we show that our pricing rule leads to significantly lower regret than
a random pricing rule in a DRF setting with Leontief utilities. We generated 20 instances of
DRF markets, each with a varying number of agents and goods ranging from one to ten. This
resulted in a total of 2000 unique market scenarios. We then computed the DRF allocations
for each market, and used our method to generate prices.

To compare against a random pricing rule, we used a weighted Dirichlet distribution to
sample 30 approximately uniformly random prices from the polytope of budget feasible prices
[3]. We computed the mean regret across these prices, and record the ratio of the regret
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Figure 2: Ratios of regret from our pricing rule to regret from random pricing.

obtained through our method to the "mean regret” for each market. We report our findings
as a heatmap containing the median ratio for each setting of users and goods (Figure 2).
We expect to see higher regret when the number of agents is greater than the number of
goods, since the problem of finding budget balance—and subsequently zero regret—becomes
overdetermined. The notable exception is the 1-good case: in this case, DRF allocates all
agents 1/n of the good, and a CE price trivially exists given identical budgets. Focusing on
this region in the heatmap confirms our expectation, and we find that the regret from our
pricing method is at worst around 35% the baseline regret over our trial region.

5.2 Regret vs. ME

In any fair allocation market with homogeneous preferences, the market equilibrium mech-
anism ensures the existence of an allocation supported by CE prices. However, this is not
applicable for DRF. On the other hand, DRF does satisfy incentive compatibility. Given
this trade-off, we aim to explore whether the distance of a DRF allocation from the ME
allocation for a given set of preferences can be used to infer the minimum regret of that
allocation. Since ME allocations maximize Nash Social Welfare, we use that to motivate our
distance metric and define the distance between two allocations x and x’ to be

‘ H wi(x;, t;) — H wi(x}, ;)]

1€[n] 1€[n]

(12)

We generated 200 markets with 10 users and 3 goods, and, for each of them, we computed
both the DRF and ME allocations. We generated regret minimizing prices for DRF with
our method, and retrieved ME prices from the dual of the Eisenberg-Gale program.
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Figure 3: Distance from DRF to ME allocations plotted against minimum regret of DRF
allocations (10 users, 3 goods)

We generate a datapoint for each market based on the regret of the DRF prices and the
distance between the DRF and ME allocations. Plotting these points reveals a positive
correlation (Figure 3), showing that allocations that are closer to maximizing Nash Social
Welfare are in general more stable.

5.3 Varying Budgets

In this section, we consider scenarios where agents have different budgets. Our goal is to
explore how these budget disparities impact the regret associated with fair division alloca-
tions.

As in Section 5.2, we generated 200 markets with 10 users and 3 goods. This time, however,
we sampled each agent’s budget from (10, 100]. For each market, we record the maximum
difference between two agents’ budgets, and plot it against the minimum regret of the allo-
cation for that market (Figure 4). We find that, as expected, markets with a wider range of
budgets have a tendency to be less stable.

While we can see the effect of unfairness in our markets, we also wish to know who is
being the most affected. If most of the regret in a market is being shouldered by agents with
smaller budgets, then we would argue that the market is exacerbating the inequality present.
Alternatively, if the regret is being shouldered by agents with larger budget, it could suggest
that the market is mitigating the inequality caused by budget variance.

To analyse this, we break down the cumulative regret in the markets from Figure 4 into the
regret imposed on each agent. For each market, we then rank the agents by their budget,
and ask in each market which agent suffered the most regret, and which agent suffered the
least regret. We find that in general, the largest share of regret is imposed on agents with
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Figure 4: Minimum regrets for DRF allocations, plotted against budget inequality.

higher budgets, and the smallest share of regret is imposed on agents with lower budgets
(Figure 5). This implies that our pricing rule is attempting to preserve fairness even when
presented with inequality. For some intuition, we consider an extreme case of two agents with
identical types, but different budgets. The DRF mechanism will give each agent the same
allocation, but any pricing rule that satisfies budget feasibility necessarily leads to regret in
the agent with higher budget. Regret being shouldered by those with higher budgets is a

natural consequence of attaching unfair budgets to fair division mechanisms, even when the
pricing rule accounts for budgets.

100 Regret in terms of Budget Rank

N Max Regret BN Min Regret

80 1

60 4

Count

40

201

least  oth 8th 7th 6th 5th 4th 3rd 2nd  most
Budget Rank

Figure 5: Counts of agents that have the most/least regret, sorted by budget ranks.
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6 Conclusion

In this paper, we propose an algorithm that attaches approximate CE prices to an arbitrary
allocation, thereby converting a fair division mechanism into an auction.

Fair division mechanisms are used in many settings due to their desirable properties. How-
ever, some application domains motivate the need to include a payment rule alongside the
mechanism. Motivated by this, we have provided a way to construct a budget-constrained
auction mechanism from a fair division mechanism. Our auction mechanism includes a
pricing rule that computes cumulative regret-minimizing prices in polynomial time, given
budget-constrained and homogeneous utilities. By experimenting with the DRF mechanism,
we showed that our pricing rule performs well compared to a naive pricing rule, even in cases
where supporting or even stable prices are unlikely to exist. We also showed a correlation
between the Nash Social Welfare of an allocation and its regret, and demonstrated that in
the presence of unequal budgets, the majority of the regret is shouldered on those agents
with larger budgets.
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