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Abstract

The detection and tracking of people in video is challenging
due the variability of human appearance, the high dimen-
sionality of articulated body models, and the complexity of
human motion. To cope with these problems we represent
the 3D human body using a graphical model in which the
relationships between the body parts are modeled as con-
ditional probability distributions. This model is also ex-
tended in time to capture the smooth motion of the limbs.
We exploit learned image likelihood models and pose the
detection and tracking problem as one probabilistic infer-
ence over a graphical model where the continuous-valued
random variables correspond to the limb parameters (posi-
tion, orientation, and motion). To approximate belief prop-
agation in this graph we exploit a recently introduced gen-
eralization of the particle filter. This framework enables the
automatic initialization of the model from low level cues and
is robust to occlusion of body parts. Results are presented
Jor 3D human tracking from single and multiple cameras.

1 Introduction

There has been much recent interest in producing a full-
body articulated person tracker. This is partly because a
person tracker is an intrinsically useful tool and partly be-
cause the relatively high-dimensional state space and com-
plicated appearance model of a person pushes the state of
the art of current tracking algorithms: techniques developed
in this area will be useful for many other applications re-
quiring robust tracking of complex self-occluding objects.
Much of the recent research has modeled the person using
a kinematic model either in 2D [23] or 3D [6, 25, 26, 32),
leading to a parametric state-space representation in 25-35
dimensions. The flexibility of particle filters and their rel-
atively high tolerance to clutter has led to their widespread
application to the person-tracking domain, yet simple par-

ticle filters suffer from the curse of dimensionality, in prin-
ciple requiring computation exponential in the size of the
state space. Systems have been developed to deal with
this problem by exploiting the highly redundant dynamics
of typical human motions [25] and by using hierarchical
sampling schemes to exploit the tree-structured nature of
the model [6, 22]. Additionally samplers have been de-
signed to take into account the large number of local track-
ing optima resulting from depth ambiguities of a human
viewed in a monocular camera [26, 32]. These schemes
have been highly successful in tracking people wearing in-
creasingly complex clothing in increasingly complex and
cluttered backgrounds. However none of them seriously ad-
dress the initialization problem: the curse of dimensionality
is still present when searching the initial image for a per-
son who can be in any location, scale or pose. Additionally
many of the before mentioned algorithms suffer significant
performance loss when body part are occluded.

In this paper we advocate using a philosophically quite
different body model: instead of representing the body as a
single 35-dimensional kinematic tree, we suggest that each
body part should be treated quasi-independently and that
position (and orientation) constraints between parts should
be soft and encoded in probability distributions rather than
hard-coded into a skeletal model. Although this may seem
counterintuitive, we believe that the computational flexibil-
ity which accompanies this shift in mentality more than
makes up for the loss of rigid constraints. The main ben-
efit is that inference algorithms can now be constructed
with computational cost which is linear rather than expo-
nential in the number of body parts, which allow elegant
treatments of occlusion, and which permit automatic initial-
ization based on individually unreliable low-level body-part
detectors. This type of model is not new for finding or track-
ing articulated objects. It dates back at least to Fischler and
Elschlager’s pictorial structures [8] and variations on this
type of model have been recently applied by Burl et al [2],



Felzenszwalb and Huttenlocher [7], Coughlan and Ferreira
[5] and Ioffe and Forsyth [12, 13, 14]. The innovation of
this paper is to take advantage of a new algorithm which
allows the individual parts to be modeled using continuous-
valued random variables rather than the discrete variables
used in previous work. This in principle allows a much
greater range of modeling flexibility, for example the use
of multiple cameras, highly variable scales and fine local-
ization of parts. The new inference algorithm was indepen-
dently introduced in very similar variants by Sudderth et al
[28, 27] under the name of Non-parametric Belief Propaga-
tion (NBP) and by Isard [15] as the PAMPAS algorithm. We
adopt the framework of Isard while making use of the Gibbs
sampler introduced by Sudderth et al. Algorithms to per-
form inference in continuous-valued graphical models have
been studied before in computer vision [?, ?]; the advantage
of the new algorithm is that it retains certain characteristics
of particle filters which admit a flexible range of dynamical
and appearance models.

1.1 Previous Work

Models for tracking human bodies are typically motivated
by the structure of the body itself and represent a set of rigid
limbs connected by joints that rotate with varying degrees
of freedom. While natural for tracking, these articulated
models have many degrees of freedom which makes find-
ing them in images difficult (the dimensionality makes any
search of the space infeasible). The result is that tracking
systems based on such models require manual initialization
and when they get lost (as they always do) they are difficult
to reinitialize.

Given the dimensionality of the space, finding a person
is often broken down into stages based on a hierarchical
interpretation of the body. First one finds the torso, then the
upper arms and upper legs, then finally, the lower arms and
legs [10]. Unfortunately, torsos are not the most salient part
of the human body. Hands, heads, and feet may, in practice
be easier to find. How then can they be used to constrain
the search over the entire parameter space. Starting with a
hand and working back to all the other limbs is infeasible in
the coupled hierarchical model. Similar issues arise when
parts, and especially parts close to the root of the kinematic
tree are occluded.

Ioffe and Forsyth [13, 12] take a different approach in
which they first find body parts and then group them into
figures in a bottom-up fashion. The approach exploits the
fact that they have a discrete set of features that need to be
assembled. Once assembled, the configuration is evaluated
based on how likely it is to be a person. In contrast, our
likelihood models are defined with respect to image fea-
tures. We exploit a purely bottom up process to initialize
our model but then the limbs exploit the image likelihood

model to “cooperate” in searching for the body pose.

Felzenszwalb and Huttenlocher [7] adopt a more flexi-
ble model with “spring-like” connections between the body
parts. This enables a bottom-up process in which limb fea-
tures are found using simple templates run over the entire
image at every orientation and scale. The method requires
a discretization of the parameter space and is limited to po-
sition, rotation, and scaling of 2D parts. The optimal body
pose is found efficiently using dynamic programming. We
formulate similar constraints between body parts but gener-
alize them with conditional probability distributions. Non-
parametric belief propagation replaces dynamic program-
ming and allows a continuous state space. The resulting
medel is fully probabilistic, exploits richer image likelihood
models, and supports fully body tracking in 3D wit monoc-
ular or multiple camera views.

The work described here combines the notion of the flex-
ible “spring”-like constraints [7], defined over individually
modeled body parts [13, 12] with the power of an elaborate
continuous-valued inference algorithm recently developed
by [28, 27, 15]. To this end we model the body as a graph-
ical model, where each node in a graph corresponds to an
independently parametrized body part. The spatial and tem-
poral constraints between body parts are defined as directed
edges in the graph. Each edge has an associated potential
function that probabilistically describes the relationship be-
ing modeled. Each node in a graph also contains an image
likelihood potential, which models the likelihood of observ-
ing a particular position and orientation of the part given the
image. The inference algorithm described in [15] defines
an iterative update scheme for messages in this directed and
possibly cyclic graph. It is through these iterative message
updates that the local beliefs, defined as the product over all
the incoming messages into the node, converge to the local
minimum. This local minimum is then interpreted as an ap-
proximation to the solution of the posed inference problem.

2 A self-assembling body model

We propose to model the body as a graphical model, where
we identify each graph node with a body part (upper leg,
torso, etc.) which has an associated configuration vector
€ RS defining the part’s position and orientation in the 3-
space. Alternative representations are possible, for exam-
ple in [32] the nodes of the graph are associated with joints
instead of limbs, but this leads to a more complicated in-
ference algorithm due to the lack of independent local evi-
dence likelihood functions.

The next modeling decision concerns the choice of the
coordinate frame. Traditionally tracking algorithms favored
the kinematic tree coordinate model where the root’s posi-
tion is represented in world coordinates and each subordi-
nate part location is defined with respect to the parent, en-



coded either using joint angles (e.g. [4, 23, 25, 6]), scale
prismatic model (SPM) parameters [4], or twists and expo-
nential maps as in [3]. These top-to-bottom representations
suffer from the lack of ability to use the low-level part de-
tectors for initial pose estimation.

Pose estimation favors placing each part in a global co-
ordinate frame, so that part detectors can operate indepen-
dently and be combined afterwards to assemble a full body
model. We therefore assign each body part a position and
orientation in global coordinates (leaving the encoding of
relative configuration information between parts up to the
potential functions as described below). Our choice of rep-
resentation leads to redundancy compared with a simple
kinematic tree, since for example the elbow position is es-
timated by both the upper and lower arm. In principle we
could design our model to enforce an arbitrarily tight agree-
ment between the two estimates of the elbow, however we
choose to allow a certain “slop™ between the limbs which
accounts for some of the miss-estimation due to loose cloth-
ing, etc.

Each part/limb is modeled by a tapered cylinder having
5 fixed and 12 estimated parameters. The fixed parameters

Q‘i = (li,iﬂf,w;‘, Ofso:'i) (1)

correspond respectively to the part length, width at the prox-
imal and distal ends and the offset of the proximal and distal
joints along the axis of the limb as shown in Fig. 1. The es-
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Figure 1: Diagram of the part parameterization.

timated parameters represent the configuration of the part 4
in a global coordinate frame:

Xf ={xf @,T) (2)
where x; € &%, and ©; € SO(3) are the 3D position and
angular orientation of the part respectively. The rotations
are represented by unit quaternions.

Edges in the graphical model correspond to spatial rela-
tionships between adjacent body parts, as shown in Fig. 2.
As is standard for graphical models we assume the vari-
ables in a node are conditionally independent of those in

Figure 2: Graphical model for the person. Nodes represent limbs
and arrows represent conditional dependencies between limbs.

non-neighboring nodes given the values of the node’s neigh-
bors. In the presence of self-occlusion and self-intersection
this independence assumption is violated since the appear-
ance in an image of a body part can be affected by any
other part of the body which occludes or penetrates it. If
required, these constraints can be enforced by adding ad-
ditional edges in the graph between the possibly occluding
or inner-penetrating parts. In the limit this would lead to
the quadratic as opposed to linear computation time in the
number of parts. In practice we found that sensitive im-
age likelihoods worked well in resolving self-occlusion and
self-intersection constraints without modeling them explic-
itly.

Each directed edge has an associated potential function,

¥i (X5, X;)
which encodes the compatibility between pairs of part

configurations and intuitively this can be thought of as a
conditional probability distribution where

Y (Xy, X;) ~ p(X;]X5).

We define an ordering on body parts going from the torso
out towards the extremities and refer to potentials that go
along this ordering as “forward” potentials. Similarly, the
potentials that go in the opposite direction (from the ex-
tremities towards the torso) are referred to as “backward”
potentials. The reason, for drawing the distinction between
these two groups of potential functions, is their inherent dif-
ference in the types of constraints they can enforce (bearing
direct correspondence to kinematic and reverse-kinematic
constraints). Hence for every pair of physically connected



parts ¢ and j we have one “forward” 4;;(X;, X;) and one
“backward” 4;;(X;, X;) potential function. We choose to
model these potentials as mixtures of Gaussians with a sin-
gle Gaussian outlier process. This choice allows us to easily
evaluate or sample a belief at the given node by taking a well
defined product over the node’s potentials. Both “forward”
and “backward”’potentials can be written in the following
canonical form:

¥ii(Xi, X;) = XON(X5 pijr Aij) + (1 — A0)
3
Yoo, 8iimN (X5 Fijm (Xa), Gijm (X4))

where X0 is a fixed outlier probability, ;;,A;; are the pa-
rameters of the Gaussian outlier process, and Fjj,,(.) and
Gijm(.) are functions, potentially non-linear, computing the
mean and covariance matrix respectively of the m-th Gaus-
sian mixture component in the potential function definition.
8ijm is the relative weight of an individual mixture com-

ponent, such that zﬂgl dijm = 1. Even though our for-
mulation allows for the full or block covariance Gaussian
mixture components, for the computational purposes in our
implementation we choose to only deal with diagonal co-
variance matrices. Using the block covariance matrices will
add to the modeling flexibility of our approach.

Each pair of potentials associated with the pair of neigh-
boring parts has 6 static offset parameters

Qij = (tz,igs tyisis bsingo T2sin Tysings T20ini) @)

that can intuitively be understood as the relative trans-
lational and rotational offsets between the distal joint of
the part 4 and the proximal joint of part j. We can drop
T9,;,; unit quaternion component, due to the redundancy
V=17, +712,;+ 72 +72;; Alsonote that Q;; =
~;;. For convenience we define the orientation of the co-
ordinate system at the proximal joint of part j to be point-
ing toward the center of the angular range of motion of that
joint. For most limbs in the body the translational offsets
tk,ij» k € (@,y, z) are assumed to be 0, as in the case of the
upper and lower arm for example. In the case of the torso,
these offsets are not 0, and correspond to an actual rigid
offset between the distal joint of the torso (pelvis) and the
proximal joint of the thigh (left/right hip joint) for example.

2.1 “Forward” Potentials

In the “forward” direction conditioning on the configura-
tion of part ¢ fully constrains the position for the subordi-
nate part j; the orientation however is only constrained up
to the range of motion of the proximal joint of j relative
to the chosen configuration of part 4. Intuitively, given an

upper arm configuration, we can predict exactly where the
elbow joint should be, where as the rotation of that joint is
largely unconstrained from the upper arm’s point of view. It
is through the fusion of the potentials from different nodes
and the local likelihood at the node in question that the large
rotational uncertainties introduced by the “forward” poten-
tials will be resolved to localize the orientation.

Even though in theory, conditioning on the configura-
tion of 4 allows us to constrain the position of j exactly we
choose to give some “slop” for the position of the joints
to account for the loose clothing for example. This “slop”
is given in terms of variance parameters for the position
defined in the global coordinate frame ¢ijz, Oijy, 0ijz. In
order to model the uncertainty in the orientation, a rela-
tively small number of Gaussian mixture components are
placed equidistantly along the major axis of rotation of the
proximal joint of j. This allows us to reduce the rota-
tional variances (03;v, , ijv, > Oijv, ) for the individual mix-
ture components subject to the range of motion and the
inner-distances between the placed mixture components.
Regularity of mixture component placement allows us to
keep variances the same for all mixture components. Em-
pirically we choose the relative contribution of the mixture
components to be the same (i.e. dijm = 1/Mj;). The “for-
ward” potential function can be written formally in terms of
Fijm(.) and Gijm(.) as:

Fijm (X:i) = E(Tijmy)
)]

Gijm(Xi) = I(03jz, ijy; Oijzs Oijus s Tijuy » Oiju, )

where E() is the translational and rotational component de-
composition of a 3-D homogeneous transformation matrix
Tijmy that maps from the global coordinate frame to local
coordinate frame of m-th mixture component representing
configuration of part j. T;juy is defined in terms of Q;;, ®;,
X, and inter-mixture component rotational offset rag,i,j,
k € (z,y,2). Formulation and illustration of this is given
in Fig. 3.

2.2 “Backward” Potentials

The *“backward” constraints encoded in potentials,
¥;i(X;,X;), are somewhat different. Conditioning on
the configuration of part j, we constrain part ¢ to be on a
hemisphere with radii {; + 04,; + 0p,; mapped out by the
range of motion at the distal joint of .. We model these
constraints by placing the Gaussian mixture components of
1;; equidistantly along the major axis of the hemisphere,
and constraining the orientation to be pointing towards the
distal joint of part i. Note, that positional variances must
now not only take into account the loose clothing, but also
the space between the placed mixture components, hence
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where M;; is the number of mixture
components (assumed to be odd), and

m e (1...M§j).

Figure 3: Formulation and illustration of the “forward” poten-
tial distribution. Illustration shows the “forward™ potential with
M;; = 3 Gaussian mixture components.

Ojik >> Oijk, Where k € (z,y,2). For the details see
Fig. 4. The formulation for the “backward” potentials can
be derived in terms of Fjim (X;) and Gjjm (X;) similar to
the “forward” case.

3 Non-parametric Belief Propaga-
tion

This section briefly describes the algorithm introduced in
[28, 15]. It is a generalization of particle filtering [36]
which allows inference over arbitrary graphs rather than just
a chain. The algorithm is a tractable approximation to the
standard belief propagation algorithm [38, 37], the exact so-
lution to which is known to be NP-hard in the presence of

Limb j

Figure 4: Placement of mixture components in the “backwards”
spatial potentials.

continuous-valued (non-Gaussian) distributions[39]. This
generalization is achieved by treating the particle set which
is propagated in a standard particle filter as an approxima-
tion to the “message” used in the belief propagation algo-
rithm, and replacing the conditional distribution from the
previous time step by a product of incoming message sets.

A message m;; from node ¢ — j in the standard belief
propagation algorithm is approximated by a mixture of N
Gaussians

N
mii(X5) = D 7hN(Xys plh, AL). (6)
n=1

For outlier plus mixture of Gaussians potentials
¥ (Xa, X5) = XN (X5 85, AY;) +
i )
(1-19 Z 8ijmN (Xj; Fijm (X3), Gijm (X))
m=1

like those described in section 2 the approximation is a
Monte-Carlo integration of

mig () = [Xe X)6X) T s (X)aX,
kEA\]
®)

where ¢(X;) is the local likelihood associated with node
X;. In our case this is the image likelihood term that eval-
uates the likelihood of observing proposed pose X; for part
i given the image from one or more cameras. The mes-
sage m;;(X;) can be approximated by importance sam-
pling N’ = (N — 1)/M;; times from a proposal function



f(X;), and then doing importance correction. (See [28] for
an alternative algorithm with more general potential func-
tions.) The algorithm to update message 7#;; is given in
figure 5. As discussed in [15] the samples may be strat-

1. Draw N’ = (N — 1)/M;; samples from the pro-
posal function:

g ~ f(Xi), n' € [L,N").
2. Compute importance corrections for n’ € [1, N']:

w ¢i(§E}-')l_IkeA.~\j i (3% )

K &%)

3. Store normalized weights and mixture components
forn' € [1,N'],m € [1, M;;]:
@ n=(@-1)M;+m
(®) B = Fijm(8})
(© A% = Gijm (3)
54

N — (1 — )0 %idim
@ 7= (=M

4. Assign outlier component:

N _ O N _,0 N _ a0
Wij—/\, Hij = Bijy Aij—Aij

Figure 5: The simplified belief propagation algorithm.

ified into groups with different proposal functions, where
11 N samples come from the product of all messages into
the node
FX) = [T maa(Xa), )
keA;
vo N from a static importance function derived from local
image measurements (we call £} limb proposal distribution).

F(Xs5) = Q(Xy) (10
and the rest from the incoming parent nodes
FX) = J[ wmaX). an
keA\i

The marginal distribution over X; (the belief) can be esti-
mated by drawing samples from the belief distribution

- 1 .
bi(Xs) = - ¢(Xi) [ mu(X) (12)
3 .
JEA;
either directly or by importance sampling. The samples
can then be used, for example, to compute the expectation
over the belief.

For reasons of space we present a simplified algorithm in
figure 5 with a single proposal distribution but the details of
the full stratified sampling can be found in [15] and in the
Appendix.

In order to sample from the product of messages (rep-
resented as Gaussian mixtures), as is required for example
when sampling from the belief, we employ the Gibbs sam-
pler described in [28]. The Gibbs sampler produces approx-
imate sampling from the product of Gaussian mixtures that
is asymptoticly unbiased, in O(DN?2) operations where D
is the number of mixtures and N is the number of compo-
nents in each mixture. Alternatively sampling the product
explicitly would require O(INP) operations, which quickly
becomes infeasible. In our implementation we use a hybrid
approach which uses an explicit sampler when D < 2 and
uses the Gibbs sampler in cases where D > 2.

3.1 PAMPAS Implementation

In order to implement the PAMPAS algorithm we need to
ensure that we can sample, evaluate, and take products over
Gaussian distributions defined in the 6 dimensional state-
space. While doing this for 3D positions is trivial, doing it
for the rotational components defined € SO(3) and rep-
resented in terms of unit quaternions is trickier. We ex-
tend the approximation given in [33] to handle sampling
using a full covariance Gaussian kernels in rotation space.
In order to sample from a Gaussian N(u,X) (where g is
the mean unit quaternion orientation, and X is a covariance
matrix € R3 representing rotations, possibly correlated,
about the z—, y—, and z—axis) kernel in rotation space,
we generate a perturbation rotation v = (1, v2, V3, v4), such
that (v2,v3,v4)T ~ N(0, Z) and set the perturbed rotation
u' = p * v (* representing the quaternion product). We can
approximate the probability N(u'; u, ) by

P = 1

V(2m)? | 2]

where 7' = (1,v5/v},v5/v],v}/v]) and o' = (v)7! * p.

This approximation is valid for relatively small perturba-

tions in the rotation space.

In order to be able to take the product of D Gaussians in

the rotation space, we also define the weighted average for
D quaternions. We define such notion simply as:

exp (—%ﬁ’z‘lv') (13)

D
E[‘]o;‘h,m, QD] = ZTde (14)
d=1

where ZaD=1 74 = 1 and g;,1 € (0...D) are unit quater-
nions. It is worth noting that the above formulation suffers
from singularity when the quaternions are evenly dispersed
in the SO(3), however we have not seen such problematic
cases in practice.



3.2 Image Likelihoods

The inference algorithm depends critically on the obser-
vation likelihcod defined with respect to the image. Be-
sides smoothness the likelihood should also be robust to
minor occlusions and different appearance models. Our
model employs a combination of multi-scale edge, ridge,
and background subtraction [35] information. Following
the related work the likelihoods are estimated independently
for each view by projecting the 3D model into the image
plane of the view. These individual view likelihoods are
then combined, assuming independence, weighted by the
observabiliy of the pose given the view (views in which the
part appears paralell to the image plane are weighted more,
where as views in which the part is oriented perpendicular
to the image plane count for very little). Currently the sys-
tem makes use of three different image likelihood models.

1. Edge Likelihood: uses multi-scale approach to com-
pute filter responses to the first order image derivatives.
Filter is formulated as a gradient perpendicular to the
edge orientation. The likelihood of a background vs.
foreground response is learned from image data [24].

2. Ridge Likelihood: uses second derivatives of the im-
age at a given pyramid level to compute the relative
likelihood of the model ridge in an image. The ridge
is defined as the absolute second derivative perpendic-
ular to the ridge orientation minus the absolute second
derivative of an image parallel to the ridge orientation,
hence giving preference to the more elongated struc-
tures. For more details see [24].

3. Background Subtraction Likelihood: uses back-
ground subtraction to compute the foreground image
mask (i.e. image with 0’s where current camera’s im-
age matches the background image up to the camera
noise, and 1’s where it does not), and assigns the like-
lihood based on the relative number of pixels that land
in the foreground vs. background region.

4 Preliminary Experiments

4.1 Belief From Product of Messages

In this simple experiment illustrated in Fig. 6 we wanted
to verify that (a) our conditionals are actually plausible (b)
the belief that we get from combining a number of mes-
sages is consistent with our expectations, and (c) probably
most importantly, that the distribution that we get by taking
a product over the incoming messages to the node actually
constrains the node (in this case the torso) to be in a rather
tight cluster around the expected position. Note that for this
experiment we used 3 mixture components that can clearly

distinguished as horizontal clusters in the left column of the
figure. Also note that the centers of the components lie on
the arc centered at the origin of the limb sending the mes-
sage. The messages show the preference of the limbs to be
aligned with the body implicitly encoded into the prior. The
final product over the three incoming messages shown in the
bottom row of the figure is indeed reasonable. More impor-
tantly we can see that the belief is very localized (i.e. well
constrained by three rather broad messages). We expect that
similar behavior will hold for larger angular ranges as well,
so long as we have enough mixture components to effec-
tively shape the potentials.

It is worth noting that having 3 mixture components in
the potential is clearly not enough to model the 3D arc
traced by the range of motion effectively. Clearly in order
to have a better fitting model we either need to increase the
number of mixtures, or to use the full covariance Gaussians
instead of more computationally attractive diagonal Gaus-
sians that we are currently using. Both of these approaches
will enable us to model the potentials on a much finer level.
Having the full covariance Gaussian mixture components
for example will allow us to orient the translational uncer-
tainty along the tangent to the 3D arc, as opposed being
restricted to uncertainties along the global coordinate axis.

4.2 Temporal Belief Propagation

In this experiment we initialized by hand a starting body
configuration at time 0 and tried to track using solely tem-
poral propagation, which in this case is equivalent to par-
tial filtering on a per limb bases. The results can be seen
in Fig. 7 and conform to our intuition. The two important
observations that can be draw is that (1) the distribution be-
comes more dispersed the further you try to track in time,
and (2) due to the loss of constraints between parts the track-
ing is rather loose (parts can move away and towards each
other without being penalized in any way). Both of these
observations motivate the use of the spatio-temporal tracker,
which is the ultimate goal of this work.

4.3 Spatial Belief Propagation

In this experiment we tried to run spatial belief propaga-
tion with a rather loosely labeled hand initialization, the re-
sults are shown in Fig. 8. As can be seen from the figure
the algorithm performs well for the first few iterations, but
then diverge from the expected solution, and start to oscil-
late in its vicinity. An interesting observation is that when
this happens, the model tends towards the straightening of
the extremities, in particular this can be seen with the rela-
tive positioning of upper legs with respect to the body. This
suggests that our likelihoods are too weak in comparison to
the prior, and are not capable of keeping the model in place.
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Message Product

Figure 6: Massages and belief for the torso node. The top row (left) shows with the red dots the position of the particles
sampled from message going from the left upper leg to the torso, and (right) the overlay of these particles, drawn as torso
hypothesis, on the image. The second rows shows the similar message from the right upper leg to the torso. The third row
shows the similar message from the left upper arm to the torso.The last row shows the product of the three messages in the
preceding rows.
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Figure 7: Temporal forward Belief Propagation for the body. The top row shows an initial position and orientation of all the
limbs in the body at initialized positions. The other rows show consecutive frames for which the belief was propagated along
temporal “forward” direction only. The figures show three camera views overlaid with the most likely belief sample.



Other explanations are also possible, and we are currently in
the process of running experiments geared directly towards
understanding of the before mentioned behavior.

S Project Status

We currently have the basic system implemented along with
all required system components including Belief Propaga-
tion, Gibbs sampler, likelihood models, conditionals, and
etc. We have run the system on simple cases of spatial
and temporal propagation and the results are encouraging.
From our most recent experiments however it is clear that
there are still issues with the implementation. Hence forth
we would like to go back to the systematic testing of indi-
vidual system components in order to further flush out the
implementation details and better understand the individual
building blocks and their interplay. Due to the complexity
of the algorithm and it’s non-deterministic nature, we are
currently working on developing a set of simple self veri-
fiable testers that will be able to verify the correctness of
individual pieces and be able to tell us if that correctness
has been violated by future implementation changes. Such
automated test harness is already available for the simpler
deterministic data structures, but we would like to extend it
to the more complex parts of the system. Equally impor-
tantly we would like to extend the system to have automatic
initialization, which is currently in its infantile stage, and
explore new ways of representing angular constraints that
will allow us to better shape the potentials. The next section
outlines our future research plans in more detail.

6 Future Work

In conducting the preliminary experiments, we found that
the likelihood measures we are currently using do not play
well with the new framework we developed. The likeli-
hood measures, most of which are fairly localized, become
rather ineffective once the samples are too few and sparse.
A specific example of this is the background likelihood term
that penalizes any deviation from the true position rather
severely. In our case, due to the computational intensity of
the algorithm, we can only afford to run with relatively few
particles, and hence would really prefer more global like-
lihood measures. These “global” potential wells can then
attract the particles that are relatively far away, allowing the
system to converge to correct solution even with very few
particles (at the expense of extra belief propagation itera-
tions). As interesting aside, note that the belief propagation
algorithm has a quadratic complexity with respect to the
number of particles, but only linear complexity in respect
to the number of belief propagation iterations. This makes
it truly advantageous to be able to make a tradeoff between
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the two. We also hypothesize that these large smooth poten-
tial wells will make the belief propagation more stable since
it will make it less likely that an unlucky sampled particle
will force the solution to a different local minimum.

In the current system, the potentials between parts are
defined explicitly, and encode only the range of motion in-
formation, where every position and orientation in the plau-
sible range is essentially equally likely. This model is easy
to understand and implement, but is rather computationally
inefficient, since often times we may be searching or sam-
pling regions that are not very likely. For example, even
though the head can physically be tilted back, it is rare that
people do this in practice. We believe that learning the po-
tentials from training data would lead to more efficient po-
tential functions in most cases, making the search time pro-
portional to the likelihood of the pose in question. Clearly
this will be a big benefit if we choose to implement more
specialized trackers that are trained to track specific tasks or
sub-sets of human motions (e.g. walking). The usual issue
of course of making sure that the chosen training is unbiased
persists. On a similar note, we currently are also failing to
model the endpoints of the motion ranges reliably. Instead
of having hard fall-offs at the ranges ends we are forced into
an exponential falloff due to our choice the Gaussian mix-
ture model. Having a more elaborate mixture model with
the narrow closely spaced Gaussian mixture components
near the range of motion endpoints will help to aleviate this
problem.

Yet another open issue that remains to be further studied
is that of modeling occlusions. Currently we give occluded
parts outlier probability weight comparable to the volume
of the part being occluded. However it may be possible
and advantageous to come up with a more dynamic occlu-
sion likelihood model, that for example takes clutter of the
scene into account. Each one of these issues is challenging
in its own right and deserves further study. Bellow is the
list of three more issues that we are currently committed to
resolve.

6.1 Initialization

Automatic initialization is an important area that we’re
planning to explore. Having a fully automatic initialization
is an important feature that will distinguish this work from
the competing approaches. Currently we are in the process
of implementing a naive initialization algorithm that runs
a 2-D limb detector in the number of corresponding im-
age (taken by camera from different viewpoints) and tries
to come up with a 3-D position and orientation distribution
based on the closest correlations between hypothesis across
multiple views. More specifically, we run image filters at a
range of different scales and orientations over the gray-scale
image and over the dense flow image (motion between two
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Figure 8: Spetial Belief Propagation for the body. The top row shows an initial position and orientation of all the limbs in the
body. The other rows show consecutive belief propagation iterations for all the nodes in the graph. We can see the instability
of the model as the algorithm proceeds. See “Preliminary Experiments” section for further explanation.
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consecutive frames) to locate rectangles of interest in the
image plane. We then, given the calibrated camera model
shoot the rays through the extreme outer edges of these rect-
angles and find closest pairs across different views. We
then place Gaussian distributions along the shortest seg-
ments connecting these two or more rays and sample to get
a variety of 3-D poses. We currently have no quantitative re-
sults on this method, but from our prelimenary experiments
it looks promising.

Alternatively we can employ volume carving techniques
to carve the volume of the human body in the 3-D space,
by either using background subtraction, or the dense flow
estimation. Then given this coarse volume we can sample
within it to get a variety of poses for limbs. The later is the
more global approach, and has adventage of better handling
initialization across scales. For example, given a carved vol-
ume, it will usually be rather easy to tell the height of the
person, which in tern will constrain the sizes of the indi-
vidual limbs based simply on the anthropometry constraints
[34] of the body (e.g. upper arm ~ 0.186 X height.

In both cases, we believe that belief propagation will be
able to quickly and efficiently prune the space of compet-
ing limb hypothesis, and come up with a reasonable overall
body configuration. This configuration will then be further
refined and disambiguated during the spatio-temporal track-
ing.

6.2 Body Parameterization

Currently we are modeling the angular degrees of freedom
by quaternions, this has a number of advantages over a
more classical Euler angle representation, however in the
current formulation it constrains us to symmetric variances
in SO(3) rotational degrees of freedom. Clearly this is less
then ideal, especially with the low number of mixture com-
ponents comprising the potential, rather we would like to
shape the potential in non-symmetric ways over the rota-
tional degrees of freedom. We are currently exploring pos-
sibilities of doing this using our existing quaternion repre-
sentation. Additionally we are planning to look at the al-
ternative representations that may give us finer control over
shaping potential distributions in SO(3). One such repre-
sentation that seems promising, is the spherical harmonics.

6.3 Approximate Sampling of Gaussian
Products

The current computational bottle neck of our system is the
Gibbs sampler [28, 27] that even though produces asymp-
toticly unbiased samples, requires a rather large number of
iterations to give fair sampling in a general case. Our col-
laborator, Michael Isard, recently developed a competing
approximate sampler that uses greedy approach and has a
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lower computational bound so long as the number of mes-
sages is relatively small. We believe that our framework
may benefit from the new sampling approach that may re-
duce the overall runtime of the algorithm. We plan to ex-
plore this in the future.

7 Conclusion

We have developed a novel framework for tracking people
in monocular and multi-camera synchronized video cap-
tures. The framework trades the rigidity of the kinematic
model for the computational efficiency and ability to incor-
porate initialization information. It also provides robustness
to the occlusion of individual parts. Other algorithms for ex-
ample those that use hierarchical sampling [6, 22] along the
kinematic tree will suffer greatly if for example the root of
the tree is occluded. Our algorithm on the other hand will
be able to localize the missing part even in the absence of
image likelihood support.

'We model human body as a graphical model, with limbs
being associated with the hidden nodes in this graph. The
marginal distribution at each node gives a distribution over
the position, orientation, and motion of the associated body
part. We make use of the general belief propagation algo-
rithm recently proposed by [15], and make a number of
extensions to it to adopt it into the framework of the hu-
man tracking. The extensions include formulating the po-
tentials in terms of mixtures of Gaussians, as opposed to
single Gaussian distributions as suggested in [15], adding
stratified sampling from an arbitrary set of proposal dis-
tributions, and developing an annealing process for spa-
tial convergence of the potentials over a number of belief
propagation iterations. While we only showed the pre-
liminary results for temporal propagation in one direction
(standard tracking), we can easily augment the graphical
mode] with links backwards in time. The resulting batch
method would smooth the recovered motion by running
belief propagation over a spatio-temporal volume. Simi-
larly, one can construct more computationally feasible hy-
brid approach, which would perform belief propagation in
the spatio-temporal window from ¢ — e to ¢t + €. Key to our
method is the probabilistic inference about the location and
orientation of body parts. This requires probabilistic infer-
ence over joint angles which is difficult and suffers from
well known problems [?]. Our simple quaternion based
scheme is observed to work well in practice but deserves
further study.

We also shortly discussed a rudimentary initialization
scheme that we are currently trying to implement, in or-
der to demonstrate how it can be incorporated in our prob-
abilistic inference framework. The scheme uses indepen-
dent feature detectors in multiple images, at multiple scales,
and provides estimates of possible 3D limb locations. This



problem deserves more attention now that our body model
and inference methods can exploit bottom up information
of this sort.

In the work prior to the one described here, we have
also developed a novel method for building scalable implicit
probabilistic distributions for representing non-parametric
conditionals. Although the current formulation of the be-
lief propagation algorithm requires the use of determinis-
tic potential functions, see definitions of F;j(.) and G;j(.),
we plan to explore possibilities of using probabilistic poten-
tials as well, with the hope of possibly combining the two
schemes in the future. These implicit probabilistic condi-
tionals can be learned from data, and can provide an easy
way of moving away form the explicitly defined potential
functions.

We believe that the framework described in this paper
has a lot of potential. It provides facilities for embedding
various constraints for tracking when such are available.
One example of this is key-framing. Given a set of complete
or incomplete body key-frames, we can formulate the key-
frame constraints as proposal distributions. Sampling form
these proposal distributions and using spatio-temporal be-
lief propagation will allow us to track smoothly between the
provided key-frames. Our initial experiments raised a num-
ber of interesting research questions and issues, and gave
rise to new research directions that were not apparent in the
beginning. We believe that this is a fruitful area of research
that has a lot of potential.
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A Appendix

1. Draw samples from the incoming message product.

(@ For1<n<(1—-u1n —w)N:

i. Draw 83 ~ [1xca,\; Mkil-)

ii. Set#]; =1/N
() For(1—v; —mn)N<n<(1—-wn)N:

i. Draw 33 ~ Iiea, M)

ii. Set 'y,?‘j = 1/1’71j.'(§£;~)
) For(1—w»)N<n<N:

i. Draw 3}; ~ €(.)

ii. Set 97 = [1xca.; M4s(85)/UEF)
@) For(1—vi —p)N<n<(1-1)N:

i. Set 7% =13/ Ei;?ziv—m_y,) 7%
() For(l—u»w)N<n<N:

i Set A = 9%/ Tl 1 (1-1) 05
(f) Smooth importance weights:

2. Apply importance correction from likelihood. For
1<n<N:

(@) Set 7% = 7% ¢i(3})

3. Store normalized weights and mixture components.
For1<n < N:

(@) Set 7l = (1= AA%/ Taey 75
(b) For every mixture domponent of conditional

1<m<M:

i. Set s;}M-}-m = ng(E?j,m)

ii. Set AZMH™ = Gy;(3%;,m)
iii. Set afM¥™ = 1l P;(3%,m)

Figure 9: PAMPAS belief propagation algorithm.




