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Abstract

We describe a system for generating smooth organic curves like
those used as outlines by Disney animators. Our system is based on
an analysis of a large collection of such curves, the recognition of
a small family of curves that seems to contain all of these, and an
approach to fitting a member of this small family to a user-drawn
curve, so that ordinary users can have their curves beautified. We
verify the method by showing that when actual curves drawn by
Disney animators are used as input, the output is essentially the
same as the input.
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1 Introduction

Disney animators have been drawing beautiful organic curves since
they began producing animated feature films in the early 1900s.
Their smooth curves vary in thickness, intensity, and transparency
throughout. Despite the prevalence of computer generated images
and computer use in art and animation, we have yet to produce a
Disney style curve automatically on a computer. Using the various
computer drawing programs, such as Adobe Illustrator, it is possi-
ble to produce a curve, but without significant effort it will lack the
elegance of a Disney curve.

The goal of this paper is to present a new system for drawing
smooth curves that is intuitive to use and produces results with the
same style as the inking lines in Disney animations. We allow the
user to draw a crude representation of a desired curve with a mouse
or stylus, then generate a new curve with the same basic shape as
the user’s input, but with the smooth, organic curvature of a Disney
curve (Figure 1). To create such a system, we extracted curves from
Disney movies, analyzed their structure, and created an algorithm
to generate similar curves given a basic shape.

A fundamental problem in designing such a system is to charac-
terize the kinds of curves that Disney animators draw; prior ap-
proaches to characterizations of aesthetics are of some value, but we
derive a new characterization of the curves based on a differential-
geometric analysis (see Section 4).

2 Related Work

One difficulty with trying to generate Disney curves is that we
have to take the abstract notion of style and describe it in a rig-
orous form. An early mathematical formulation of style came from
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Figure 1: The input and output of our system.

George David Birkhoff’s 1933 book,Aesthetic Measure [Birkhoff
1933]. Birkhoff developed mathematical formulas to describe the
aesthetic value of paintings, sculptures, music, and poetry. His anal-
ysis of vases is based on the contours that form their outlines, and
therefore relates directly to our analysis of Disney curves. The mea-
sure for aesthetics he used wasM = O/C, whereO is a measure of
order andC is a measure of complexity. Based on the formula, as
complexity increases the aesthetic measure diminishes and as order
increases the aesthetic measure improves. He went on to discuss
a few specific properties of contours that improve the vases’ aes-
thetic measures. Small curvature — given some constraints on a
curve, the most aesthetically pleasing curve is the one with as little
curvature as possible. Gradual changes — curvature should vary
gradually along the curve and oscillate as little as possible. The
maximum rate of change of curvature should be as small as possi-
ble along a curve.

In an application similar to ours, Banks and Cohen [Banks and Co-
hen 1990] developed an interface for hand-sketching curves based
on fitting splines to the input data. They used a data reduction al-
gorithm to remove the noise from the input curves and reduce the
number of coefficients required to fit a spline to the input. The
algorithm is run interactively, incrementally computing an approx-
imation to the original curve as new data is entered. One problem
the incremental method ran into was that it was difficult to get a
high enough sampling rate of the input data since the input device
was sampled by the same processor that was computing the data
reduction. Based on the images in the paper, the method makes few
visible changes to the data, beyond some basic smoothing.

3 Curve Extraction

The first step in creating our system was to acquire a few hundred
still images from hand-drawn Disney movies. Most of the data
came fromPinocchio and the rest came fromThe Lion King. Once
we had the screenshots, we had to extract the curves from them.
In order to do so, we implemented the hard segmentation part of
the GrabCut system [Rother et al. 2004]. GrabCut performs fore-
ground/background image segmentation by looking at both texture
information and edge information. See Figure 2 for an example of
GrabCut’s input and output.



We will give a quick overview of the algorithm here, but for a com-
plete explanation of GrabCut refer to [Rother et al. 2004]. Grab-
Cut begins with a hard segmentation algorithm based on graph cuts
[Boykov and Jolly 2001], but with two improvements to the basic
graph cut algorithm — iterative estimation and incomplete label-
ing. These enhancements allow the user interaction to be reduced to
simply drawing a rectangle around the desired object. The rectan-
gle describes the initial trimap by specifying that the region outside
the rectangle is part ofTB (background), the region inside the rect-
angle is part ofTU (unknown), andTF (foreground) is empty. The
color data of the image is described by two Gaussian Mixture Mod-
els, one for the foreground and one for the background. In order to
perform the graph cut, which works through energy minimization,
the system’s energy is defined as

E(α,k,θ ,z) = U(α,k,θ ,z)+V (α,z)

whereα = 0 for background andα = 1 for foreground,k deter-
mines GMM component assignment,θ defines the parameters for
the GMM component, andz is an RGB value. TheU term takes
into account the colors of the pixels and is defined as

U(α,k,θ ,z) = ∑
n

D(αn,kn,θ ,zn)

D(αn,kn,θ ,zn) = − logp(zn|αn,kn,θ)− logπ(αn,kn))

wherep(·) is a Gaussian probability distribution andπ(·) are mix-
ture weighting coefficients. TheV term takes into account the co-
herence of the foreground and background regions and is defined
as

V (α,z) = γ ∑
(m,n)∈C

[αn 6= αm]exp−β‖zm − zn‖
2

whereγ is a constant,C is the set of all pairs of neighboring pixels,
and β is chosen to beβ = (2〈(zm − zn)

2〉)−1 where〈· 〉 denotes
expectation over an image sample. The basic algorithm is

• Initialization

– User initializes trimapT by specifying the background
TB. The foregroundTF is set to empty and the unknown
regionTU = TB.

– Initialize αn = 0 for n ∈ TB andαn = 1 for n ∈ TU .

– Initialize background and foreground GMMs based on
currentα values.

• Iterative Minimization

1. Assign GMM components to pixels inTU such that

kn = argmin
kn

Dn(αn,kn,θ ,zn)

2. Learn GMM parameters from dataz

θ = argmin
θ

U(α,k,θ ,z)

3. Estimate the segmentation by using min cut to solve

min
αn:n∈TU

min
k

E(α,k,θ ,z)

4. Repeat from step 1 until convergence

(a) Section of a frame from
Pinocchio (after user editing to
aid in curve selection).

(b) GrabCut’s hard segmenta-
tion of the previous image.

Figure 2: The input and output of GrabCut.

GrabCut then refines the results by estimating a soft segmentation
along the edges of the hard segmentation in a border matting step.
It also allows the user to edit the initial trimap by constraining some
pixels to be part of the foreground and some to be part of the back-
ground. For the goal of extracting curves for analysis, these final
two parts were unnecessary. Therefore we did not implement bor-
der matting or user editing, and hence will not discuss them here.

Unfortunately, GrabCut was not the ideal tool for extracting curves
from Disney images. GrabCut was created with the idea that it
would be used for extracting largish objects from photographs. In
the example images from the GrabCut paper, the foreground ob-
ject always takes up most of the selection box and is mostly con-
vex. However, since curves are long and skinny and not always
axis-aligned, they do not usually take up much space in the box
that surrounds them. The fact that they are almost always concave
leads to their outlines having many more edge pixels than the typi-
cal object to be segmented by GrabCut. Another issue comes from
lighting. Due to the complex lighting that occurs in the real world,
photographs tend to have very few regions of completely constant
color. Again, in our Disney images, that is not the case. Because
they are hand drawn, they frequently have large regions with little
to no variation in exact RGB value. When a GMM models these
regions of nearly constant color, the Gaussian components become
very small. This lack of variance causes samples that are actually
very close to a component’s mean to have a very small probability
of becoming part of that component.

To deal with the differences between our Disney images and the im-
ages GrabCut expects as input, we tweaked GrabCut to improve its
performance on the specific problem of finding inking lines in Dis-
ney images. Since curves don’t fill much of their surrounding boxes
(unless they are relatively straight and axis-aligned), we initialize
the means of the foreground model to varying shades of black, in-
stead of random colors, to encourage the algorithm to pick out the
curve. We then require that the means of all foreground components
always stay darker than a certain threshold to prevent the algorithm
from allowing the foreground components to converge on lightly
colored regions.

To help overcome the large number of edge pixels that are found
in the outline of a curve, the weightγ for the coherence term of
the energy must be set much lower than the suggested value in the
GrabCut paper. Using the recommended value caused the system to
place everything in the background because cuts in the graph were
too expensive. The original paper suggested a value of 50 forγ, but
we found that to get any segmentation at all in Disney images,γ
had to be less than 10 and sometimes as low as 2.

To deal with the regions of nearly constant color, we set constraints
that prevent the Gaussian components from becoming too tight.
When computing the covariance matrices for each component of



(a) The outline of the curve
obtained from GrabCut’s hard
segmentation.
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(b) The constrained Delaunay
triangulation of the extracted
curve.
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(c) The chordal axis is found
by looking at the midpoints of
the triangle edges.
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(d) The final extracted curve

Figure 3: Once GrabCut is done with the hard segmentation, we
still need to find a geometric representation of the curve.

the GMM, we use eigen decomposition to see that the three prin-
ciple axes of the component are some minimum size. If they are
too small, the covariance matrix is inflated to the minimum allow-
able size. Because the curves don’t have too much color variation
in them, the covariance matrices for components of the foreground
model have a significantly smaller minimum size than those in the
background model. With these adjustments and some direct editing
of the Disney images, we were able to isolate and label the inking
lines as foreground.

Once a curve has been labeled as foreground, it still needs to be
converted from a collection of pixels into a geometric representa-
tion of a curve. In order to do this, we find the line that outlines the
curve and use the points defining the line to compute the chordal
axis [Igarashi et al. 1999] of the outline (Figure 3). To find the
chordal axis, first perform a constrained Delaunay triangulation on
the points that define the outline of the curve. Then classify all the
resulting triangles into one of three classes — terminal triangle (2
external edges), sleeve triangle (1 external edges), or junction trian-
gle (0 external edges). Beginning with the midpoint of the internal
edge of a terminal triangle, connect the midpoints of the internal
edges on the following sleeve triangles until either a junction trian-
gle or terminal triangle is reached. If a junction triangle is reached
the line ends at the triangle’s midpoint. If a terminal triangle is
reached the line ends at the midpoint of the triangle’s internal edge.
Since only non-branching curve segments were extracted, junction
triangles should never occur, however if they do, the line segments
that meet at the midpoint of the junction triangle can be connected
into one line.

4 Curve Analysis

Once several curves had been extracted, we analyzed their prop-
erties. Following the standard approaches of differential geometry,
we knew that there is only one translation-and-rotation-independent
invariant of a plane-curve — the curvature. Unfortunately, for a
sampled curve with sampling noise, one cannot simply use the sec-
ond derivative to directly estimate the curvature: the noise in the
samples generates enormous noise in the derivative estimates. In-
stead, we locally approximated the curve with a quadratic, and then
used the curvature of this quadratic as an approximation to the cur-
vature of the curve itself (Figure 4). Moving along the curve and
looking at each point and several surrounding points (we used all
points within a radius of .2 for a curve that was uniformly scaled
to fit in a 1x1 box), we perform a linear regression to find the best
quadratic approximation for the curve at the current point. Given
one equation for thex terms and one for they terms

x(t) = at2 +bt + c

y(t) = αt2 +β t + γ

the first and second derivatives at the current location along the
curve can be easily computed

x′(t) = at +b

x′′(t) = a

y′(t) = αt +β
y′′(t) = α

The curvature at the current point is

κ(t) =
x′(t)y′′(t)− y′(t)x′′(t)

(x′(t)2 + y′(t)2)3/2

κ(t) =
αb−aβ

((at +b)2 +(αt +β )2)3/2

Note that in areas of high curvature, or sharply changing curvature,
the quadratic approximation may not be entirely valid; thus what we
are computing is a sort of ”smoothed” curvature, with the smooth-
ing region being the range of samples that are used in estimating
the quadratic.

When we plot distance along the curve versus this (smoothed)
curvature for a Disney curve, we see that the result is well-
approximated by a piecewise linear function with breakpoints at the
curvature extrema (Figure 5). This model fits well with Birkhoff’s
rules for vases. The linear function means that the curvature varies
smoothly everywhere except a few corner points where the differ-
ent linear segments join. The actual curvature values seem to have
an inverse exponential distribution giving rise to mostly small cur-
vatures as Birkhoff states is desirable.

To test our hypothesis of piecewise linear curvature plots giving
rise to Disney-style curves, we created a random curve generator.
As input, it takes a curve length and the distance along the curve of
curvature extrema. It generates a curvature for each of the extrema
from an inverse exponential distribution. Each curvature then has a
50-50 chance of being positive or negative. We then linearly inter-
polate between the extrema to find a complete curvature plot. The
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Figure 4: We use a quadratic function to locally approximate Dis-
ney curves.
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Figure 5: A piecewise linear function provides a close approxima-
tion to the true curvature plot of a Disney curve.
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Figure 6: Our randomly generated curves closely resemble Disney
curves.

curvature plot can be integrated twice to generate the x and y coor-
dinates of a curve

θ(t) =
L
N

t

∑
i=0

κ(i)

x(t) =
L
N

t

∑
i=0

cosθ(i)

y(t) =
L
N

t

∑
i=0

sinθ(i)

whereL is the total length of the curve andN is the number of
sample points. The resulting curves indeed look like Disney curves
(Figure 6).

5 Curve Generation

Although the random curve generator produces some nice curves,
there is no way to exert precise control over the shape of the curve
it generates. To remedy this shortcoming we built a system that
creates a Disney-style curve based on user-drawn input. The user
draws a crude version of the desired curve using a mouse or sty-
lus, and the system uses the gathered information to generate a new
Disney-style curve. The system grabs an arbitrary number of x and
y data points as the user drags the pointer in the path of the de-
sired curve. Because the collected data points are not uniformly
distributed along the curve, we redistribute the points to be evenly
spaced in order to achieve a better sampling of the curve. This re-
sampling step helps to remove some of the noise from the input
data. All input curves are uniformly scaled such that their bigger
dimension ranges from 0 to 1. The curve is then translated to begin
at the origin and rotated such that the second point on the curve is
on the positive x-axis.

Once we have a crude approximation of the desired curve, we want



to compute the Disney version, which is defined as having a piece-
wise linear curvature plot. In order to guide our search for the best
Disney approximation to the user’s curve, we begin by computing
the curvature and distance along the curve at every point on the
input curve. One of the problems with our method of computing
curvature is we need a quadratic approximation of the curve seg-
ment around every point. How big should that segment be? If it’s
too small, the curvature values will vary a lot from point to point,
giving a noisy plot of curvature. If it’s too big, the curvature plot
will become overly smoothed and won’t give a good estimation of
the curve. These results can be seen in Figure 7. Through experi-
mentation we found that using a radius of 0.2 (for a curve that has
been uniformly scaled to fit in a 1x1 box) gives a good approxima-
tion for most curves.
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Figure 7: The size of the neighborhood used to estimate curvature
makes a big difference in the results. Here we used neighborhoods
of varying radii.

Using the resulting values, we plot distance along the curve vs.
curvature and find all the points where curvature extrema occur.
Given the curvature extrema, we can use linear interpolation to find
a piecewise linear curvature plot that approximates the input curve.
However, the input data is noisy, and we may not have the optimal
locations and values for the curvature extrema. In order to find the
best possible approximation to the input curve, we formulate this as
an optimization problem.

Using Matlab’s optimization toolbox, we set up a constrained non-
linear optimization problem to find the optimal locations and val-
ues for the curvature extrema. Since the curvature plots of Disney
curves are well approximated by piecewise linear functions, once
the values and locations of all extrema in the curvature plot are
known, the rest of the curvature values can be computed by linear
interpolation. The resulting plot defines the curve completely (up to
a translation and rotation). Then the best-fit curve can be found by
searching for optimal curvature values and distances for the break-
points.

The objective function takes as input the curvature values and dis-
tances at the breakpoints, linearly interpolates to calculate the re-
maining curvature values. Once the complete curvature plot has
been computed, we integrate twice to get a curve. In order to com-
pare it to the input curve, we translate the curve to the origin and
rotate it such that the second point is on the positive x-axis. These

transformations were also applied to the input curve. The value of
the objective function is then defined to be the sum of the squared
distances between corresponding points on the input curve and the
reconstructed curve (each curve has the same number of evenly
distributed points). We also tried adding two additional terms to
the objective function. One penalizes large curvatures, since small
curvature values are far more common, and the other encourages
the breakpoints to be evenly spaced along the curve. However, we
found that in general we were able to achieve better results using
only the distance term.

In order to guide the optimization algorithm, we add several con-
straints on the locations and values of the breakpoints. The new
curve is constrained to have the first breakpoint at distance 0 and
the last breakpoint near distanceL, whereL is the total length of
the input curve. All other breakpoints are constrained to be further
along the curve than the previous one, meaning we want the break-
points to be in order and no more than one breakpoint can ever be
at any one location. In addition the breakpoints are only allowed to
move within a limited range of the initial guess. The curvature val-
ues are all constrained to have an absolute value that is no more than
a little bigger than the corresponding value in the original curve. It
could, however, be significantly smaller than the original curvature,
reflecting the tendency of Disney curves to have small curvatures.

We also tried two slight variations of the algorithm described above.
In the first variation, instead of allowing all the breakpoints to vary
and trying to optimize all of them at once, we tried a sequential ver-
sion. First we optimize the placement and curvature values of the
first two points. Then using those results as an initial guess, opti-
mize the placement of the next point, keeping the first two constant
in a local optimization step. Once the third point is placed, we allow
all three points to vary for a global optimization step. The fourth
point is then added in, allowing only it to vary, then all four points
to vary. The algorithm continues in this fashion until the end of the
curve is reached and all breakpoints have been optimized.

The second variation divides the curve into segments and optimizes
each segment individually. We use the curvature breakpoints to de-
fine the separate segments. Once the breakpoints have been opti-
mized with respect to the individual segments, we have two val-
ues for each breakpoint (except the start and end points) since each
point was the beginning of one segment and end of another. In or-
der to reconstruct the curve, we average the values we’ve calculated
at each breakpoint to get the optimal value.

6 Results

The system takes in noisy approximations of curves supplied by
the user and returns a smooth Disney-like curve. For most input
the system works well; however on some input with high curva-
ture values, the output curve can be a poor approximation of the
input curve (Figure 8). Most of the time the sequential optimiza-
tion algorithm gives better results than the one-shot algorithm, but
occasionally the one-shot algorithm performs slightly better. By it-
self, the segmented algorithm does not produce very good results.
The general shape will be right, but since the optimizations are all
local, the generated curve eventually veers away from the original
curve. However, if the one-shot algorithm is run using the output of
the segmented version as an initial guess, then the results are almost
as good as the sequential algorithm.

Although the sequential algorithm generally gives the best results
of the three algorithms, it has one major downfall — it’s slow. Cur-
rently, the system, even when using the one-shot algorithm, does
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Figure 8: In the above sample runs of our system, the user-drawn
curves are red and our generated curves are blue. Most of the time
the system works well, but when given a curve with too many high
curvature values, the system will fail (d).

not run in real-time. However, with some adjustments to the op-
timization algorithm, we believe the curve generation algorithms
could be fast enough to allow the one-shot and segmented versions
to reach real-time speeds, and possibly the sequential version as
well.

To test our system, we fed back in the extracted Disney curves (Fig-
ure 9). Since our extraction method wasn’t perfect, the extracted
curves aren’t perfectly smooth, but since the system is expecting
noise, it should be able to deal with less than perfect input. How-
ever since the input curves are actually Disney curves, the approx-
imation should be extremely close to the input. Out of about 170
extracted curves, the system’s estimate was almost the exact input
curve on about 97% with the sequential algorithm and about 92%
with the one-shot algorithm. The ones that the sequential algorithm
got wrong were only slightly off, while many of the one-shot algo-
rithm’s failures were nowhere close to the desired curve.

7 Conclusions and Future Work

The system allows users to easily create curves with the same sort
of curvatures found in Disney movies. The intuitive interface is
useful to novices and professional artists alike since there are no
commands or gestures to learn. When used with a stylus instead of
a mouse, it is very similar to drawing on paper. The noise that is
inherent with any input device, mouse, stylus, or other, is automat-
ically smoothed away resulting in the same style of organic curve
that Disney animators made famous in their many animated feature
films.

Although the system works well as is, there are many areas for fu-
ture work. Since GrabCut didn’t work very well, gathering training
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Figure 9: The system was able to very closely match almost all of
the Disney curves we extracted, but had trouble with a few of them.
The failures of the sequential optimization algorithm (c) were not
as far off as those of the one-shot algorithm (d).

data was a very slow and tedious process. Also, some of the ex-
tracted curves contained too much noise to be of any use. With
a better curve extraction method, more curves could be analyzed
which may give insight into more features that make Disney curves
distinct.

Currently the system only examines and recreates the curvature of
Disney curves, but the varying thickness and transparency along the
curves are also distinctive. Because the data that has been extracted
and saved from the Disney images is the outlines of the curves, the
thickness information is already there. It just needs to be calculated,
analyzed, and applied to the generated curves. Adding thickness to
the curves would go a long way towards making them look like
true Disney curves. By varying the thickness along the curves, the
distinctive tapering ends of Disney curves could be incorporated
into the system’s generated curves.

Varying the transparency along the curve would be slightly more
complex as the transparency seems to depend on the surrounding
features more than the curve itself. However, if the curve gen-
eration tool was incorporated into a complete animation/drawing
package, the context in which a curve was created could be taken
into account to achieve Disney’s varying transparency. Currently
no transparency information is being extracted from the Disney im-
ages, but using something similar to the alpha matting algorithm in
GrabCut, the information could be pulled out of the images.

If this system is to be used in the real world, an essential extension
to the current implementation would be to allow users to interac-
tively edit the generated curves. By drawing a new curve segment
that intersects the generated curve in at least one place, the system
should be able to delete the intersected section of the first curve and
compute a new curve given the new curve segment. This could be
done by starting over entirely and creating a whole new curve or by



allowing only a small section around the new insertion to vary and
leaving the rest of the curve untouched.
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