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Abstract

3D data is represented in a variety of forms, including
meshes, point clouds, implicit functions, and multi-view im-
agery. Each representation has different strengths when it
comes to reconstruction fidelity, memory cost, and efficiency
on different tasks. We propose a novel representation, an
Omnidirectional Distance Field (ODF), from which we can
efficiently derive many other 3D representations. An ODF
encodes the distance to an object surface from any 3D lo-
cation, in any viewing direction. Additionally, we demon-
strate that we can use neural networks to learn an ODF
from meshes and depth images. Thus, we are able to con-
vert existing 3D data to ODFs so that users can extract
whichever output representation they prefer. In summary,
our contributions are (1) ODF, a novel shape representa-
tion, (2) algorithms to efficiently extract other 3D repre-
sentations from ODFs, and (3) methods for learning neural
ODFs from common 3D representations.
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2. Introduction

The diversity of 3D representations within graphics and
computer vision means that having to convert one repre-
sentation to another is a common problem. Different al-
gorithms exist for each sort of representation transform.
As examples, rendering can convert a mesh to an image,
Marching Cubes [1] can convert an implicit function to a
mesh, and Poisson Surface Reconstruction [2] can convert a
point cloud into a mesh. In this work, we propose a new 3D
representation, Omnidirectional Distance Fields (ODFs).

Our representation builds on recent work around learn-
ing implicit functions for 3D reconstruction. Like other im-
plicit functions, ODFs are capable of modeling objects with
high fidelity. Additionally, the directional distance infor-

mation contained in an ODF can be leveraged to retrieve
meshes, depth images, point clouds, and voxel grids more
efficiently than existing implicit representations allow.

An ODF implicitly encodes object geometry by storing
the distance to the object surface from a 3D position, x, in
a specific unit viewing direction, ŵ . For an open surface,
∂Ω, we formally define an ODF as

d(x, ŵ) = min(∥x− xI∥2), xI ∈ ∂Ω (1)

where xI = x + t · ŵ with t ≥ 0. Intuitively, we can think
of an ODF as storing the depths of rays cast towards a sur-
face. Fig. 1 demonstrates that a point cloud, mesh, or even
a signed distance field can be extracted from an ODF.

The simplest way to define an implicit function is to dis-
cretize the input domain, and store a fixed value for each
region. For a signed distance function, this entails carving
3D space up into voxels which leads to a sharp tradeoff be-
tween reconstruction quality and memory usage. For ODFs,
the input domain is five dimensional, since there are 3 spa-
tial dimensions, and 2 additional degrees of freedom in the
viewing direction. Therefore, discrete ODFs require lots
of memory and yield low fidelity reconstructions. Instead,
we offer Neural Omnidirectional Fields (NODF) which are
continuous and can be learned from several common 3D
representations. An NODF is parameterized by the 3D in-
put x and unit vector ŵ. The outputs of the neural field
are an estimated unsigned distance d′ ∈ R1 and a predicted
mask for non-intersecting rays m′ ∈ {0, 1}. Our contribu-
tions include the following:

• We propose a novel 3D representation, Omnidirec-
tional Distance Fields (ODFs), that returns the distance
to the surface for any ray in 3D space.

• A method for learning ODFs from common 3D repre-
sentations including depth images, meshes, and point
clouds using neural networks.

• Algorithms to efficiently extract other 3D representa-
tions from ODFs
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Figure 1: Given an ODF, a discrete representation R = {X × Ŵ ,D} can be stored in memory where X = {x1, ..., xn} are
viewpoints from a k × k × k grid, Ŵ = {ŵ1, ..., ŵm} are ray directions point to the centroid of the surface quadrilates of a
sphere, and D = {d(x1, ŵ1), ..., d(xn, ŵm)} are the unsigned distance queried by X × Ŵ .

3. Related Work
3.1. Light Fields and the Plenoptic Function

The space of all rays in 3D space is 5 dimensional. The
function defining radiance over this 5D space is called the
plenoptic function. Light fields are structures that model
this plenoptic function. When a light field is defined only
outside of the convex hull of an object, the domain can be
reduced to 4 dimensions. Most light field implementations
make this dimension reduction.

Traditional approaches to constructing light fields
require discretizing the domain and learning values for
each region of the discrete space [3]. More recently, neural
networks have been used to successfully learn light fields
that are continuous and capable of generalizing to object
classes [4]. By leveraging parallax, the gradients of light
fields can be used to extract sparse object geometry. This
is of limited use because the geometry is only defined in

areas with changing color, and can be corrupted by specular
effects.

Light fields are closely related to ODFs because they are
both field functions over the 5D space of rays. Techniques
like reducing the domain to 4 dimensions could be adapted
for ODFs.

3.2. Implicit Functions

Implicit functions for 3D representations are field
functions defined over 3D space that model objects with
their 0-value isosurface. There has been much recent
work on modeling 3D objects using implicit functions.
Since implicit functions are continuous, they can model
objects at arbitrary resolution. Work like DeepSDF and
OccNet has shown that they can produce high-fidelity
reconstructions.[5, 6]
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Signed distance functions (SDFs) are a specific class
of implicit functions. Like all implicit functions, they
model the object boundary as an isosurface, but they are
subject to the additional constraint, called the eikonal
constraint, that their gradient must be 1. [7, 8] This prop-
erty is what makes an SDF a distance field. Since ODFs
are also distance fields, a similar constraint can be enforced.

4. Modeling ODFs with Neural Networks

4.1. Architecture

In this section, we describe how a continuous ODF can
be approximated using a simple feedforward neural net-
work. A diagram of our architecture can be seen in Figure
2. Network inputs are six dimensional, with the first three
dimensions representing position, and the last three dimen-
sions providing a unit viewing direction. The outputs are a
depth to the surface, d, and a mask, m, indicating whether
any surfaces are intersected:

f(x, ŵ) = d, s : d ∈ R+,m ∈ [0, 1] (2)

We found that clamping the value of d to be less than 0.5
allowed us to learn higher fidelity reconstructions around
the object surface. However, clamping the depth output
means that our network cannot accurately model large dis-
tances. Therefore, we adopt a recursive strategy for infer-
ence, where we move closer to the surface at each step. Our
recursive process for obtaining the depth value is detailed
in Algorithm 1. The intersection mask is obtained from the
last network call during this process.

Algorithm 1 Recursive Inference for Neural ODF

x0 ← Starting position
ŵ ← Viewing direction
n← Number of recursive calls
x← x0 + f(x0, ŵ)[0] · ŵ
n← n− 1
while n ̸= 0 do

dforward = f(x, ŵ)[0]
dbackward = f(x,−ŵ)[0]
if dforward ≥ dbackward then

x← x+ dforward · ŵ
else

x← x+ dbackward · −ŵ
end if
n← n− 1

end while
return ∥x− x0∥2

4.2. Training

The position and viewing direction input to our network
can be thought of as defining a ray in 3D space. Thus, in
order to train our network, we require rays as inputs, and
surface depths and masks as labels. Using rays as an input
format offers us flexibility in what types of representations
we can use for training data. For our experiments, we train
using either depth images or meshes. With a depth image,
each pixel can be though of defining a ray that starts at the
camera center and passes through that pixel’s location on
the view plane. With meshes, we randomly sample rays
and determine where they intersect the mesh. We expect
that we could generate training data from point clouds with
normals in a similar manner, though we have not yet tried
learning a neural ODF in this manner.

To train our network, fθ we backpropagate our loss to
the network parameters θ. Our loss is the sum of a clamped
L2 loss on the depth prediction and a binary cross entropy
loss on the intersection mask prediction.

d′,m′ = fθ(x, ŵ) (3)

L = ∥min (d′, 0.5)−min (d, 0.5)∥2 +BCE(m′,m) (4)

5. Output Representations

5.1. Rendering Depth Images

Depth images are the easiest representation to generate
using an ODF. Imagine we have a camera with a camera
center, xeye, and a look vector wlook. To render the center
pixel of our image, pcenter, we can directly query the ODF:

pcenter = ϕ(xeye, wlook)

Other pixels can be rendered by using viewing directions
that pass through those pixels on the view plane. We can
see that to render n pixels we need to evaluate the ODF
only n times.

5.2. Creating Point Clouds

Depth images share some similarities with point clouds,
in fact, a depth image can be lifted into 3D space to create
a point cloud, with each pixel defining one point. Thus, an
ODF can also produce a point cloud in O(n) time. The main
difficulty lies in choosing which points to sample. Since
we are able to query many depths at once by batching our
rays on a GPU, we’ve found that cleverly selecting rays that
intersect the object is not necessary. Instead, we sample
rays uniformly over the domain, and project them onto the
object surface if they intersect the object.
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Figure 2: Our Neural ODF Architecture.

Figure 3: The cube corner and edge numbering convention
given by Lewiner et al. [9] in their Marching Cubes algo-
rithm.

5.3. Creating Meshes

Meshing is a much more difficult problem than point
cloud generation, since the connectivity of the points must
also be predicted. The Marching Cubes [1] algorithm is
commonly used to extract mesh surfaces from implicit
functions. Since open surfaces cannot be represented
with implicit functions (there is no notion of an interior),
Marching Cubes is not applicable for our task. Instead, we
introduce a new algorithm, Jumping Cubes, which can be
used to extract an open mesh surface.

Like Marching Cubes, we start with a lattice grid. At
each position on the grid we consider three viewing direc-
tions, along the positive axes. The ODF is then queried with
each of these positions and these three viewing directions.
Now consider each cube within our lattice grid. Figure
3 shows a numbering convention for each cube edge and
vertex. Using the depths predicted from our queries at each
vertex, we can determine whether each edge is intersected
by the surface or not. For example, if the depth at v0 in the
+x direction is less than the side length of the cube, then
edge 0 is intersected. Similarly, if the depth at v4 in the

+y direction is less than the side length of the cube, then
edge 7 is intersected. In this manner, we can determine
exactly which edges are intersected on each cube. Since
there are 12 edges, and each edge has two possible states,
intersected or not intersected, then we can see that there are
212 = 4096 possible cube configurations. After accounting
for cases that are equivalent up to some flips or rotations,
we end up with 218 possible cases. By building a dictionary
of the triangular faces corresponding to each of these cases,
we are able to quickly build a mesh surface using a grid of
depths.

In addition to supporting open surfaces, Jumping Cubes
also offers benefits over Marching Cubes in terms of the
number of queries it requires. For a given spatial resolution,
Marching cubes requires making O(n3) network queries.
On the other hand, Jumping Cubes can be implemented
so that it only requires O(n2) network queries. Instead of
querying every point on the grid, the depth prediction can
be used to jump directly to the object surface. Thus, if we
are looking in the +x direction, we need to query n2 points
in the Y Z plane, but we can jump along the x-axis, only
making one query for each surface that we intersect.

6. Discussion and Future Work

There are several ongoing aspects of this work. First,
we are currently working on training our network on data
extracted from point clouds. Second, we are working
to improve and expand our output reconstructions. Our
point cloud and depth image outputs are high quality, but
our mesh outputs frequently have holes in them, so this
is an active area of work. Additionally, we would like
to produce implicit functions represented using a voxel
grid. In order to do this we will have to query the ODF in
several directions at each voxel center, and we will assume
the voxel lies within the object if every ray we query
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Figure 4: A mesh (left) and point cloud (right) reconstruction of shirt (open surface).

Figure 5: Example surfaces from the 218 Jumping Cubes cases.

intersects the object. Extracting an implicit function is only
meaningful if we are working with a closed surface.

Another current line of work is generalization to ob-
ject classes. We have currently trained an AutoDecoder
on ShapeNet classes (cars, airplanes, and chairs), and are
working on optimizing latent codes to fit new instances.
Other experiments we would like to try in the near future
are generalizing to classes of open surfaces, and overfitting
an ODF to a scene.

An interesting future application of Neural ODFs would
be to combine them with Neural Radiance Fields [10] in or-
der to speed up rendering. NeRF relies on volume rendering
which requires many network queries. However, if the sur-
face depth was predicted directly by an ODF, fewer queries
could be used.
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