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Introduction

Slot Attention (SA)[1] is an object-centric representation learning module that uses an iterative,
competitive process to extract concepts from an unstructured input—-e.g images. However, SA
has a couple of noted failure points, and is mostly limited to synthetic datasets. Recent work on
SA focuses on the decoding pipeline of the model. Analyzing the failure points and the
architecture choices of the decoder-focused methods, we postulate that SA also suffers from an
underlying encoder issue. For our project we’'ll explore these issues on the encoding side;
mainly on the limitation of SA to disambiguate textured and complex objects, and on the input
sensitivity of SA where strong models fail to capture “easy” datasets.

Our objective in the project is twofold: (1) to break the input dependency of Slot Attention, and
(2) to produce an encoder capable of capturing more complex and textured objects—where SA
has thus far failed—in a module compatible for the slot attention mechanism of SA.

Our approach is to allow the attention mechanism to attend to a hierarchy of scaled features
which should help enable the model to capture global information about objects at one level, as
well as low level semantic signals at another level. The final feature map is essentially an
aggregation of different feature maps that the model learns end-to-end in order to complete the
task at hand.

Related Work

Slot Attention extracts object-centric representations using an iterative, competitive attention
mechanism to map from its image feature inputs to the slot queries, where and at each iteration,
slots compete for the explaining parts of the input by using a softmax-based attention
mechanism and updates its representation using recurrent update function. The model is trained
end-to-end with a downstream task that controls the learned object representation. We keep the
same architecture for model and we change the input image features by implementing a
hierarchical encoder.

Slot Attention Transformer [2] explores two prominent issues on the decoding side related to
balancing the strength of the decoder and using a stronger decoder that preserves global
consistency. Despite its impressive results on more challenging dataset, the model has high
input dependency and additional inductive bias that are specific for certain tasks.

Methods

We propose a multiscale hierarchical slot attention module as a method to address the
previously-mentioned limitations of prior work. This encoder architecture allows us to:
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1. Disambiguate objects by having slots attend to relevant information available at different
feature scales. The slots can then capture global information such as shape and
geometry, as well as local information such as textures—both of which are extractable at
different scales, as shown in [3, 4].

2. The availability of features at different scales enables the model to adapt to varying
scene complexities by learning the appropriate feature scales it needs to attend to in
order to succeed at the task—thus reducing input sensitivity.

The attention module would still operate given a single feature map; however this feature map
would comprise a combination of different scales that the module chooses to learn. Our final
encoder is semantically similar to U-Net[5], with configurations on the conv layers and
hyperparameters to work for our attention module.

Experiments

Datasets For training and visualization experiments regarding the learned masks and attention
maps of each individual slot. We used two datasets as the basis for our comparison: (1) the
CLEVR [6] dataset that was used in the original SA paper, and the (2) CLEVRTex [7], a textured
version of the same dataset. Both shown in Figure 1. To manage our resources efficiently, we
constraint ourselves on training scenes with maximum 6 objects and we also limit the total steps
of training.

Figure 1: The datasets used for our experiments. Left. CLEVR. Right: CLEVRTex

Baselines and Metrics we use the original Slot Attention module as a baseline and compare its
performance with our multiscale hierarchical model. Since we fix the decoding pipeline of both
models, we focus our evaluation heuristics on the learned masks and attention maps of each
individual slot, and not on the reconstruction objective—despite having a reconstruction loss as
the optimization objective (as in the original paper). We note that the reconstruction
improvements come at the latter stages of training while the attention maps are learned earlier.
We note that in order for our hypothesis to hold, we need our model to succeed at both
tasks.

Training We first reproduced the Slot Attention paper [1] as a sanity check that our model works
as expected. Results of our reproduction are shown in Figure 2. The results were within our
expectation given the reduced number of steps which impacts the reconstruction quality. We
also allocated resources at this stage to tune hyperparameters given our differing training setup
(number of objects, etc...) which we then base our future training runs on.
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Figure 2: Reproduction of the original Slot Attention model.
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Figure 3: Output of our multiscale hierarchical SA model on CLEVR.

Then we trained our multiscale hierarchical model on the CLEVR dataset by applying the same
settings, and we get the results in line with our objectives, with a couple of differences in that our
model converges faster and it also seems to capture shadows of objects. We believe that more
training steps should help the model disentangle objects more sharply. There’s also more room
for hyperparameter tuning here since we used the same parameters as the baseline, which
might not be optimal in this case. Results of this run are shown in Figure 3.

Next, we run experiments on the CLEVRTex. A sample of select outputs are shown in Figure 4,
5, where the top row is the original model and the bottom row is our model. The capacity of our
model is evident in the CLEVRTex across scene arrangements, where the baseline struggles.
Figure 4 illustrated a “scene-perfect” example of the advantages brought on by our encoder,
resolving textures on all objects as well as heavily occluded objects.
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Figure 4: Output of both models, showing capabilities of our encoder on CLEVRTex.

Since the baseline is mostly biased by color signals, we run our model on scenes in which we
believe are favorable for the model. The results are shown in Figure 5. Our model produces
sharper object segmentations while also converging faster.

Input Recon Slot 1 Slot 2 Slot 3 Slot 4 Slot 5 Slot & Slot 7

o g
=39 ¢
=] ’ % L%
2c “

-

@

o |

@ ’ . . F]

=

5 .

= 1

b |
L) j )
=9 |
=3 - o

]
L

w

L]

S -

(]

g . ' ' o

=

=

=

Figure 5: Output of both models on scenes favorable to the baseline.

Limitations We note that our model struggles in detecting small objects that share the same
textures as the background. There are generally more failure points with small objects in our
tests, but we believe some instances can be solved by more training steps. We also need to
tune the number and levels of hierarchy in our model, which can accommodate a large section
of these failure cases. The entirety of our test images at better resolution are available here.

Conclusion

For our project, we investigated the use of multiscale hierarchy to address some limitations that we
found in the Slot Attention and subsequent model. Our objective was to solve two prominents issues
relating to inability of prior work to resolve complex textures, and issues on its dependency on
inputs. To validate our hypothesis, we ran experiments on two synthetic dataset, with one being
textured and more complex. We show favorable results that support our hypothesis. For future work,
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we plan on testing our model on more datasets, resolving some of the failure cases that we observe,
and fine-tuning our hyperparameters which are of paramount importance in this line of work.

Division of Labor

Bader worked on the model implementation, running experiments, and analysis. Ce worked on
running experiments, analysis, and tuning. Changcheng worked on running experiments and
visualization logic, and visualizing different runs.
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