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Medical Image Segmentation with Self-Supervised Learning .

PEISEN ZHOU

Medical image segmentation is the application of computer vision models to
automatically segment abnormal parts in medical images. Common topics
of medical image segmentation include identifying lesions in MRI scans
and detecting fractures in X-Ray images. U-Net is the most popular model
used in medical image segmentation because of its interpretability and
generalizability to different medical image modalities [Azad et al. 2022].
With the recent success of U-Net in this topic, a common claim is that we
will no longer need radiologists in the near future, as computer vision models
will completely replace them. Despite these predictions, however, current
medical image segmentation models still face many difficulties. For example,
these models are hard to train because of the lack of curated datasets and
they lack the ability to generalize to out-of-distribution data. One potential
solution to these problems is to introduce pretraining with medical images
and other medical image modalities to compensate for the lack of data
and improve the model’s generalizability. In this project, we first introduced
ourselves to medical image segmentation by participating in the PICAI grand
challenge [Saha et al. 2022] and then explored the potential of self-supervised
pretraining with natural images in the medical image segmentation task.
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2 INTRODUCTION

Medical image segmentation refers to automatically identifying ab-
normal regions in clinical images such as X-Ray images and MRI
scans. The hope is that rapid screening using computational models
would allow radiologists to diagnose patients quickly or even com-
pletely replace radiologists. Currently, the most successful model in
medical image segmentation is U-Net [Ronneberger et al. 2015]. U-
Net comprises a convolutional encoder to encode the images and a
decoder to upsample the encoded latent code to a segmentation map.
Another important feature of U-Net is the skip connections between
the encoder and decoder layers to allow the flow of information. U-
Net is originally designed for medical image segmentation and has
since become the most popular model because of its interpretability
and adaptability to different modalities[Azad et al. 2022]. After its
initial introduction, different alternatives of U-Net have been de-
veloped for different tasks[Siddique et al. 2021]. Some variations
include U-Nets with 3D convolutions for MRI scans and U-Nets
with attention mechanisms. Despite these developments, medical
image segmentation remains a challenging task, and computational
models are far from replacing human radiologists. The main chal-
lenges include the lack of well-curated data and the inability to
generalize to 0.0.d. data. Most U-Net models developed use super-
vised learning. However, there exists no large-scale dataset with
accurate segmentation maps. Therefore, these segmentation mod-
els utilize heavy augmentations to prevent overfitting. Even with

Author’s address: Peisen Zhou.

2023. XXXX-XXXX/2023/5-ART $15.00
https://doi.org/10.1145/nnnnnnn.nnnnnnn

59
60

61
these augmentations, current models still do not transfer well to

0.0.d. data. For example, models trained on images from one hospital
would fail on images captured at another one. One solution to this
problem is using transfer learning. We can pretrain the model on a
large-scale natural image dataset to learn a good feature extractor
and then apply this extractor to medical images. In addition, pre-
vious studies have demonstrated that self-supervised models have
better transfer performance as they learn a more general extrac-
tor[Zhuang et al. 2021]. In this project, we aim at learning a reliable
and interpretable medical image segmentation model through pre-
training with self-supervised algorithms. As an introduction to med-
ical image segmentation, We first participated in the PI-CAI grand
challenge[Saha et al. 2022]. This grand challenge focuses on diag-
nosing prostate cancer, considered one of the most difficult cancers
to detect. Prostate cancers are hard to detect because different cases
have a wide range of heterogeneous behaviors[Saha et al. 2022].
The PI-CAI challenge provides a dataset with more than 10,000 MRI
exams. Each exam contains three modalities: T2-weighted imag-
ing(T2W), diffusion-weighted imaging(DWI), and apparent diffu-
sion coefficient maps(ADC). The dataset is curated with a board
of experts and provides partial human expert annotations along
with Al annotations generated from a semi-supervised algorithm.
For this project, we first participated in the PI-CAI challenge and
constructed a model ensemble for prostate cancer segmentation.
We then use the PI-CAI dataset to evaluate segmentation models
with self-supervised pretraining. To summarize, the content of this
project includes:
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e Participating in the PI-CAI challenge and building a segmen- %0

tation model ensemble. ol
o Training a self-supervised classification model on ImageNet[Deng ,,
etal. 2009], Chexpert[Isensee et al. 2021] and PI-CAlI dataset[Saha

et al. 2022]. o
o Transferring the learned feature extractor to a segmentation o5
model based on U-Net. 9%
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3 RELATED WORK

99

3.1 Medical Image Segmentation 100

U-Net. Released in 2015, U-Net is designed to perform medical 101
image segmentation[Ronneberger et al. 2015]. It is a fully convo- 102
lutional network composed of a downsampling encoder and an 103
upsampling decoder. The encoder is composed of convolutional 104
layers and max-pooling layers to extract high-level features from 105
the inputs. The decoder is composed of up-sampling layers and 106
convolutional layers. The encoder and the decoder have an almost 107
symmetric structure, forming a U-shaped architecture. The archi- 108
tecture allows the network to generate pixel-wise segmentation 109
maps. To mitigate the problem of small datasets, U-Net also utilizes 110
augmentations. The most important augmentation used is random 11
elastic deformations, which smoothly deform the images according 112
to a Gaussian distribution. 13

114
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nnU-Net. Not new U-Net (nnU-Net)[Isensee et al. 2021] is one of
the baseline models in the PI-CAI grand challenge. As the name sug-
gests, nnU-Net does not introduce a new model structure. Instead, it
uses heuristics to automatically configure the U-Net according to the
dataset. For a new dataset, it would generate different configurations
of U-Nets with 2D convolution or 3D convolution. It also configures
different preprocessing pipelines and model hyperparameters. After
training and cross-validation, it chooses the best-performing con-
figurations. In the PI-CAI baseline, nnU-Net is configured to train a
5-fold assembly.

nnDetection. NnDetection[Baumgartner et al. 2021] is another
baseline included in the PI-CAI challenge. The basic idea is similar
to nnU-Net except that the backbone model is retina U-Net[Jaeger
et al. 2018] instead of U-Net. Retina U-Net incorporates the feature
pyramid from the retina net and generates bounding boxes instead
of pixel-wise segmentations. Several bounding boxes are consoli-
dated according to the weighted box clustering algorithm to form
segmentation maps.

3.2 Self-supervised Learning

SimCLR. SimCLR[Chen et al. 2020] is a simple contrastive learn-
ing framework. In SIimCLR, the model is presented with augmen-
tations of two images. The goal of the model is to generate similar
representations for augmentations of the same image and generate
dissimilar representations for those of two different images. With a
model pretrained on ImageNet[Deng et al. 2009] with SimCLR, the
linear classifier heads trained for the ImageNet classification task
are able to achieve similar performance to the supervised ResNet50.

SupCon. Supervised contrastive learning(SupCon)[Khosla et al.
2021] is a self-supervised learning algorithm based on SimCLR. The
main difference from SimCLR is the loss function. While SimCLR
treats all other images as negatives in its contrastive loss, SupCon
utilizes the class label and treats images from the same class as
positives and images from other classes as negatives. Due to the
additional information, models trained with SupCon are more robust
to image corruptions and can outperform ResNet on ImageNet.

Transfer to medical images. Previous researchers have attempted
to apply self-supervised learning techniques to medical images. [Az-
izi et al. 2021] try to counter the problem of limited labeled medical
datasets by using models pretrained using SIimCLR. In this paper,
the authors first train a convolutional model using SimCLR and
natural images. The model is then trained on unlabeled medical
images with contrastive learning. Finally, the model is fine-tuned
on labeled medical images using supervised learning. The resulting
model outperforms its supervised counterparts on medical image
classification tasks.

4 METHODS
4.1 PI-CAl

For the PI-CAI challenge, our team decided to finetune and ensemble
baseline models. We trained our own versions of nnU-Net and nnDe-
tection on the PI-CAI dataset to create our own baseline models. The
trained models perform similarly to the baselines provided by the
challenge. To further improve these models, we collected additional
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prostate cancer data collected from the Prostate158 dataset[Adams
et al. 2022]. During the training of the two baseline models, we
notice that nnDetection can more successfully detect lesions but is
unable to produce accurate segmentation maps because the bound-
ing boxes are limited to rectangles. On the other hand, nnU-Net can
produce accurate segmentation maps but lack the ability to confi-
dently detect lesions. After fine-tuning, we ensemble segmentation
maps from nnU-Net and nnDetection through the weighted average
of the outputs. In this way, we hope to combine the high-confidence
bounding boxes from nnDetection and accurate pixel-wise segmen-
tation from nnU-Net. We only used 4 folds from each method due
to memory limitations.

4.2 Segmentation model using self-supervised learning

Pre-training. Following the procedure in [Azizi et al. 2021], we
trained a convolutional network using contrastive loss on medical
images. We started with a ResNet50 model pretrained with SupCon
from solo-learn[Costa et al. 2022]. We chose SupCon instead of
SimCLR because we believe that it can utilize the label information
to learn a more robust representation. The original ResNet50 from
solo-learn was trained on the ImageNet-100 dataset. We further train
the model on Chexpert[Irvin et al. 2019] using SupCon. The hope
is that tuning with Chexpert data would help the model to learn
features specific to medical images. Due to overlapping labels in
Chexpert, we only use a binary class indicating whether the image
is normal or abnormal for training. For testing, we followed the
procedure in [Azizi et al. 2021] and extracted five non-overlapped
pathology classes: atelectasis, cardiomegaly, consolidation, edema,
and pleural effusion.

Segmentation Model: After pre-training, we transfer the learned
encoder to a U-Net. We designed a decoder with four upsampling
blocks. Each block contains 4 convolutional layers and upsampling
using transposed convolution. During training, the learned encoder
is frozen. The U-Net is trained with the PI-CAI dataset. Due to
limited computational resources and class imbalance, we only used
the positive samples and one modality from the PI-CAI data. To
compare the effect of training with medical images, we trained two
versions of segmentation models with encoders tuned and not tuned
with Chexpert data. We also trained a U-Net from scratch to find
the effect of pre-training.

5 RESULTS
5.1 PICAI

The final performance of our PI-CAI algorithm is shown in Table
1. During the testing phase of the PI-CAI challenge, all algorithms
are evaluated on a hidden testing set. Performances of the models
are measured using Area Under Receiver Operating Characteristics
(AUROC) and Average Prevision (AP). AUROC measures the diag-
nosis accuracy of the model. To achieve high AUROC, the model
needs to have high prediction scores for positive patients and low
prediction scores for negative patients. In our model, the prediction
score is the highest softmax likelihood in the predicted masks. AP
measures the accuracy of the segmentation mask by comparing the
likelihoods to ground truth masks. By fine-tuning with prostate158
[Adams et al. 2022] and combining outputs from both baselines,
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a. ground truth

b. prediction

Fig. 1. Example segmentation mask produced from our PI-CAl model. The model accurately identifies lesions in the MRI image. Top: an accurate prediction
of a segmentation map. nnU-Net and nnDetection highly agree with this prediction and the final prediction is dominated by nnDetection. The prediction,
therefore, has a consistently high likelihood throughout the mask. nnU-Net adds detail to the pixel likelihood of the prediction. Bottom: An incorrect prediction
made by the ensemble. The models incorrectly predict lesions in a negative sample. However, since the two models do not agree, the final prediction does not

have high confidence scores.

we were able to improve both diagnosis and lesion segmentation
accuracy. In fact, the ensemble has AUROC and AP higher than
both baselines. This corroborates our hypothesis that an ensemble
of the two baselines can achieve both high prediction confidence
and accurate segmentation masks. Examples of model predictions
can be found in Figure 1. Within the whole challenge, our model
achieved 6th place out of 22 final submissions.

Models AUROC | AP | Score
nnU-Net 0.865 0.576 | 0.721
nnDetection 0.874 | 0.546 | 0.710
Ensemble (ours) 0.877 0.600 | 0.738
Table 1. PI-CAl scores of the baselines and our method. Area Under Receiver
Operating Characteristics (AUROC) measures the diagnosis performance
of the model. Average Precision (AP) measures the segmentation accuracy.
The final score is the average of the two metrics. Our weighted ensemble of

fine-tuned baselines is able to achieve higher scores in both metrics.

5.2 Segmentation model using self-supervised learning

After training the pre-trained ResNet50 with Chexpert using Sup-
Con, testing accuracy on the five pathology classes reached 45 per-
cent top-1 accuracy. This is significantly worse than the performance
in [Azizi et al. 2021]. U-Net using an ImageNet and Chexpert-trained
encoder performs similarly to that with an encoder only trained
with ImageNet(Figure 2. Figure 3.). Further numerical evaluations
will be needed to determine the differences. Segmentation model

trained from scratch failed to produce segmentation maps under
the same training setting.

6 CONCLUSION

Our results from the PI-CAI grand challenge demonstrate that assem-
bling predictions from different models can improve performance.
A further step could be combining the two segmentation models
by letting them share the same backbone and have different output
heads. For example, in the Retina U-Net model used in nnDetection,
the segmentation map decoded is not used in the final output. We
can modify the model to use the bounding boxes and segmenta-
tion maps as outputs. Forcing the network to produce two types
of outputs might make the predictions accurate and interpretable.
Another step could be combining results from more different mod-
els. As observed in our ensemble model, the properties of different
models can each other, producing more reliable segmentations.

The results from the second experiment demonstrated that encoders
trained with contrastive learning could be transferred to a U-Net and
learn a segmentation model. Since the experiments performed in
this project are only preliminary, the results are not systematically
evaluated. Even without numerical metrics, we can already see that
this pipeline has the potential to train a segmentation model. How-
ever, training with Chexpert does not make the model significantly
better. This could be due to the fact that our Chexpert training is
not good enough or that X-ray images in Chexpert are too different
from MRI scans in PI-CAL The Chexpert pre-training result can be
improved through hyperparameter tuning and introducing heavier
augmentations, such as the deformation used in U-Net[Ronneberger
et al. 2015]. In addition, self-supervised training with a large MRI
dataset could make the feature extractor learned more relevant to
the target task. Brain MRI scan datasets can be a potential option as
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a. ground truth

b. prediction

Fig. 2. Segmentation maps produced from U-Net using an encoder pre-trained on ImageNet and Chexpert using SupCon. Top: the model is able to accurately
predict the segmentation mask on some validation cases. Bottom: failure cases where the model predicts more than the actual ground truth mask.

a. ground truth

b. prediction

Fig. 3. Model predictions of the same images from a U-Net using an encoder only pretrained with ImageNet. There appears to be no significant difference

between the two models’ outputs.

they are more widely available. In addition, the current experiment

only trains the model on positive samples due to class imbalance.

This can be why the model is predicting segmentation maps larger
than ground truth. In future experiments, negative cases should
be included in the training while addressing the class imbalance
problem.

REFERENCES

Lisa C. Adams, Marcus R. Makowski, Giinther Engel, Maximilian Rattunde, Felix Busch,
Patrick Asbach, Stefan M. Niehues, Shankeeth Vinayahalingam, Bram van Ginneken,

, Vol. 1, No. 1, Article . Publication date: May 2023.

Geert Litjens, and Keno K. Bressem. 2022. Prostate158 - An expert-annotated 3T
MRI dataset and algorithm for prostate cancer detection. Computers in Biology
and Medicine 148 (Sept. 2022), 105817. https://doi.org/10.1016/j.compbiomed.2022.
105817

Reza Azad, Ehsan Khodapanah Aghdam, Amelie Rauland, Yiwei Jia, Atlas Haddadi
Avval, Afshin Bozorgpour, Sanaz Karimijafarbigloo, Joseph Paul Cohen, Ehsan Adeli,
and Dorit Merhof. 2022. Medical Image Segmentation Review: The success of U-Net.
https://doi.org/10.48550/arXiv.2211.14830 arXiv:2211.14830 [cs, eess].

Shekoofeh Azizi, Basil Mustafa, Fiona Ryan, Zachary Beaver, Jan Freyberg, Jonathan
Deaton, Aaron Loh, Alan Karthikesalingam, Simon Kornblith, Ting Chen, Vivek
Natarajan, and Mohammad Norouzi. 2021. Big Self-Supervised Models Ad-
vance Medical Image Classification.  https://doi.org/10.48550/arXiv.2101.05224

400
401
402
403

404

406
407
408
409
410
411
412
413
414
415
416
417
418
419
420
421
422
423
424
425
426
427
428
429
430
431
432
433

434

436
437
438
439
440
441
442
443
444
445
446
447
448
449

450


https://doi.org/10.1016/j.compbiomed.2022.105817
https://doi.org/10.1016/j.compbiomed.2022.105817
https://doi.org/10.48550/arXiv.2211.14830
https://doi.org/10.48550/arXiv.2101.05224

457
458
459
460
461
462
463
464
465
466
467
468
469
470
471
472
473
474
475
476
477
478
479
480
481
482
483
484
485
486
487
488
489
490
491
492
493

494

496
497
498
499
500
501
502
503
504
505
506
507
508
509
510
511
512

513

arXiv:2101.05224 [cs, eess].

Michael Baumgartner, Paul F. Jager, Fabian Isensee, and Klaus H. Maier-Hein. 2021.
nnDetection: A Self-configuring Method for Medical Object Detection. In Medical
Image Computing and Computer Assisted Intervention — MICCAI 2021 (Lecture Notes
in Computer Science), Marleen de Bruijne, Philippe C. Cattin, Stéphane Cotin, Nicolas
Padoy, Stefanie Speidel, Yefeng Zheng, and Caroline Essert (Eds.). Springer Interna-
tional Publishing, Cham, 530-539. https://doi.org/10.1007/978-3-030-87240-3_51

Ting Chen, Simon Kornblith, Mohammad Norouzi, and Geoffrey Hinton. 2020.
A Simple Framework for Contrastive Learning of Visual Representations.
arXiv:2002.05709 [cs.LG]

Victor Guilherme Turrisi da Costa, Enrico Fini, Moin Nabi, Nicu Sebe, and Elisa Ricci.
2022. solo-learn: A Library of Self-supervised Methods for Visual Representation
Learning. Journal of Machine Learning Research 23, 56 (2022), 1-6. http://jmlr.org/
papers/v23/21-1155.html

Jia Deng, Wei Dong, Richard Socher, Li-Jia Li, Kai Li, and Li Fei-Fei. 2009. ImageNet: A
large-scale hierarchical image database. In 2009 IEEE Conference on Computer Vision
and Pattern Recognition. 248-255. https://doi.org/10.1109/CVPR.2009.5206848 ISSN:
1063-6919.

Jeremy Irvin, Pranav Rajpurkar, Michael Ko, Yifan Yu, Silviana Ciurea-Ilcus, Chris
Chute, Henrik Marklund, Behzad Haghgoo, Robyn Ball, Katie Shpanskaya, Jayne
Seekins, David A. Mong, Safwan S. Halabi, Jesse K. Sandberg, Ricky Jones, David B.
Larson, Curtis P. Langlotz, Bhavik N. Patel, Matthew P. Lungren, and Andrew Y. Ng.
2019. CheXpert: A Large Chest Radiograph Dataset with Uncertainty Labels and
Expert Comparison. https://doi.org/10.48550/arXiv.1901.07031 arXiv:1901.07031
[cs, eess].

Fabian Isensee, Paul F. Jaeger, Simon A. A. Kohl, Jens Petersen, and Klaus H. Maier-Hein.
2021. nnU-Net: a self-configuring method for deep learning-based biomedical image

Medical Image Segmentation with Self-Supervised Learning « 5

segmentation. Nature Methods 18, 2 (Feb. 2021), 203-211. https://doi.org/10.1038/
$41592-020-01008-z Number: 2 Publisher: Nature Publishing Group.

Paul F. Jaeger, Simon A. A. Kohl, Sebastian Bickelhaupt, Fabian Isensee, Tristan Anselm
Kuder, Heinz-Peter Schlemmer, and Klaus H. Maier-Hein. 2018. Retina U-Net:
Embarrassingly Simple Exploitation of Segmentation Supervision for Medical Object
Detection. arXiv:1811.08661 [cs.CV]

Prannay Khosla, Piotr Teterwak, Chen Wang, Aaron Sarna, Yonglong Tian, Phillip
Isola, Aaron Maschinot, Ce Liu, and Dilip Krishnan. 2021. Supervised Contrastive
Learning. arXiv:2004.11362 [cs.LG]

Olaf Ronneberger, Philipp Fischer, and Thomas Brox. 2015. U-Net: Convolutional
Networks for Biomedical Image Segmentation. https://doi.org/10.48550/arXiv.1505.
04597 arXiv:1505.04597 [cs].

Anindo Saha, Jasper Jonathan Twilt, Joeran Sander Bosma, Bram van Ginneken, Derya
Yakar, Mattijs Elschot, Jeroen Veltman, Jurgen Fiitterer, Maarten de Rooij, and
Henkjan Huisman. 2022. Artificial Intelligence and Radiologists at Prostate Cancer
Detection in MRI: The PI-CAI Challenge (Study Protocol). Technical Report. Zenodo.
https://doi.org/10.5281/zenodo.6667655

Nabhian Siddique, Sidike Paheding, Colin P. Elkin, and Vijay Devabhaktuni. 2021. U-
Net and Its Variants for Medical Image Segmentation: A Review of Theory and
Applications. IEEE Access 9 (2021), 82031-82057. https://doi.org/10.1109/ACCESS.
2021.3086020 Conference Name: IEEE Access.

Chengxu Zhuang, Siming Yan, Aran Nayebi, Martin Schrimpf, Michael C. Frank, James J.
DiCarlo, and Daniel L. K. Yamins. 2021. Unsupervised neural network models of the
ventral visual stream. Proceedings of the National Academy of Sciences 118, 3 (Jan.
2021), €2014196118. https://doi.org/10.1073/pnas.2014196118 Publisher: Proceedings
of the National Academy of Sciences.

, Vol. 1, No. 1, Article . Publication date: May 2023.

514
515
516
517
518
519
520
521
522
523
524
525
526
527
528
529
530
531
532
533
534
535
536
537
538
539
540
541
542
543
544
545
546
547
548
549
550
551

552

559
560
561
562
563
564
565
566
567
568
569
570


https://doi.org/10.1007/978-3-030-87240-3_51
https://arxiv.org/abs/2002.05709
http://jmlr.org/papers/v23/21-1155.html
http://jmlr.org/papers/v23/21-1155.html
https://doi.org/10.1109/CVPR.2009.5206848
https://doi.org/10.48550/arXiv.1901.07031
https://doi.org/10.1038/s41592-020-01008-z
https://doi.org/10.1038/s41592-020-01008-z
https://arxiv.org/abs/1811.08661
https://arxiv.org/abs/2004.11362
https://doi.org/10.48550/arXiv.1505.04597
https://doi.org/10.48550/arXiv.1505.04597
https://doi.org/10.5281/zenodo.6667655
https://doi.org/10.1109/ACCESS.2021.3086020
https://doi.org/10.1109/ACCESS.2021.3086020
https://doi.org/10.1073/pnas.2014196118

	Abstract
	1 Acknowledgement
	2 Introduction
	3 Related Work
	3.1 Medical Image Segmentation
	3.2 Self-supervised Learning

	4 Methods
	4.1 PI-CAI
	4.2 Segmentation model using self-supervised learning

	5 Results
	5.1 PICAI
	5.2 Segmentation model using self-supervised learning

	6 Conclusion
	References

