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Abstract

Shell programs are used routinely for configuration, processing, and automa-

tion tasks. Unfortunately, their execution can have catastrophic consequences

when gone wrong: partly due to their ubiquitous interaction with the filesys-

tem and the broader environment, these programs can lead to disastrous and

unrecoverable errors when buggy. The combination of the shell’s unique se-

mantics, the use of black box components, and the dynamic nature of the

broader environment significantly complicates reasoning about shell programs.

We develop a new system, Shseer, for ahead-of-time reasoning about shell

programs. Shseer uses a file-tree logic to statically detect the incorrect com-

position of components with respect to their side effects on the filesystem —

notifying users of such incorrectness before the execution of shell programs.
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Chapter 1

Introduction

Shell scripts are commonly used for configuration, processing, and automation tasks. In-

correct shell scripts can have disastrous consequences, leading to the deletion/corruption

of critical data, security vulnerabilities, and unrecoverable error states. Far from being

a legacy system, the shell continues to rank as one of the most popular programming

languages in the world, with the total amount of shell code rapidly growing in recent

years [1]. However, despite the continued use of the shell, tooling for it has fallen behind

other scripting languages. The shell’s unique (read bizarre) semantics and ability to run

arbitrary commands have resulted in a lack of tools that can detect semantic errors in

shell scripts. The shell is a source of dread for developers due to its cryptic error messages

and unexpected runtime errors.

We identify a need in the ecosystem for static analysis tools for the shell that can help

developers, seasoned and new, write better shell scripts and prevent common mistakes.

Detecting errors in shell scripts ahead of time will lead to safer and more correct shell

scripts while dramatically improving the developer experience.

1.1 Key Idea: Symbolic Execution

Errors in shell scripts can broadly be categorized into four types:

1. Shell syntax errors: Syntax errors that violate the shell’s grammar, such as not

correctly terminating an if statement or for loop expression.
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1.1 Key Idea: Symbolic Execution

2. Semantic errors: Semantic errors that arise from a misunderstanding of the shell’s

semantics. For example, unlike most modern programming languages, the shell has

dynamic and not static scope.

3. Incorrect command invocation: A command is invoked incorrectly by passing an

invalid option, flag, or argument. For example:

• Passing the invalid -y option to the rm command will cause it to error.

• The command invocation head -n one lines.txt will fail as the -n option of the

head command expects a numeric value.

• The command invocation cat foo.txt will fail if the file foo.txt does not exist in

the current directory. The success of this command invocation is dependent

on the state of the filesystem.

There lies a key distinction between errors in the shell and errors in commands invoked

by shell scripts. The semantics of the shell determines the former, while the latter has to

do with the (arbitrary) semantics of the invoked command that is not part of the shell’s

semantics.

Command failures can result from incorrect composition with other commands in a

shell script. For example, the composition mv /foo.txt /boo.txt; rm /foo.txt will fail as

rm is trying to delete a file that no longer exists.

We introduce a new tool, Shseer, that can statistically reason about shell scripts

without running them. Shseer symbolically executes a given shell script, exploring all

possible execution paths. In doing so, it composes constraints that express the filesystem

side-effects of commands along the execution path. Shseer can detect:

1. Incorrect composition of commands with respect to their file system side-effects

that would lead to a runtime error, such as trying to read from a deleted file.

2. Unreachable code that will never be executed. Dead code, while valid, often signals

an error.

3. Semantic errors in scripts, such as using a variable that was not assigned, which is

usually indicative of an error.
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1.2 Landscape of the Shell

The work in this thesis presents a prototype of Shseer that can reason about a large

subset of shell constructs to detect errors such as those specified above. Shseer is part of

the wider PaSH effort [2] that seeks to perform automated reasoning about shell scripts

to make them more robust and performant. Shseer is the first step towards a general

ahead-of-time reasoning of the shell. Shseer can be extended to reason about shell scripts

beyond just the file system side-effects, such as by symbolically reasoning about the

command line arguments to the script.

1.2 Landscape of the Shell

Below, we sketch out some unique aspects of the shell and how Shseer handles them.

1.2.1 Numerous Shells

The POSIX standard [3] specifies the expected behavior of a POSIX-compliant shell.

While the POSIX standard is considered the reference point for a shell, the standard

itself can be ambiguous. The shell, in reality, refers to a collection of more than a dozen

different scripting languages that adhere to the POSIX standard to varying degrees.

Different shells have distinct semantic behavior and even different syntax. Some shells,

such as the popular bash, contain constructs such as arrays that are not part of the POSIX

standard. Shseer implements the POSIX specification for shell semantics because it is

the base reference point for all shells.

1.2.2 Dynamic Nature

A script’s behavior can drastically change depending on the current filesystem and en-

vironment state. Shseer performs its analysis by assuming that the current filesystem

and environment state is the state with which the script will be executed, which has two

major effects. First, Shseer converts all relative paths in a shell script to absolute paths

by prepending them with the path of the current working directory. This restricts Shseer

from analyzing scripts where the working directory is changed, i.e., the cd command is

called. Second, Shseer assumes the current shell environment state (environment vari-

ables) is the environment state the script will be run with. This allows Shseer to fetch the

current shell environment to resolve the value of common shell variables such as $PATH.
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1.2.3 Arbitrary Commands

Shseer relies on manually written specifications for commands to infer a command’s side

effects on the filesystem. Currently, Shseer only contains specifications for a handful of the

common coreutils commands and hence can only handle scripts that contain commands

in this subset. Future work will remove this limitation by creating a mechanism for

automatically creating specifications for a wider subset of commands.
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Chapter 2

Background

The following section presents a brief overview of symbolic execution and discusses prior

work on reasoning about shell scripts.

2.1 Symbolic Execution

Symbolic execution has a rich history in static analysis tools across multiple languages.

The key principle behind symbolic execution is executing a program with symbolic val-

ues instead of concrete ones. As a program is interpreted, the executor accumulates

constraints on the values symbolic variables could take. These constraints are usually

passed to a constraint solver, which can determine whether the collection of constraints is

consistent. A symbolic executor explores all possible execution paths and checks whether

any result is in an error state (such as an assertion failure) or an inconsistent collection

of constraints (indicative of an error). A key benefit of symbolic execution is that if a

bug is detected, it can produce a concrete test case demonstrating failure.

In the case of Shseer, the symbolic value is the filesystem itself. Shseer explores all

possible filesystem modifications that could be introduced by a script and determines if

any of them are erroneous. For a detailed overview of Shseer’s symbolic execution, see

Chapter 4. A full overview of symbolic execution is beyond the scope of this work but

can be found in [4].
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2.2 ShellCheck

2.2 ShellCheck

ShellCheck is a widely used static analysis tool for Shell scripts [5]. ShellCheck parses

a given shell script and then runs a series of hard-coded heuristics to detect common

syntactic errors in a script. Apart from flagging outright errors (the break construct

should only be used within a loop), ShellCheck also points out common pitfalls that may

break a script in certain circumstances, such as inadvertent word splitting. ShellCheck

performs over 500 unique checks to detect potential script errors.

However, ShellCheck can only perform checks at the syntactic level as it lacks any rea-

soning about shell semantics. While ShellCheck can detect certain semantic errors, such

as the misuse of Boolean operators or equality checking, these are hard-coded heuristics.

As a syntactic tool, ShellCheck is fundamentally limited in the errors it can catch.

In contrast, Shseer can reason about a script’s semantics, allowing it to detect seman-

tic errors that ShellCheck cannot. Apart from just detecting errors concerning filesystem

side effects, Shseer’s symbolic execution allows it to reason about the values of variables

and detect unassigned variable assignments and unreachable code. Further, since Shseer

can track variable mutation across the script, it can reason about shell expansion/quoting

at a deeper level than ShellCheck.

2.3 CoLiS

The CoLiS project [6] introduces the feature tree logic with similarity (FTS) that Shseer

also uses to reason about a command’s effect on the filesystem. The CoLiS toolchain

parses shell scripts into an AST that is converted into a program in the CoLiS language.

The CoLiS language has a clearer syntax than the shell and a formally defined semantics.

The script is now in the CoLiS language and symbolically executed to detect bugs in the

script. While there is overlap in approach, the scope, goals, and implementation of CoLiS

and Shseer fundamentally differ.

First, CoLiS is focused on analyzing maintainer scripts for Debian packages. This

focus allows CoLiS to make several assumptions on the type of constructs found in

scripts. One such key assumption is that the values of all variables are statically known.
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2.4 Other work

Shseer aims to handle most POSIX-compliant scripts and potentially support popular

non-POSIX-compliant shells such as bash.

Next, CoLiS uses a custom handwritten solver to solve FTS formulas. Shseer instead

uses an SMT solver (Z3) to discharge its solving obligations. While this introduces a

separate set of challenges (see section 3.4), an SMT solver allows Shseer to leverage

numerous advances across automated reasoning without significant manual effort. For

example, Shseer can be extended to reason about strings using the SMT theory of strings,

which is extremely difficult to implement in a custom solver. An SMT implementation

is also easier to maintain - the SMT axiomatization of FTS is approximately 40 lines

of code in Python, while a naive, unoptimized implementation of CoLiS’s custom FTS

solver is over 300.

2.4 Other work

We briefly mention other relevant work. Sippel et al. recently presented an approach to

create a type system for Unix pipes [7]. While typing command input/output values was

an initial direction explored in this system, we ultimately decided that focusing on file

system side effects would be more productive. Ntzik et al. introduce a program logic to

reason about the behavior of the POSIX file system [8]. The program logic introduced is

richer than FTS and allows for reasoning about more complex filesystem transformations

that cannot be expressed in FTS. We decided that FTS was a more appropriate starting

point due to greater ease of implementation and leave the adoption of richer program

logics to future work.
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Chapter 3

File Tree Logic

This section defines the file tree logic used and axiomatization in SMT. We also elaborate

on the specification of commands as well as the composition of command specifications.

Large parts of this chapter (3.1,3.2,3.3) are based on previous work [6] and are included

here for completeness. The main contribution of the thesis in this chapter is in section

3.4. This chapter only contains a sketch of FTS required to understand the work in this

thesis. See Chapter 3 of [6] for a more formal and involved treatment.

A modern POSIX filesystem is a complex behemoth that contains enormous amounts

of information. Capturing all its complexity is extremely challenging and not required

to reason about the behavior of a large subset of commands. Many common commands

focus on relatively simple modifications to the filesystem, namely creating or deleting

files/directories. More complex operations (such as moving a file) can be understood as

the deletion of a file followed by creating a new file with the same content. Based on

this abstraction, file tree logic with similarity (FTS) describes the (non) existence of files

and directories in the filesystem. A command’s invocation expects the (non) existence of

certain files/directories and then creates/deletes certain files/directories.

Several important features about the POSIX filesystem relevant to the shell are cur-

rently not expressed within our implementation of FTS—file kinds, file permissions, and

symbolic links. The former two can be easily added with some extra engineering work,

while the latter requires a rethinking of the logic itself.

8



3.1 Overview of FTS

3.1 Overview of FTS

FTS assumes that the file system can be modeled as a finite tree. Each directory has an

edge to its children labeled with the feature (string) that gives the child’s name.

Figure 3.1 A visualization of the file tree described by the path /dir1/foo.txt

As depicted in the above figure, each filesystem object is represented by a variable

drawn from an infinite set of variables V . The hierarchical relation between them is

represented by an edge between the parent and child. The root of the tree given by r

represents the filesystem’s root.

Notation: The variable r refers to the filesystem’s root.

An FTS formula ψ is then given by:

9



3.1 Overview of FTS

V : := x, y, z... Infinite set of variables

FR : := f... Infinite set of features

F : := {f, ....} A set of features

| ∗ The universal set

| {f, ...}c The complement of the set

ϕ, ψ : := x[f ]y Hasf predicate. Feature f from x to y

| x[F ] ↑ AbsF predicate. Absence of F from x

| x =F y SimF predicate. x and y are equivalent on F

| T True

| ⊥ False

| ¬ϕ Negation of ϕ

| ϕ ∨ ψ Disjunction of formulas

| ϕ ∧ ψ Conjunction of formulas

| ∃x.ϕ Existential quantification of x in ϕ

| ∀x.ϕ Universal quantification of x in ϕ

FTS is built on three predicates - HasF, AbsF, and SimF.

1. The HasF predicate x[f ]y specifies that there exists an edge with label f between

x and y. Note that we do not distinguish whether a variable is a file or a directory.

Within FTS, a file is treated equivalently to a directory with no children. Some

examples are:

• ∃x.r[”home”]x expresses that there exists a filesystem object x such that the

root of the filesystem (given by r) contains an edge to it labeled with ”home”.

This formula is equivalent to stating that the path /home must exist.

• ∃x, y.r[”home”]x ∧ x[”anirudh”]y chains together HasF predicates to express

the existence of a longer path. This formula is equivalent to stating that the

path /home/anirudh must exist.

10



3.1 Overview of FTS

2. The AbsF constraint specifies the absence of a set of features from the feature tree

node of a variable x. The type of set naturally affects the interpretation of the

predicate:

(a) If F is a simple set, that means that x does not contain any outgoing edges

with those features. For example, r[”foo.txt, ”boo.txt”] ↑ states that the root

does not contain any outgoing edges with the label ”foo.txt” or ”boo.txt”.

This formula is equivalent to stating that the paths /foo.txt and /boo.txt do

not exist.

(b) If F is the complement of a set, then x does not contain any edges with features

that lie outside the set. Note that features within the set may or may not exist.

For example, r[”apple.txt”, ”banana.txt”C ] ↑ states that r does not contain any

outgoing edges with a label that is not ”apple.txt” or ”banana.txt”. Hence,

this states that the path /orange.txt does not exist. The path /apple.txt or

/banana.txt may or may not exist.

(c) If F is the universal set, then x does not contain any outgoing edges. For

example, ∃x.r[”dir1”]x ∧ x[∗] ↑ states that r has an edge to the variable x

along the edge with label ”dir1” and x has no outgoing edges. Thus, the path

/dir1 exists, and no path of the form /dir1/* exists.

3. The SimF predicate allows for the specification of updates to the file system. A

command takes an input filesystem and produces an output filesystem. The SimF

predicate enables the specification of the relation between the two. Consider an

expression of the SimF predicate x =F y:

(a) If F is a simple set, then for each feature, f in F , x, and y are equivalent,

i.e., they either point to the same node or have no edge with that feature.

For example, x =[”dir1”,”dir2] y specifies that along the edges with label ”dir1”,

”dir2” x, y point to the same objects. Hence it is the case that if for some

variablesm,n x[”dir1”]m∧y[”dir1”]n thenm = n. However, it is also possible

that both xandy do not have an outgoing edge with that label.

(b) If F is the complement of a set, then for all features not in F , x and y are

11



3.2 Specifying Command Behavior

equivalent. For example, x =[”dir1”] y specifies that x, y points to the same

nodes on all edges that do not have the label ”dir1”.

(c) If F is the universal set, then x and y are equal. Any occurrence of y can be

substituted with x and vice-versa.

3.2 Specifying Command Behavior

To detect bugs, we first need to specify what successful execution means.

Definition: A command has successfully executed if it returns an exit code of 0. If a

command returns a non-zero exit code, then it has failed.

Due to the black-box nature of shell commands, it’s tough to do better than the above

definition of success. Since commands decide what exit code to return (in most cases),

this definition also relies on a command to correctly report its exit code and adhere to this

definition. The initial focus of our work is on GNU coreutils commands, which generally

adhere to this definition.

To model command behavior, we then specify in FTS the conditions required for it to

execute successfully. If the constraint solver concludes that the specification is violated,

then Shseer can report that the command will fail. A command’s specification can be

broken into three parts:

First, a command expects the filesystem to be in a certain state P before it’s run. The

exact nature of P may depend on the arguments passed to the command. For example,

consider the command:

cat /dir1/foo.txt

For the command to succeed, the file passed as an argument to cat must exist. This

condition can be expressed as an FTS specification:

∃x, y. r[dir1]x ∧ x[foo.txt]y

12



3.2 Specifying Command Behavior

The formula above is true only if there exists a subtree in the filesystem that cor-

responds to the path /dir1/foo.txt. The above specification is the weakest precondition

required for the success of the command.

Definition: A precondition P of a command invocation C is a formula in FTS such

that if P is true, then C will succeed. A weakest precondition α is a precondition such

that for any precondition formula P, α =⇒ P .

Note that a specification is for a command invocation and not a command as using

different flags/options in a command leads to different requirements for its success.

Next, once a command is executed, it produces a new filesystem. The FTS formula

that describes the filesystem after the execution of a command is its postcondition

Definition: A postcondition R of a command invocation C is a formula in FTS such

that if C is executed, then R is true. A strongest postcondition β is a postcondition such

that for any postcondition formula R, R =⇒ β

Consider the command:

rm /boo.txt

The filesystem after the command executes must not contain the file boo.txt:

r′[{boo.txt}] ↑

The variable r′ (read ”r prime”) denotes the root of the filesystem after the command

executes.

When creating a specification for a command, we want the weakest precondition (the

minimum needed for a command to succeed) and the strongest postcondition (the most

information we can obtain about a command’s execution).

Finally, we need to specify the relation between the filesystems prior to the command’s

execution and the filesystem after the command’s execution. Putting all this together:

13



3.2 Specifying Command Behavior

∃x, y. r[dir1]x ∧ x[foo.txt]y ∧ Precondition

∃x′. r′[dir1]x′ ∧ x′[{foo.txt}] ↑ ∧ Postcondition

r ={dir1}c r
′ ∧ x ={foo.txt}c x

′ Relation between Precondition and Postcondition

Figure 3.2 The specification of the command rm /dir1/foo.txt

To explain the relation between the precondition and postcondition:

1. The roots of the two filesystems are the same on every feature except dir1, which

is the directory within which a file was deleted

2. The nodes denoting /dir1 must also be the same on every feature except foo.txt,

which is the file that was deleted.

A key point to note here is that from the perspective of the FTS logic, a command

does not mutate the filesystem but rather takes as input a filesystem and produces a

new filesystem. The precondition of the command specifies the input filesystem, and the

postcondition specifies the output filesystem. The SimF predicate allows us to specify

the relation between the two as above.

Now, a formula such as the one above specifies one possible success path for a com-

mand. However, a command may have multiple success paths that have different spec-

ifications. For example, the mv command performs different operations depending on

whether the input arguments refer to a directory or file. Apart from success conditions,

we also need to specify the failure conditions of a script. Consider the following shell

snippet:

1 if rm /foo.txt ; then

2 echo "removed file"

3 else

4 echo "could not remove file"

5 fi

Figure 3.3 A simple if statement

When symbolically executing this script, we also need to consider the else branch

when the command fails. Thus, we also need to specify the conditions that could cause

a command to fail. It is now time to formally define the specification of a command:

14
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Definition: A atom is an FTS formula that contains no valid sub-formula. An atom is

a formula containing just one of the three predicates (HasF, SimF, AbsF)

Definition: A literal is an FTS formula that is an atom or its negation.

Definition: A x-constraint is of the form ∃X.ψ where ψ is of the form l1 ∧ l2.... ∧ ln
where li is a literal and X is a set of variables that are existentially quantified in ψ

Definition: A DXC (disjunction of x-constraints) is a formula δ of the form

c1 ∨ c2... ∨ cm where cj is an x-constraint

Definition: A specification case is an x-constraint that expresses a possible command

behavior. A specification case consists of the conjunction of precondition and

postcondition and the relation between the two.

Definition: The specification of a command invocation C is a DXC formula that

expresses a disjunction of specification cases. A specification must be complete and

model all possible command execution behaviors (success and failure).

Definition: A command fails if the DXC formula ψ that describes its success forms

cannot be satisfied

3.3 Composing Commands

To reason about the composition of commands, we need to reason about the composition

of their specifications. Composing specifications is relatively straightforward. To compose

two commands, we need to specify that the filesystem produced by the first command is

the filesystem consumed by the second command.

Expressed as an FTS formula, if r′ is the root of the filesystem after C1 is executed

and r′′ is the root of the filesystem before C2 is executed, then r′ =∗ r
′′.

In practice, each command’s specification is a DXC, and the composition is slightly

trickier:

Definition: Let C1 be a command with a specification ψ1 : c11 ∨ c12.... ∨ c1n and C2 a

command with the specification ψ2 : c21 ∨ c22....∨ c2m The composition of two commands

15



3.4 SMT Axiomatization of FTS

C1;C2 represents the result of running C1 followed by C2. The specification of C1;C2 is

given by:

∨i=1:n(∨j=1:m(c1i ∧ c2j ∧ r′1i =∗ r
′′
2j))

Where r′1i refers to the root of the filesystem given by the postcondition of the c1i

constraint, and r′′2j is the root of the filesystem given by the precondition of the c2j

constraint.

The above specification is quadratic with respect to the size of the individual speci-

fication. Since composing two constraints leads to a quadratic blowup, the composition

of multiple commands across a script leads to an exponential blowup in the size of the

logical formula.

3.4 SMT Axiomatization of FTS

We use the popular SMT solver Z3 [9] to reason about FTS constraints. Creating an

effective SMT axiomatization of a program logic is an esoteric art form due to the difficulty

of getting a performant implementation. A naive implementation that relies heavily on

quantifiers will likely fail as, in general, the theory of first-order logic with quantifiers is

undecidable. While SMT solvers contain various heuristics to handle quantified formulas,

they perform best on quantifier-free decidable fragments.

We first experimented with a direct encoding of FTS that heavily used quantifiers.

This implementation was unable to handle even the simplest of constraints. After some

trial and experimentation, we arrived at an axiomatization using the theory of arrays

with maps.

Let a filesystem object be given by an uninterpreted sort FS. The FS sort models a

16



3.4 SMT Axiomatization of FTS

filesystem object. Let FSOpt be an algebraic datatype:

FSOpt : = Some(FS)

| None

FSOpt allows us to capture the presence/absence of a filesystem object. Next, con-

sider an array sort A : String → FSOpt. A represents the mapping from features to

filesystem objects. In particular, the FSOpt sort allows us to specify that these objects

are absent due to certain features. Finally, we can represent the entire filesystem tree

using an uninterpreted function FTS:

FTS : FS → A

The FTS function associates an array with each filesystem object that gives all of

its outgoing edges and the filesystem objects they map to. Using this, we can specify the

three FTS predicates:

1. HasF: x[f ]y ∼ FTS(x)[f ] = y. Specifying the HasF predicate is trivial in this

representation and amounts to specifying an equality.

2. AbsF: x[f ]y ∼ FTS(x)[F ] = None. The FSOpt abstraction allows us to specify

that certain features do not exist.

3. SimF: x =F y ∼ FTS(x)[F ] = FTS(y)[F ]. We specify that x, y map to the same

objects for every feature in F .

The above description is a simplification in the case of the SimF and AbsF predicates,

as we cannot use F to index into an array. In particular, the type of F naturally affects

the SMT encoding. In each of the three cases, we have:

1. Simple Set: If F is a list of features, we can simply unfold it. For every feature f

in F we have:

• FTS(x)[f ] = None in case of the AbsF predicate.
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3.4 SMT Axiomatization of FTS

• FTS(x)[f ] = FTS(y)[f ] in case of the SimF predicate.

2. Universal Set: Universal sets are relatively easy to handle in both cases:

• FTS(x) = K(String,None) where K(String,None) is an array of strings

that all map to none in the case of the AbsF predicate.

• x = y in case of the SimF predicate. As previously discussed, if two variables

are similar in every feature, they are equal.

3. Complement Set: Handling complement sets is the trickiest case and requires

mapping over arrays. The map(f, Arr) function applies a given formula f to every

element in an array Arr to produce a new array.

• SimF: x =F c y First define a function

f = λ e1 e2. if (e1.feature in F) True else e1 == e2

. Then, x =F c y ∼ map(f, FTS(x), FTS(y)) == K(String, True). The

function f specifies that the elements of the two arrays must be the same if

they are not in the set F (if they are, their value can be anything, and hence

we just return true). We map this function over the arrays of x and y. As we

expect our predicate to be true, the output array from the map should be true

for all values, which is the final part of the specification above.

• AbsF: x[F c] ↑ First define a function

f = λe. if (e.feature in F) e else None

. Then, x[F c] ↑∼ map(f, FTS(x)) == FTS(x). The function f specifies that

if the feature is not in F , then the corresponding element must be none (as

per the rules of AbsF). If the element is in F , it returns the element itself.

This output array must equal FTS(x) itself because, per the rules of AbsF ,

any feature not in F must be mapped to None while elements in it can be

mapped to anything.
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Chapter 4

Symbolic Execution

This section describes the architecture of Shseer’s symbolic execution.

Figure 4.1 A high-level overview of Shseer’s architecture

The above figure describes Shseer’s architecture at a high level:

1. The Libdash package parses a shell script into an Abstract Syntax Tree (AST).

2. Then the Shasta package converts the Libdash generated AST into a typed Python

AST that Shseer can then operate over.
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4.1 Defining Failure

3. Shseer then symbolically interprets the list of AST nodes generated by Shasta :

(a) An AST node is symbolically interpreted (see 4.2) to generate the constraints

imposed by interpreting that Node.

(b) This set of constraints is then composed with the existing system of constraints

(see 4.4) generated by prior nodes.

(c) This new system of constraints is then passed to the constraint solver. If the

constraint solver detects a failure (see 4.1), the system halts and returns an

error. If not, Shseer proceeds to the next Node.

(d) If all nodes were successfully interpreted, then the Shseer returns a successful

result indicating no bugs were found.

4.1 Defining Failure

Before proceeding further, analogous to the definition in section 3, we must define what

it means for a script to fail which is a surprisingly subtle question.

First, Shseer can only detect the incorrect composition of commands. Consider the

following two-line script:

1 rm /foo.txt

2 mv /boo.txt /foo.txt

Shseer will output a successful result indicating that it could not find any bugs in the

script because the composition of the command specifications in the script is consistent.

However, the script could still fail if, for example, the file /foo.txt does not exist. To

detect such a failure, Shseer could fetch the current state of the filesystem and see if it’s

consistent with the weakest precondition required for the script to succeed. We opt not

to do this for two reasons:

1. It is not clear if that is the right design choice. Developers are often interested in

whether shell scripts will run on other machines (whose filesystem state is unknown).

2. More practically, checking the consistency of the script with the current filesystem
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4.1 Defining Failure

state is non-trivial. A filesystem on a modern machine is enormous and contains

thousands, if not millions, of files and directories. Using a brute force approach

to express the current state of the filesystem as a giant FTS formula is unlikely to

scale or work at all. Instead, one would have to infer the weakest precondition of

the script as a whole and only examine the part of the filesystem that is relevant

to that. However, inferring the weakest precondition of the script is difficult as

it requires computing which parts of a command’s specification are not satisfied

by the commands prior to it. Even if one were able to infer the preconditions

required for the script as a whole, such a condition may be symbolic. For example,

a precondition could state that all files present within the directory given by the $1

argument must be JSON files. Checking such a precondition may require checking

large parts of the local filesystem.

Next, a command failure within a script may be handled in the context of a conditional

or boolean operator, such as an if statement and/or conditional or not statement. A

command failure that is handled should not be labeled as a failure.

Finally, as previously mentioned, a command invocation may take distinct execution

paths. For example, the command invocation mv source target has two possible forms:

1. In the first form, if target does not exist, then source is renamed to target.

2. In the second form, if target refers to an existing directory, then source is moved to

within the target directory

The composition of commands may determine that only one of the two forms can be

satisfied while the other is guaranteed to fail. This is clearly valid behavior that should

not be labeled as a failure.

Due to these factors, Shseer currently adopts a very strict definition of failure that

may be loosened in the future.

Definition: An unhandled failure is the failure of a command that is not consumed by

a shell construct such as an if statement, AND list, OR list, NOT statement, and a

while loop test condition.
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4.2 Constraint Trees

Shseer only reports an error if a script contains an unhandled failure. An error reported

by Shseer means that a part of the script is guaranteed to fail in every code path it is in.

For example:

1 if [ -f "/foo.txt" ] ; then

2 echo "foo.txt exists"

3 else

4 rm /foo.txt

5 cat /foo.txt

6 fi

Figure 4.2 A buggy script that fails depending on the state of the filesystem

Shseer will report an error for this script as the cat command on line 5 will fail on

every code path that it is a part of. Note, however, that there exist other code paths

(following the then branch of the if statement) on which the buggy code will not be

executed.

4.2 Constraint Trees

Chapter 3 describes a way to combine DXC’s generated by commands. However, in

practice, there are several additional considerations:

1. A command can have multiple success forms, only one of which is required to

succeed. Computing whether this criterion is met requires tracking extra metadata.

As each constraint in a DXC is a linear representation of the execution path of the

non-linear AST, this is challenging.

2. Given that composing commands leads to an exponential blowup in the formula

size, we’d prefer to implement a form of incremental solving- check the satisfiability

of a formula after only interpreting a part of the script. This allows for early

halting in the case of errors and pruning of bad branches that reduces the size of

the overall formula. Consider a command composition C1;C2. Incremental solving

allows the specification for C1 to be passed to the solver only once. Without

incremental solving, the specification for C1 must be passed to the solver once for

each constraint in C2. A simple DXC representation makes incremental solving

difficult as it requires modifying formulas already passed to the solver (see section

3.3).
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4.3 Incremental solving

3. The linear representation of DXC makes reporting errors difficult. An erroneous

result often means that multiple constraints within the DXC are unsatisfiable. Re-

porting an error from this requires combining the linear representation of each of

these constraints to infer the code flow path that causes the failure.

To avoid these challenges, Shseer represents constraints in the form of Constraint

Trees. A constraint tree is an n-ary tree or a generalization of binary trees where each

Node can have an arbitrary number of children.

Each Node consists of a single X-constraint and any associated metadata. An edge

from Node N1 to N2 implies that the constraint given by N2 should be composed after

N1 - following the same composition procedure outlined in section 3.3.

Definition: A dummy node is a node whose constraint is simply the True atom

Thus, we can express a DXC constraint by a constraint tree with a dummy root node

and a child node corresponding to each constraint in the DXC. To compose two DXCs,

D1 and D2:

1. Get the constraint trees of the two DXCs T1, T2

2. Append an edge from each leaf in T1 to a copy of T2.

Apart from easily allowing for an extension to non-FTS constraints, constraint trees easily

enable incremental solving, as elaborated below.

4.3 Incremental solving

Constraint Trees allow for easy incremental solving. Each code execution path corre-

sponds to a path through the tree. Hence, determining whether the formula represented

by a given tree is valid amounts to a depth-first traversal.

The above pseudocode illustrates a depth first traversal of the constraint tree to

determine its satisfiability. If a node is unsatisfiable then its children are not explored

and the function returns pruning this branch from the tree. We distinguish between

normal failures and nodes that are failure points.
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4.4 Symbolic Interpreter

1 def solve_constraint_tree(cnode : ConstraintTree) -> SymbResult:

2 constraint = cnode.get_constraint()

3 res: SymbResult = solver.add_check(constraint)

4 if res == SymbResult.BAD and ctree.failure_point:

5 return SymbResult.FailedPoint

6 if res != SymbResult.GOOD:

7 return res

8 if len(ctree.children) == 0:

9 return SymbResult.GOOD

10 for child in ctree.children:

11 child_res = solve_constraint_tree(child)

12 solver.pop()

13 if child_res in [SymbResult.GOOD,SymbResult.FailedPoint,SymbResult.UNKNOWN]:

14 return child_res

15 return SymbResult.BAD

Figure 4.3 Pseudocode for solving a constraint tree

Definition: A failure point is a node in the constraint tree whose failure would be an

unhandled failure

Other points of early return are if a node has at least one child that is satisfiable

which corresponds to at least one successful execution path through the Node. By our

definition of failure, this is sufficient to declare the script as ”good”.

Shseer may also return an UNKNOWN result when the solver is unable to determine

a formula’s satisfiability. This is usually due to the solver timing out. See the evaluation

chapter for a further discussion of timeouts.

4.4 Symbolic Interpreter

A symbolic interpreter has the same structure as a traditional interpreter, recursively

walking the structure of the Abstract Syntax Tree (AST). Where a traditional interpreter

evaluates an expression to a value, a symbolic interpreter evaluates an expression to a

symbolic value, which, in our case, is the filesystem state.

Each node type in the Shasta derived AST corresponds to a shell node. Some common

node types are summarized below.
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4.4 Symbolic Interpreter

Shell Construct Shasta Node

Command CommandNode(assignments,arguments,redirection list)
For Loop ForNode(argument,body,loop variable)
Pipes PipeNode(items,is background)

If conditional IfNode(condition,then body,else body)

Figure 4.4 Common shell constructs

Apart from the effect on the filesystem, a command may also modify the shell envi-

ronment:

1. Environment Variables that are inherited from the system. This includes things

such as the PATH variable, the location of the user’s home directory (which the ∼

symbol expands to) as well as other variables that the user’s shell may export

2. Local Variables that are declared within the script. This also encapsulates the

bindings for local functions within the shell script

Correctly expanding a command invocation requires knowing the current shell environ-

ment state. Supporting mutation within a script requires tracking the environment state

associated with each code flow path. Doing so is straightforward with constraint trees.

The environment state associated with a code flow path is stored in the corresponding

Node. Symbolic execution amounts to composing command specifications according to

the control flow structure of the shell construct.

1 def symbolic_interp(node : ASTNode,cur_global_state:ExpansionState)

2 -> ConstraintTree:

3 expand_node(node,cur_global_state)

4 if Node.is_command_node():

5 return to_constraint_tree(node.get_specification())

6 else:

7 child_trees = []

8 for child in Node:

9 child_trees.append(symbolic_interp(child,cur_global_state))

10 return compose_trees(node.get_type(),child_trees)

Figure 4.5 Pseudocode for symbolic interpretation

Breaking down the above pseudocode:

1. We first perform standard Shell expansion on the Node. This includes parameter
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4.4 Symbolic Interpreter

and variable expansion, word splitting, tilde expansion, etc. We use existing tested

code from the PaSH ecosystem to perform expansion correctly.

2. If the Node represents a command invocation, we can return the constraint tree

given by that specification.

3. If the Node is of a more complex type (ForNode, IfNode) then we first recursively

interpret each subpart. For an IfNode, this corresponds to its condition, then

branch, and else branch.

4. Depending on the Node’s type we compose the child trees differently. Below, we

elaborate on the composition of some common constructs

Notation: Let σ(N) denote the constraint tree obtained by symbolically interpreting

the Node N. Let σ(N1) → σ(N2) denote the composition of the tree σ(N2) to the tree

σ(N1). Let the tuple (σ(N1), σ(N2) denote the composition of the two trees under a new

dummy node.

IfNode(C,T,E)

An IfNode has three parts: a conditional (C), a then branch (T), and an else branch (E).

If the condition is true, then the branch is executed, whereas if the conditional is false.

Thus, we get the tree (σ(C) → σ(T ),¬σ(C) → E)

AndNode(L,R)

An AndNode has two parts: a left branch and a right branch. Like in most languages,

the And operator in the shell short-circuits : if the left branch is false then the right

branch is not executed as the entire expression will evaluate to false (or in the case return

a non-zero exit code) regardless.

Thus, we have two execution paths - one where the left branch fails and the command

immediately returns, and another where it succeeds and the right branch is run.

This gives us the tree (σ(L),¬σ(L) → σ(R))

WhileNode(T, B)
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A WhileNode executes its body (B) while its test condition (T) is true. Shseer

currently has a very coarse handling of loops that does not soundly create a finite ap-

proximation of the number of loop iterations. Instead, Shseer simply statically unrolls

the loop body up to a set bound N (currently set to 2). Consider the basic loop unit to

then be (¬σ(T ), σ(T ) → σ(B). The tree generated by Shseer is equivalent to the loop

unit above composed with itself N times.

4.5 Reporting Results

It is not enough to know that a script has an error. Developers need clear, descriptive

error messages that describe the cause of the error and suggestions on how to fix it. Poor

error messages can leave developers baffled as to the cause of the bug and how to resolve

it. Shseer currently only returns a ”boolean” answer indicating whether it found a bug

in the script. The main challenge in returning descriptive error messages is extracting

information from the SMT solver. Identifying the cause of an unsatisfiable formula (a

bug in the script) is challenging. A more descriptive error message is thrown only in the

case of an undefined variable, which Shseer can infer without calling the solver.

One possible solution is to use UNSAT cores to identify a sub-formula that causes

the error. Each Node in the constraint tree can be tagged with a boolean variable. The

UNSAT core returned by the solver will return a list of boolean variables that correspond

to the nodes in the trees. Each Node can then be mapped to a line in the script.

This still does not actually identify the source of the error. Doing so would require

inferring the inconsistency within the sub-formula. Given the nature of FTS, the inconsis-

tency can be expressed as contradictory requirements on the existence of a certain path.

However, doing so would require combining the numerous symbolic filesystems expressed

by the specifications of the commands into a single filesystem state that expresses the

inconsistency.
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Chapter 5

Evaluation

The novel nature of Shseer makes finding suitable evaluation benchmarks difficult. Shseer

currently cannot handle some common shell constructs, such as pipelines, which require

reasoning about command input/output values. Further, Shseer cannot handle scripts

that contain commands for which Shseer does not have a specification. Finally, Shseer

can only handle POSIX-compliant shell scripts.

Due to the limitations listed above, compiling suitable benchmark suites proved to

be outside the scope of this thesis. To serve as a proof of concept, we wrote 25 test

shell scripts, half of which are erroneous. This toy benchmark set demonstrates Shseer

running end-to-end on real scripts. Section 5.1 demonstrates running Shseer on an il-

lustrative example. Section 5.2 presents the results of running Shseer on our benchmark

set. Finally, section 5.3 discusses plans to compile suitable benchmarks that represent

real-world workflows.

5.1 An Illustrative Example

The script below first sets the value of the variable x based on whether a directory exists.

It then deletes the file referred to by $x and finally prints the contents of the file /boo.txt.

28



5.1 An Illustrative Example

1 #!/bin/sh

2 if test -d "/dir1"; then

3 x="/dir1/foo.txt"

4 else

5 x="/boo.txt"

6 fi

7 rm "$x"

8 cat "/boo.txt"

Figure 5.1 A buggy script

However, if the else branch of the if statement is taken, then $x is set to /boo.txt, and

/boo.txt is deleted. Following this code path will cause the cat command on line 8 to

error as the file /boo.txt does not exist. Hence, a code path in the script is guaranteed to

always error.

Let us examine how Shseer processes this script to catch the bug:

1. First, the script is parsed into an AST using Libdash and Shasta. If either tool

throws an error, Shseer throws a parse error and exits. In this case, we have a

syntactically valid script, and Shseer successfully obtains an AST. The above script

contains three top-level nodes:

Script Node Corresponding Script Text

IfNode if test -d ”/dir1”; then x=”/dir1/foo.txt” else x=”/boo.txt” fi

CommandNode rm ”$x”

CommandNode cat ”/boo.txt”

The IfNode above contains three subnodes corresponding to the conditional state-

ment, then body, and else body.

2. Shseer fetches the shell environment state, which contains the value of any current

shell variables such as $HOME, $PATH. It then initializes an initial Constraint-

Tree that consists only of a dummy node (see 4.2).

3. Shseer symbolically executes each node in the script, starting with the IfNode. First,

the node is completely expanded (in this case, there are no expansions). Then, the
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5.1 An Illustrative Example

if conditional statement is interpreted. This imposes a constraint σ that the path

”/dir1” exists and is a directory. Then, the two other subnodes are considered:

• In the then branch, the σ constraint is set to true. The body does not invoke

any commands, but the mutation to the variable x is recorded.

• In the else branch, the σ constraint is inverted and ¬σ is set to true. There are

no command invocations here either, and the variable mutation is recorded

4. The composition of the constraints above results in a ConstraintTree, which is then

composed with the existing ConstraintTree.

5. Shseer can now begin processing the next node. However, the interpretation of the

node changes depending on the code path followed:

(a) If the then branch of the script is taken then the value of x is /dir1/foo.txt

and the rm command on line 7 of the script expands to rm /dir1/foo.txt.

(b) If the else branch of the script is taken then the value of x is /boo.txt and the

rm command on line 7 of the script expands to rm /boo.txt.

6. To account for this behavior, Shseer needs to interpret the node once per each code

path. For each code path (2 in this case), Shseer:

(a) Expands the node according to the state of the given code path

(b) Fetches any constraints imposed by the command. In this case, the rm com-

mand requires that any path passed in exists and is a file. It also imposes

a postcondition that the given argument no longer exists after the command

executes.

(c) The generated ConstraintTree is then composed with the existing Constraint-

Tree corresponding to the current code path.

7. Interpreting the cat command follows the same process as the rm command except

for the command-specific constraints imposed.

8. After interpreting the entire script, we are left with a singular ConstraintTree where

every branch represents a fork in possible execution paths. Shseer then passes
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this ConstraintTree to Z3 to determine if there exists an infeasible execution path

according to the procedure outlined in section 4.4.

9. In this case, any execution branch through line 5 of the script (the else branch of

the if statement) will fail for the above reasons. The constraint-solving procedure

propagates this failure, and finally, Shseer reports that the script has an error.

Shseer is currently only able to report that an error is present but not the source

of the error. See section 4.5 for a further discussion of this.

5.2 Results

Our proof-of-concept benchmark set is almost evenly split between correct and buggy

scripts. All test scripts are short (2-15 lines) scripts that only contain supported con-

structs (loops, conditionals, subset of coreutils commands)

The table below compiles the results of running Shseer on this benchmark set. All

scripts were run with a 2.5-second timeout for each individual solver call on Z3 version

4.12.6 on an M1 MacBook with 16GB RAM.

Test Category Expected Result Timeout Incorrect Results Total

Good 9 4 0 13
Bad 12 0 0 12

Total 21 4 0 25

Table 5.1: Test Results Summary

Despite the small length of the scripts, we observe several timeouts. Increasing the

timeout limit to up to 10 minutes does not have an effect. This suggests that there is a

need to significantly rethink the SMT formulation of FTS to optimize performance.

5.3 Planned Benchmarks

Going forward, we aim to use several real-world benchmarks to assess the utility of Shseer

on real-world scripts. Below, we illustrate three such possible benchmarks:

1. ShellCheck: The ShellCheck tool contains small illustrative scripts demonstrating
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”good” and ”bad” behavior for each check it performs. These scripts serve as a

useful benchmark containing numerous commonly encountered Shell script errors.

2. Debian packages: Debian packages contain maintainer scripts that are all POSIX

compliant. This is a large (∼28,000) collection of real-world scripts. This will

enable comparing Shseer to CoLiS, which uses this as its evaluative framework.

3. GitHub Scraping: Open-source GitHub repositories collectively contain millions of

shell scripts that are used in real-world projects.
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Chapter 6

Conclusions

The shell remains a popular programming language well into the 21st century. Yet,

tooling to create correct shell scripts lags behind. The shell’s opaque semantics and use

of black box commands present unique challenges for analysis that are not found in other

programming languages. Due to this, previous efforts at creating static analysis tools for

the shell focus purely on syntactic criteria or highly restricted subsets of shell scripts.

We present Shseer, a novel tool that uses symbolic reasoning over a file tree logic

to detect errors in shell scripts ahead of time. Shseer is a first step towards building a

general-purpose static analysis tool for the shell. We plan to extend the work presented

in this thesis to overcome many of the tool’s current limitations. Ongoing work will

help Shseer handle a larger subset of shell scripts while reporting more descriptive error

messages to users. We aim for Shseer to eventually become a must-have analysis tool for

any developer who works with the shell.
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