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The design of objects with which humans physically interact revolves around how
one is meant to interact with these objects. While existing object generative models
allow for the creation of shapes similar to those we’ve designed to facilitate human
interaction, such models do not guarantee the same quality of interaction. Over the
course of my research project, I look into developing generative models for chairs
that are body-aware, i.e. they take into account body shapes and body poses in
the chair generation process. In order to achieve these goals I define a process for
determining optimal sitting pose, as well as metrics to quantify how well a chair
acclimates a body pose and how well a chair acclimates a body shape. Moreover, as
these metrics are inefficient and cannot be used directly in generative model training,
I develop and train neural networks to approximate the behavior of these metrics
which can be used efficiently in generative model training. I apply this pipeline to a
structured part-based generator and a point cloud generator.
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Chapter 1

Introduction

The shape of 3D objects, especially those which people carry, hold, or wear, is cen-
tered around interactability. Phones and wallets can be designed to fit into pockets
or bags, baskets and buckets have handles for gripping, and clothing is available in
different sizes to fit any person’s shape and size. Thus, generative models for cre-
ating such objects should be aware of how a given person will interact with these
objects.

3D deep generative models are an emergent type of generative model which
have shown to be capable of generating plausible and unique objects by capturing
patterns in existing object datasets. Such models, however, do not guarantee that
generated objects yield the same level of human interactability. For example, a mug
with an extra hole in it might not hold any coffee and couldn’t serve its purpose as
a mug.

My research focuses on chair generative models that guarantee high-quality func-
tionality and human interaction. I specifically look into generative models for 3D
chairs that take into account different body shapes and sitting poses.

I quantify the desirability of a human-chair interaction with respect to a sitting
pose or a body shape using two different metrics, a “sitting pose matching” metric
and a “sitting comfort” metric.

In order to calculate these metrics, I must first solve an optimization problem
to determine the optimal sitting pose of the body in a chair, which is too computa-
tionally expensive and might include non-differentiable components, which makes
using these metrics directly in generative model training an impossibility.

Instead, I create and train neural network to approximate the values of these
metrics and use these differentiable functions in generative model training, allowing
me to circumvent these issues.

I apply this pipeline to a part-based mesh generative model and a point cloud
generative model. Through both models, our experiments show that these mod-
els learn to successfully produce chairs conditioned on body specifications that are
visually reasonable and performing better at fitting these input body specifications
than the unconditioned generative model.

In summary, my project’s main takeaways are:

¢ A novel optimization procedure for determining sitting pose from an arbitrary
chair, as well as a physically-based metric of sitting comfort.

¢ Neural network proxy models which can be used in generative model training
to accurately approximate computationally-expensive functions that require
optimization of bodies into sitting postures or involve non-differentiable oper-
ations.

¢ A general approach for conditioning generative models with a latent encoding
space.



Chapter 2

Background

2.1 Deep 3D Shape Generative Models

Deep neural networks have come into popularity for generating different kinds of
3D shape representations. Such representations include volumetric occupancy grids,
point clouds, implicit surfaces, and polygonal meshes. Some 3D shape models also
combine these representations with hierarchical assemblies or part geometries.

I chose to focus on two 3D shape generative models: one that represents shapes
as assemblies of cuboid polygonal meshes [1], and one that represents shapes as
point-clouds [2], using the same methodology across both models.

In my pipeline, I train a neural network to serve as loss functions to quantify
how body-aware the outputs of my generative model are in relation to a body pose
or body shape parameter.

2.2 3D Shape Functionality Analysis

Prior work on functionality of 3D objects primarily focuses on how humans might
be able to interact with such objects [3]. SceneGrok allows one to generate a proba-
bility distribution of different human activities over an input scene [4]. Pose2Shape
predicts what a person’s pose might be as they interact with an input object [5].

I, however, would like to approach the inverse of this problem: a scenario where
I'know how a person would interact with an object and would like to create an object
to maximize the quality of such an interaction.



Chapter 3

Optimal Siting Pose Derivation

3.1 Sitting Pose Optimization

In order to determine how a chair would accommodate a body shape or sitting pose,
I first derive the optimal sitting pose for a given human body in a given chair. Cap-
turing a space of different poses would require data about the different ways in
which a human could sit in a chair, so instead I make the assumption that a human
can only sit in a chair in a single laterally-symmetric pose.

This allows me to define the optimal pose as the output of an optimization min-
imizing the “energy” of a pose in a chair. This energy is a differentiable function
of the body’s pose that takes into account physical constraints such as gravity and
collisions, human body constraints such as joint rotation limits, and how a person
might usually sit in a chair. This formulation is derived from a prior paper in which a
sitting pose in a scene is estimated from an image and then is optimized with respect
to the objects in the scene to be physically feasible [6].

3.1.1 Human body model

To represent a human body, I use the SMPL human body model, a realistic 3D model
of the human body based on skinning and blend shapes learned from thousands of
3D body scans [7]. A human body shape is specified by 16 parameters as well as a
choice of sex, of which the options are male, female, and neutral. A human body
pose is specified by a global rotation, a global translation, and 21 individual bone
rotations. Over the sitting pose optimization process I modify these pose parameters
to minimize the energy.

3.1.2 Initialization

I make no assumptions about the geometry of the chair except for that it is facing
forward, so I start the body in a neutral sitting position selected from the AMASS
dataset [8] over the chair, and set the pose’s initial global rigid translation to (0, Ymax +
0.2, 0.5(Zmin + Zmax) ), Where Ymax, Zmin, and zZmax are parameters of the chair’s bound-
ing box.

3.1.3 Energy Components

The following are the components of the energy function I use to determine the
optimal sitting pose.
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Gravitational energy

To properly sit the body into the chair, I use gravitational potential energy with re-
spect to the "floor," which is the lowest point on the chair. I define the body’s mass as
as set of point masses located at each joint j in the body’s skeleton. The mass at each
joint is calculated via a Monte Carlo point sampling of the body’s interior volume;
the mass at joint j is the proportion of points sampled closest to j with respect to all
points sampled in the body.

The gravitational energy term is then

8raV (B,C) Z g (jy — Ymin(C)) -m(j) - M
j€)(B)

where J(B) is the set of all body joints, g is the gravity vector, and ymin(C) is the
bottom of the chair’s bounding box, i.e. the ground.

Penetration energies

To ensure that the body does not penetrate the chair in an infeasible way, I define a
body/chair penetration energy:

Epen(B,C) = Y |min(d(v,C),0)|

veV(B)

where V(B) are the vertices of the body mesh and d(x, C) is the signed distance of a
point x to the chair C.

As well I include a term Egg¢ to prevent body self-penetration, as the body is a
deformable non-convex mesh which can overlap itself. I use an approach based on
detecting colliding triangles using a bounding volume hierarchy and then evaluat-
ing local signed distance functions for each pair of colliding faces [6, 9].

Pose feasibility energies

As the SMPL model is capable of producing physically infeasible poses, I add an
energy component which constrains the output pose to the set of feasible human
poses. I adapted PosePrior, a binary classifier for determining whether a joint angle
for a given bone in a human skeleton is humanly possible [10], into a differentiable
energy function.

The rotation of each bone in the human body (b € B(B)) is at least limited to
a hemisphere with respect to its parent joint. I determine the two angles (¢, 6p)
required to produce a given rotation of a bone in its hemisphere and evaluate the
classifier at each point, producing a binary validity grid V4. I then use a distance
transform to produce a discrete field of signed distances to the boundary of the valid
region Dy, which I am able to bi-linearly sample to produce a differentiable energy
component:

Efeas(B) = Z max(bilerp(Dy, ¢p,6p),0)
beB(B)

Because PosePrior does not take into account the rotation of bones within the
spine, I include an additional energy term requiring the spine to attain a feasible
pose, as otherwise the gravity term would rotate and compress it to minimize grav-
itational potential.
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Espine(B) = Z Hrb_rng
beBsPine(3)

where 1y, is the axis-angle rotation vector for bone b.

Sitting energies

While the previous terms will result in the body attaining a physically feasible pose
in the chair, they do not guarantee a proper sitting pose. Thus I introduce terms that
require the optimized pose to be a sitting pose.

The first term I use is a "z-gravity" term, which encourages that the back makes
contact with the back of the chair, if the chair has a back. This term acts exactly
the same as the other gravity term, except that it pulls the body backwards to the
back-most point on the chair:

Ezgrav(B,C) = Z 8z (jz = Zmin(C)) - m(j) - M
jeB
where g; is the gravity vector g rotated to be parallel to the z-axis.

I'also add a term to encourage contact between the chair and the body’s back and
glutes. Let V*i(B) denote the set of body mesh vertices located on the back or glutes
regions:

1
Esit(B,C) = W Z max(d(v,C) — 7,0)
vevsit(B)

where T is the distance threshold at which a vertex is considered in contact with the
chair, and I set T = 0.001.

Lastly Iinclude a term E,pgle to keep the back and the things within certain angles
with respect to the z-direction, as sitting poses in most chairs have limited range of
variability in those angles. To do this I use a hinge loss to keep the back between 90-
150 degrees in the forward z-direction, as most chairs limit a person to some angle
between sitting upright and leaning almost all the way back. I also use a hinge loss
to keep the legs above 0 degrees in the forward z-direction so that the person’s legs
are not pointing down.

Bilateral symmetry energy

As I assume that an optimal sitting pose is bilaterally symmetric, I also include
a term to encourage symmetric poses. Let BY™(5) be set the set of all symmetric
pairs of joints in the body, R, be the reflection matrix about the yz plane, P, be the
projection matrix onto the yz plane, and P, be the projection matrix onto the x axis.
Then:

Esym(B) = Z Hrb,- - Ryzrbj‘ ’1
(bi,b/‘)GBSym(B)
+ Y Pyl [[Pyztgion |1 + [ [Patgion| 1
beB(B)\BY™(B)

The first term encourages all joints which have a symmetric twin to have the same
rotation, up to reflectional symmetry. The second term encourages all other joints not
to rotate out of the xy plane. The third term encourages the body’s global rotation
to keep it within the xy plane, and the fourth term encourages the body’s global
translation to do the same.
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Minimizing the total energy The total energy over which I optimize is a weighted
sum of all the energy terms defined above, which I minimize using the Adam opti-
mizer [11]:

‘XgraVEgraV + ‘XpenEpen + seifEself + @feas Efeas

Xspine Espine + Xzgrav Ezgrav + asitEsit + Xsym Esym + Xangle Eangle

I determined the weights of these terms empirically. In my experiments: agray =
19.6, aself = 10, Afeas = 0.1, Aspine = 1, tzgrav = 9.8, asym = 2.5, aangle = 100..
Apen and agjt vary by the shape representation used for chairs due to differences in
the calculation of point-to-chair signed distances d(-,C). For ShapeAssembly chairs,
which use analytical point-to-cuboid signed distances, apen = 1 and agt = 17. For
SP-GAN chairs, which we convert to meshes using moving least squares [12] and
then to a discrete signed distance field via a distance transform, apen = 1.3 - 102
and ag; = 1072
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Loss Metrics

After defining an optimization process for determining the optimal sitting pose, I de-
rived metrics to quantify how well a chair C with a body’s B optimal sitting posture
accommodates an input sitting pose or body shape.

4.1 Comfort Loss

I propose that the pressure which the chair exerts on the body is a satisfactory metric
of body comfort. In order to calculate the pressure, I first calculate the equilibrium
contact forces between the chair and the body, which requires solving for all internal
and external forces on the body.

Solving for equilibrium forces Given a SMPL body triangle mesh, simplified to
200 faces for computational efficiency, I convert it into a tetrahedral mesh using
fTetWild [13], which allows me to represent it as a volumetric shape rather than
a surface shape. I assume that very little deformation to the body is required to
achieve static equilibrium, as the sitting pose optimization should derive a stable
sitting pose, so I treat the interior volume mesh as a connected assembly of rigid
tetrahedra of uniform density. I then compute equilibrium forces at each tetrahe-
dron vertex by solving a system of linear equations with the following constraints:

¢ For each tetrahedron, the sum of the forces on its adjacent vertices plus the
gravitational force acting upon it should be zero.

¢ For each tetrahedron, the net torque on each of its vertices about its center of
mass should be zero.

¢ The sum of forces for all vertices in contact with the chair plus the gravitational
force acting on the entire body should be zero.

¢ The net torque on each vertex in contact with the chair about the body’s center
of mass should be zero.

The first two sets of constraints enforce that each discrete part of the body is in static
equilibrium, and the second two sets of constraints ensure that the force applied by
the chair to the body is the same as the force applied by the body to the chair. As
this system is over-determined, I find the least-squares solution to these constraints.

Computing pressure Given these forces, I compute the total pressure on the body
as the sum of pressures on each triangular face f of the body mesh in contact with
the chair, i.e. the sum of normal forces divided by area:

Fv(f) ) ﬁ(f)
ﬁcom ort C/ B) = E
f ( ) feBnc A(f)
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where Fy (f) is the sum of face f’s vertex forces, fi(f) is f’s surface normal, and A(f)
is f’s area.

4.1.1 Pose Matching Loss

To measure how similar a sitting pose S is to a desired target pose T, I simply use
a weighted sum of Euclidean distances between corresponding vertices in the two
poses where the weights are determined by the size of the Voronoi cell of a given
vertex on the body mesh:

J(Bs)|

['pose(BS/ Br) = Z w;||[V(Bs)i — V(Br)il|2
i=1

To make this metric invariant to global rigid translation, I remove the body root joint
from the computation.
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Chapter 5

Loss Proxy Networks

Evaluating the functionality metrics defined above requires running expensive op-
timization to find a body’s sitting pose in a chair. It is not feasible to run this opti-
mization on every iteration of training a chair generative model, so instead I train
networks to approximate these loss metrics and then use these networks in training.

5.1 Network Architectures

Both of my loss proxy networks are based on PointNet++ [14]. Each network con-
tains three PointNet++ set abstraction layers. However, the networks differ in how
the incorporate the body conditioning information, i.e. the target sitting pose or
body shape. As the target pose has a natural physical mesh representation which is
the body model in a target pose, I sample a point-cloud from this mesh and pass it
in with the point-cloud of the chair. The body shape, however, does not have the
same mesh representation as it is not known before the sitting pose optimization
what pose the body should take, so instead I condition the features learned from the
pointcloud set abstraction layers on the body shape using a methodology outlined
in Chapter 6.

5.2 Training

Given a dataset of 10000 chair shapes, I use the optimization procedure from Chap-
ter 3 to determine 10000 sitting poses for the neutral sex body model with default
body shape. I then sample 100 different body shapes per chair, 50 male and 50 fe-
male, where body shape vectors fghape are randomly sampled from a multivariate
normal distribution fit to the the AMASS dataset [8]. I then determine the optimal
pose of each body shape and evaluate the comfort loss on all of these optimized
tuples, resulting in 100N (chair, body shape, comfort loss) training examples for a
chair dataset of size N.

To produce 100N training examples for the target pose loss proxy network, for
each chair, I evaluate the target pose loss on 100 different poses. One of these is the
optimized pose for the chair itself (which incurs zero target pose loss). In order to
ensure my model trains with more varied pose/chair pairs, I run a K-Means cluster-
ing on our 10000 pose dataset. For each of the other 99 body samples for each chair,
we randomly choose a cluster and then sample randomly within that cluster.

Finally, this data is split 95%/5% into train/test. Both networks are trained to
minimize the absolute difference between their predicted loss and the ground truth.
To stabilize training, the ground-truth loss values are whitened (normalized to zero
mean and unit variance). As well, I transform the body shape fg,ape parameters to a
unit gaussian with a shift and scale.
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Chapter 6

Generative Model Training

6.1 Body-aware Generative Models

Finally, I attach a latent space warping network to the decoder of a shape generative
model, and train the warping network while fixing the decoder. The latent space
warping network takes as inputs a latent shape vector as well as a body conditioning
parameter and outputs a new conditioned latent shape vector, which is then passed
through the decoder to produce an output shape. Instead of optimizing over the
parameters of both the warping network and the decoder, I hold the decoder fixed
and just optimize the warping network.

6.1.1 The Conditioning Network

Given an input body shape or pose, I project it to a conditioning vector ¢, where the
entire space of conditioning parameters approximates a unit gaussian, which is then
fed to a Multi Layer HyperNetwork. A HyperNetwork layer is a layer that takes as
input ¢ and produces a weights matrix W, and bias vector b, which are then used
as a linear layer to transform a latent space shape vector z into a conditioned latent
space shape vector z.. I follow the weight initialization scheme of [15] to ensure the
HyperNetwork layers preserve the variance of the input vector z.

I train two variants of HyperNetworks: one that takes body shapes as input, and
one that takes target poses as input. z. is then fed to the fixed generator network to
produce an output shape, which is then point-sampled and fed to the appropriate
loss proxy network to produce a training loss.

We use this procedure to train shape- and pose-conditioned variants for three
generative shape models: ShapeAssembly, a generative model that writes programs
which declare and connect cuboids [1] and SP-GAN, a point cloud generator [2].

To ensure that the models do not learn to produce conditioned shape vectors that
stray too far from the unit gaussian, I include a loss in the training procedure to push
the output vectors closer to zero. For ShapeAssembly, this loss is included when
the decoder fails to produce a valid geometry from the latent vector. For SP-GAN,
this loss is included when any element of the latent vector exceeds three standard
deviations from the unit normal.
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Chapter 7

Results

In this chapter, I evaluate the performance of these generative models.

7.1 Accuracy of loss proxy networks

I evaluate how well my two loss proxy networks learn to approximate the true loss
functions by checking whether they order chairs by loss in the same way. Specifi-
cally, I create a large set of pairs of chairs (not seen during training) and record which
of the pair has a lower true loss value. I then check how often the chair they predict
the lower loss for is the same one that has the lower true loss. Table 7.1 reports these
accuracies. The comfort loss proxy is harder to learn than the pose proxy, as comfort
is the more subtle of the two objectives.

Data type Comfort Proxy Pose Proxy
Cuboids (ShapeAssembly) 67% 89%
Point cloud (SP-GAN) 68% 88%

TABLE 7.1: Accuracy of our loss proxy networks when used to predict
which of two chairs should have the lower loss.

7.2 Generative model evaluation

I evaluate our body-conditional generative models using the following metrics:

¢ Comfort loss (Comfort): the mean comfort loss value for a chair generated given
an input body shape (in kilopascals; lower is better).

® Poss loss (Pose): the mean pose matching loss value for a chair generated given
an input body shape (in centimeters; lower is better).

I compare the conditioned models’ performance to the unconditioned model by
comparing the number of generated samples required to produce a “good” chair,
i.e. a chair that produces a loss lower than some threshold with respect to the input
conditioning parameter. Figure 7.1 displays this comparison for the ShapeAssembly
sitting pose conditioned model.
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FIGURE 7.1: This plot shows how many iterations are required to

produce a chair with sitting pose matching loss under 2 for the Sha-

peAssembly unconditioned and conditioned models. The x-axis dis-

plays the probability of sampling the target pose as a function of the

latent code of the chair which produced that pose, and the y-axis dis-

plays the number of iterations. The conditioned model outperforms
the unconditioned model at every target pose probability.
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Chapter 8

Conclusion

This project investigated methods to make chair generative models body-aware. The
specific facets of body-awareness which I focused on were body shape comfort and
body pose fitting. The conditioned models was evaluated by comparing their per-
formance on these metrics compared to that of the unconditioned models.

8.1 Limitations

The paper does not look into combining body shape and body pose funcitonalities
into one model. Moreover, the person-specific metric of functionality used in this
paper does not extend beyond chairs. As well, these conditioned models are limited
by the space of shapes initially captured by the generative model, as the decoder
remains fixed in the training process.

8.2 Future Work

In the future, I would like to address such limitations by incorporating both loss
metrics into one model. As well I would like to determine if allowing the decoder
to change throughout the training process would allow it to capture new geometries
that allow for better performance.

As well I would like to take into account the various sitting poses that a chair
can accommodate, which would require the compilation of new dataset capturing
different human poses in various chairs.
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