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PROJECT OVERVIEW

» Replicating data across multiple data centers is becoming more and more
popular because of its benefits:
* Reduces the latency for applications by bringing the data closer
to the user
* Increases availablility in the event of a data-center failure
» However, the only way to keep the data centers in sync is to
synchronously replicate the data. The most popular protocols used for
replicating data are:
* Full replication: used by traditional database systems
* Classic Paxos: used by Google (Megastore, Spanner...)
* Fast Paxos: used by MDCC
* Static Paxos: our new proposed protocol
» There’s no clear winner and each protocol works well in certain
geographical setups.
» We develop a statistical model to predict the latency of each protocol,
derive the formula for its mean, p90, p99. Our web client gives
recommendation on the best protocol to use for each geographical setup

REPLICATION PROTOCOLS
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STATISTICAL MODEL

We model each message delay as an independent exponential distribution.
In the most common setup of 5 data centers, the latency for each protocol is:
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* Fast Paxos:

 Static Paxos:

Let D={D,DD,,D,,D,] be five i.i.d exponential distributions with parameter a.
Let D" <D® <Y < D® < pD® be their ordered values
We can compute the density function 8fLD™
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From the density function, we can easily compute the cumulative distribution
function, and the mean function

RESULTS

Full Classic Paxos Fast Paxos Static
replication Paxos
Mean 137/60a 107/60a 77/60a 11/6a
P50 2.0446/a 1.53198/a 1.15896/a 1.57842/a
P90 3.87032/a 3.21577/a 2.18716/a 3.36648/a
P99 6.21059/a 5.52142/a 3.42092/a 5.70043/a
(if the latencies come from the same
distribution)

» We also derived the formulas for the case when the latencies come from
different exponential distributions.
» Conclusion:
* C(Classic Paxos works best when users are located close to the master
* Fast Paxos works best when users are approximately equidistance from
the data centers
* Static Paxos works best when there’s a majority of data centers located
near the users
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