
In last class talked about chord which is one of the simplest structured P2P systems that people 
came up with in the early 2000s 

Today we’ll talk about Tapestry which is similar in many ways but has some more sophisticated 
features so it’s a little bit more complicated. 

We’ll try to understand why people came about this design. 



We saw that we have an overlay network that we can form between the network of computers 
that are connected to each other. 

And with this design there are a couple of concerns. 
 
So first, let’s consider this network shown here.  So can someone tell me what happens when A 

routes to C in the overlay network? 
Why is this problematic? 
It might be worth considering the underlying topology of the network when constructing the 

overlay.  Like, it might be better to have a link between A and C in the overlay, since that 
corresponds to just one link in the underlying network. 

We call this locality 
 
Let’s say we’re using this network to store objects, and each object is stored on one of these 

servers. 
Then if one of these objects if very popular, then one of these servers is going to become 

overloaded because everybody looking up the object will try to get it from the same server. 
So a pretty simple thing we could do is instead distribute the object across multiple servers in 

order to spread the load. 
 
In the discussion of chord last class, neither of these were taken into account 



How many copies? 
Trade off – copy on all nodes, great for reading – very close everywhere. 
But what is the cost of maintaining the network?  How many nodes would you have to contact 

each time you want to insert an object? 
Conversely, with only one object, inserting is cheap, but you have to route there from anywhere. 
I think the popular choice in the end is sqrt(n) or log(n) objects and that gives you good balance 

generally 
 
Also as we mentioned we want to take into account distance when creating the network, so that 

it is as quick as possible to contact nodes in the overlay 



So, we use tapestry to help us route to objects, and here we’re referring to blocks because we’re 
going to use tapestry for storing blocks in our file sytem 

Like chord, we still use IDs to identify blocks  
we assign each data block an ID, usually done by either hashing the file name for the 

corresponding file, or the contents of the data itself 
We assign each machine an unique ID 
You can use any number of computers to store blocks. 
And like in chord, there’s a deterministic way of deciding which machine should store which 

objects. 
Store the object on the machine with the “closest” id to the block 
 
Tapestry doesn’t store the data itself, but instead it stores a catalog of where blocks are located. 
To get an object, go to the node with the closest id to find out where the data actually lives 
 
The routing in tapestry is a little bit different to chord 



These are base 4 numbers just for simple example 
But in the original Tapestry they are 160 bit SHA1 hashes, divided into base 16 digits 





Notice that 3312 can be a member of its own routing table. 
 
If we had longer IDs we would have more rows in the table 
If we have a higher base, eg 16 digits, we would have 16 columns 
 
The first row stores information about other nodes that share no digits the same as 3312 
 
As we will discuss later, if there is a hole in table then that means there does not exist any node 

with an ID with that prefix by construction of tapestry 



The routing algorithm is as shown in the slide. Here base is the base of the number system used 
to form the digits: if base is 16, then we treat the node hashes as being in hexadecimal and thus 
the routing tables have 16 columns. d is the number of base base digits in the hash, which is 
equal to ceilling(logbase(2m)), where m is the number of bits in the hash. step is which step we are in 
the path from the source to the destination, starting at 1. There are d steps from the source to the 
destination. 



If you go to a position in the table where there’s a hole, you go to the right, wrapping around if 
you reach the edge, until you find a matching entry 

 
This is guaranteed to work because the node itself can be an entry in the table.  So if there’s 

nobody else, at least you’ll match yourself 



If there are two nodes that have the same shared prefix, eg they both start with 33, then they 
have to have the same null entries.  They don’t have to have thte same non-null entries, but if one 
node thinks nothing exists with a certain prefix, then the other nodes should too 



They share 33xx 
So if there’s a hole here, then there must be a hole on the other side 
But the entries that are not null don’t have to be the same 



Surrogate routing is just the same algorithm as before, but augmented with this extra search 
step that wraps around mod the base 

Guaranteed to not go more than one “lap” 





Nodes don’t know about everyone in the network 
And for any entry, could be multiple possibilities 
How to choose which one? 
 
Tapestry stores two additional “next hops” for each neighbor-table entry 
 
If one of them crashes or goes down, use a different entry instead 



Multiple nodes may have a copy of an object. They each “publish” this fact by sending a message 
to the object’s root, which records the fact that the sender has a copy of the object. Each node in 
the path to the root caches the fact that the sender has a copy of the object, so that queriers (such 
as node D in the slide), who send a message to the root to find out where copies of the object 
reside, are likely to find this information cached at a node that’s on their path to the root, thus 
making unnecessary having to go all the way to the root. 





If the root node fails, then all its information is lost. However, the object-location information 
still resides in the caches. 

 
Also, if one of the machines hosting the file goes down, then data is old 



Instead of trying to manage the information explicitly, treat most state as soft state 
 
Like cache entries that expire 
 
Expire on the intermediary nodes and on the root node 
 
So owners of objects, because of soft state, have to periodically republish objects 
 
This is a design trade off; soft state is simpler but requires you to continually repulbish 



Eventually, the IDs will go to the new root, and form new trees 



Between a node going down and the republish, object might be unavailable 
Solution: publish multiple times with salt 



Make the node known to the network (eg get it in the routing tables of other nodes) 
Fill in the new node’s routing table 
Transfer any existing object references that the new node becomes the root for 
 
First step, have to know somebody else in the network 
Trying to insert yourself, your ID is n 
Since n doesn’t currently exist in the network, we search for n’s hash starting at G 
 
The procedure for adding a node we give here isn’t the best approach, but it will help us better 

understand how things work. After we look at this procedure we’ll sketch some improvements. 





Node G (the “gateway” node, 3312) is used to fill in the first row of n’s neighbor table. At the 
moment we’re not concerned about optimizing communication speed by linking nodes to their 
nearest neighbors; our concern is strictly connectivity. 



Using prefix routing, the next hop in the route to n’s root is also through node 3312. So we copy 
the second row of its neighbor table into n’s table. Note that this row doesn’t have an entry for the 
next digit of n’s prefix. Thus the first surrogate node would be 3111. However, since we’re 
constructing n’s neighbor table, we fill the hole with n’s hash (3001). 



Since we had to switch to a surrogate on the way to n’s root, the next row of n’s neighbor table 
contains just the self-entry for n itself. On the right, we continue to search for n’s root. 



Again, we fill in the next (and last) row of n’s table with a self entry. On the right, we establish 
that 3111 was n’s root. 















This code is taken from the paper “Distributed Object Location in a Dynamic Network” and 
certainly requires some explanation. It is first called at the surrogate node with the longest prefix 
shared with the new node. The for loop loops over all the digits in the base. We are looking for one 
neighbor in the neighbor table for each of the prefixes that start with α and contain one more 
digit. For each such neighbor, the code is called recursively. If there is only one node with the 
given prefix, then clearly we can’t recurse further. However, eventually all nodes with the given 
prefix will be contacted and the function supplied as an argument will be applied on each of them. 

A leap of faith in syntax (and semantics) comes to play with the recursive calls to 
acknowledgedMulticast. These are implicitly assumed not to be function calls but reliable 
transmissions of request messages. The variable S acts both as a collector of results and as a 
synchronization variable. As a collector of results, it is a vector containing the results of applying 
the function at each of the nodes. As a synchronization variable it is used in the wait statement to 
cause the caller to wait until all instances of acknowledgedMulticast made by the current instance 
have terminated. 














