


a separator for H' is a separator for G, H' has O(f/k) faces
of size O(dv'k), and no weight exceeds one-third.

In this paper, we address only the construction of H and
T from G. Gagzit and Miller [5] describe how H' may be
obtained from H and T in O(log n) time using n processors.

We show that H and T can be constructed from G in
time O(k) and work O(nlog?n). Since k = n° and there
are a constant number of levels of recursion, Theorem 1.1
follows.

4 Obtaining a graph with a low-depth forest by cap-
ping

Consider the intersection graph Gn of the k-neighborhoods
of faces of G. i.e.,, Gy has a node for each face of G and
two such nodes are adjacent if the k-neighborhoods of the
corresponding faces overlap.

The algorithm by Gazit and Miller starts by selecting a
maximal independent set I in Gy, and doing breadth-first
search from the neighborhoods of faces in /. We cannot
afford to even conmstruct Gn, because to do so we would
need to find the k-neighborhood of every face in G. Instead,
we start by selecting a set S of O((n/k)logn) faces that is
a dominating set for G, i.e. every face not in S is adjacent
in Gn to some face in S. Our method for selecting S is
described in Section 5. The dominating set S is small enough
that we can afford to find the k-neighborhood of every face in
S, and then find a maximal independent set of the subgraph
of Gy induced by S.

A single processor can find the k-neighborhood of a sin-
gle face F' in O(k) time by using breadth-first search in the
face-node graph. Thus in O(k) time using [S| processors,
we can find the k-neighborhoods of all faces in 5. We can
compactly represent the structure of these k-neighborhoods
using a bipartite graph. The left part has of a vertex z for
every face in G. The right part has a vertex y only for each
face in S. There is an edge zy if the face corresponding
to x is contained in-the k-neighborhood of the face corre-
sponding to y. This graph has O(n) vertices and |S|k edges.
Using Luby’s algorithm for maximal independent set [13] as
adapted by Gazit and Miller, we can find a maximal inde-
pendent set in O(log® n) time using O(|S|k/logn) proces-
sors, and hence in O(k) time using O(|S|logn) processors.
Since |S| = O((n/k)logn), the total work for finding the
maximal independent set is O(n log® n).

We divide the computation of H and T into four parts,
an initialization part and three phases. The initialization
part selects the set S of faces that is a dominating set for
Gn, and performs breadth-first search in G from each face
Fin S to determine F’s k-neighborhood. The union of these
k-neighborhoods will be called the dominating region, and
will be denoted by R. Note that R may be a disconnected
region. The initialization part then selects from among the
faces in S a subset M whose k-neighborhoods are a maximal
independent set.
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Initialization

1. For each F € S, determine the k-neighborhood
N(F) of F. Let BFS(F') denote the breadth-first
search tree of N(F) rooted at F. Let R denote
the region consisting of all these neighborhoods,

ie. Upes N(F).

2. Compute a maximal independent set in the inter-
section graph of k-neighborhoods {N(F) : F €
S}. Let M consist of the faces whose neighbor-
hoods form the maximal independent set.

In the remainder of this section, we describe the three
phases. The first and third phases are essentially straight
from the algosithm of Gazit and Miller; the second phase
is inserted to handle the fact that the dominating set is
not identical to the maximal independent set. The three
phases merge faces of G, creating new faces, and achieving
the following property: in the resulting graph H, there is
a set of at most f/k new root faces, namely those faces
replacing the faces in M, such that every other face has a
short path to some root face. By short path, we mean a path
in the face-vertex graph of H that contains O(Vk) faces of
which all but a constant number are faces of G (i.e. not
resulting from merges). This is useful since each original
face of G has boundary size at most d. We shall ensure that
each new face has boundary size at most dvk. Hence the
short path in the face-vertex graph of H corresponds to a
path in H itself of length O(Vk) -d+O(1) - dvk = O(dVk).
Thus a spanning tree T of H can be constructed that has
depth O(dv/k). Standard techniques suffice to carry out the
construction of 7; we do not address this issue further in
this version of the paper.

The first phase, phase a, operates on the breadth-first
search trees of k-neighborhoods of faces F in M. We call
these phase-a breadth-first search trees. For each such tree,
the algorithm merges some of the faces into one, creating a
new root face for the breadth-first search tree. The resulting
breadth-first search tree has depth O(v/k), and the ancestor-
path of each face consists solely of faces of G, except for the
root itself, which is a new face.

The second phase operates similarly on the breadth-first
search trees of the k-neighborhoods of faces F' in S — M.
We call these phase-b breadth-first search trees. For each
such tree, the algorithm merges some of the faces into one,
creating a new root face. As a consequence, every face in
this k-neighborhood has a short path to the (new) root of
some phase-a breadth-first search tree. By short, we mean
it has length O(Vk) and contains at most two new faces.

The result of the first and second phases is a graph in
which each face in the dominating region R has a short path
to one of n/k root faces. In the third face, we use a breadth-
first search starting at R to extend this property to include
all the faces in the graph.

In the following, we say a cycle is small if it has size at
most dv/k. We say a small cycle is a good separator if the
weight on each side is at most two-thirds.



Phase a

o For each face FF € M, let i be the largest level
number such that level ¢ of BFS(F) is a small
level (i.e. is of size at most Vk). Merge all the
faces in levels 0 through ¢ into a single face, as-
signing it the weight of all the faces, nodes, and
edges eliminated. We assume that this weight
is no more than one-third (else a separator can
be found directly by applying Miller’s algorithm
to levels 0 through 7). Let G'®) be the resulting
graph. Let BFS)(F) be the breadth-first search
tree induced on BFS(F) and rooted at the new
face.

Lemma 4.1 (Gazit and Miller) For every F € M, for

every face X in BFS®(F), the ancestor-path of X is a
short path.

Proof: Let P be the path starting at X and going up
BFS(F) to the first face F1 in a small level. By Propo-
sition 3.1, the length of P is at most Vk. 1t follows from
the construction that F} is replaced by the new face in G,
Moreover, every face in P except F) remains in G**). Hence
P is a path of length O(v/k) containing only one new face.
The new face, which is the new root of BFS®)(F), has a
boundary formed by the boundaries of at most vk faces of
G; since each of these faces has boundary size at most d, the
new face has boundary size at most dvk. O
Now we give Phase b.
Phase b

e For each face F € S — M, let ¢ be the largest
level number such that level ¢ of BFS(F) is a
small level and does not intersect the new root
of BFS®@(F’) for any F' € M. As in Phase
a, merge all the faces in levels 0 through ¢ into
a single face. Let G® be the resulting graph.
Let BFS®(F) be the breadth-first search tree
induced on BFS(F) and rooted at the new face.

Lemma 4.2 For every F € S, for every face X in BFS®,
there is a short path from X to a new root formed either in
phase a or in phase b.

Proof: The case F € M is covered by Lemma 4.1, so we
consider the case F' € S — M. By Proposition 3.1, the
ancestor-path P from X up BFS® (F) to a small level has
length at most v/k. Either this small level is that chosen
in Phase c, in which case we have reached the new root of
BFS®(F), or else the small level intersects the new root
of BFS®)(F') for some F' € M. In the latter case, we can
extend path P along the small level to reach the new root
of BFS®)(F’). In either case, every face but the last face
reached is a face of G. As in the proof of Lemma 4.1, the
new root of BFS® (F) has boundary size at most dvk. O

Because M was chosen to be a maximal independent
set, we can strengthen Lemma 4.2 to restrict our attention
to new roots formed in phase a, i.e. new roots of phase-a
breadth-first searches.
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Corollary 4.3 For every F € S, for every face X in BFS®),

X is at a distance O(Vk) from some new root formed in
phase a.

Proof: It suffices to show that every new root formed in
phase b has a short path to a new root formed in phase a.
Suppose F € S — M. There are two cases.

Case 1: For some F’ € M, the new root of BFS@®)(F')
contains some face Y of N(F'). Assume that Y is chosen to
be as close as possible to F in BFS(F). If Y is replaced
by the new root of BFS(")(F), we are done; the path from
the new root of BFS@)(F') to the new root of BFS®)(F)
is trivial.

Otherwise, let Y’ be the parent of Y in BFS(F), and
consider the ancestor path P of Y' in BFS(F) up to the
first small level encountered. By Proposition 3.1, P has
length at most vk. Since the small level encountered does
not intersect the new root of any phase-a breadth-first search
tree (by choice of '), the small level must be part of the new
root of BFS®(F). Thus we have a path of length at most
1+ Vk from the new root of BFS®(F') to the new root

of BFS® (F). Only the first and last faces on this path are
new faces, so the path is short.

Case 2: No new root of a phase-a breadth-first search tree
intersects N(F). In this case, the new root of BFS®)(F)
consists of L,, where 7 is maximum such that the i** level
of BFS(F) is small. Because M is a maximal independent
set of k-neighborhoods of faces in S, the k-neighborhood of
F must include some face X in the k-neighborhood of some
face F' € M. We know from Lemma 4.1 that there is a short
path in BF$©)(F') from X to the new root of BFS®)(F").
It remains to show that there is a short path from X to the
new root of BFS®(F). But this follows from Proposition
3.1 just as in the proof of Lemma 4.1. O

In Phases a and b, we obtained a graph G by merging
faces so that every face in the dominating region R has a
short path to one of at most n/k new root faces, namely the
roots of the phase-a breadth-first search trees. In Phase c,
we extend this property to cover all the faces in the graph,
not just those in R.

We start by constructing a breadth-first search from R.
It is shown below that this breadth-first search has at most
k levels, and hence the search can be carried out quickly
and efficiently. However, we need to make sure that every
face has a short path to a face in R, i.e. a path consisting
of only O(Vk) faces. We can use Proposition 3.3 to show
paths are short if we can rule out small level-boundary cy-
cles, cycles of size at most dv/k. Gazit and Miller’s solution
to this is to cap such cycles. The result of capping a level-
boundary cycle is that the breadth-first search is truncated.
The new face resulting is either a leaf or a root of the trun-
cated breadth-first search tree. Hence any ancestor-path up
the tree encounters a small level-boundary cycle only at the
beginning (if the path starts with a new face) and at the
end (if the path ends with a new face). Since such cycles
are not encountered in the middle of the path, we can use
Proposition 3.3 to show that the ancestor-paths are short.



Phase ¢

1. Perform a breadth-first search of G® starting
from the faces in R. Let BFS(R) be the breadth-
first search forest.

2. Decompose each level of BFS(R) into simple cy-
cles. Cap all such cycles that are small. Let H
be the resulting graph, and let BFS©)(R) be the
induced breadth-first search forest.

Lemma 4.4 The breadth-first search tree found in step 1
has depth at most k.

Proof: Let Fy be any face of G. Since S is a dominating
set, there is a face F» € S whose k-neighborhood intersects
that of F1. Let X be a face in the intersection. Since X is
in the k-neighborhood of Fi, the distance between X and
Fy is at most k. Since X is in the k-neighborhood of Fy, X
appears in |J, ¢s N(F), and hence belongs to R. Hence the
level of Fy is at most k. O

It follows from Lemma 4.4 that step 1 can be carried out
in O(klogn) time and O(n) work, using a straightforward
parallel breadth-first search.

Now we consider step 2. Because of the capping oper-
ation, some of the faces in R may be merged with faces
outside R. Let R’ denote the set of faces of H replacing
faces belonging to R. This merging preserves the property
that there are at most n/k root faces (the faces in H replac-
ing the root faces of the phase-a searches) to which every
face in R’ has a short path. It remains to show that every
face in H has a short path to R'.

Lemma 4.5 (Gazit and Miller) Every face in H has a
short path to R’ in the face-node graph of H.

Proof: Let X be any face of H, and let F' be the parent
of X in BFS®)(R). Let P be the ancestor-path of F in
BFS(R) up to R'. It follows from capping that no node of
P belongs to a small level-boundary cycle, and every face of
P is a face of G except possibly the last.

Consider the original graph G, and consider the path
P as a path in the face-vertex graph of G. Since the k-
neighborhood of F contains a face in R = {Jp g N(F'),
the face in R closest to F' is in the k-neighborhood of F,
and hence every face in P belongs to the k-neighborhood of
F. Hence by Proposition 3.3, P has at most 2 + vk faces.
0

5 Finding a dominating set in the k-neighborhood
graph

We are given a graph & with n nodes, and we want to find
a small subset S of nodes whose k-neighborhoods intersect
the k-neighborhoods of all other nodes in G.

The algorithm is as follows: each node randomly chooses
to include itself in S with probability 1 — (1 — (§/k))°1°8™
where 6 < 1 and ¢ > 1 are constants to be determined. This
probability is 8((logn)/k). Hence using Chernoff bounds
one can show that with high probability the number of nodes
included in S is O((n/k)logn). It remains to show that the
resulting set S is a dominating set with high probability. We
think of the choices as taking place over a series of clogn
stages. In each stage ¢, each node randomly chooses to add
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itself to S with probability 6/k. The analysis resembles that
of [1, 13].

For i = 0,1,..., let A, be the set of nodes whose k-
neighborhoods do not intersect the k-neighborhoods of nodes
added to S after ; — 1 stages. Thus A1 = n. Let G, be the
directed graph whose nodes are the nodes of G and where
there is an arc v — w wherever v belongs to A; and w is
in the k-neighborhood of v. That is, v remains to be domi-
nated and w, if it were chosen, would dominate v. We focus
on the ith stage. For each node w in G, let X, be the ran-
dom variable that is 1 if w chooses to include itself in S in
this stage, and 0 otherwise. For each v € A,, let Y, be the
random variable that is 1 if v’s k-neighborhood includes a
node w chosen in this stage, and 0 otherwise. That is,

V. = 1 fIv-rwst Xy=1
Y71 0 otherwise

If v has only one outgoing edge v — w such that X, = 1,
then certainly Y, = 1. Moreover, Y, is always nonnegative.
We therefore obtain the following inequality.

szsz— Z XX,

V- w VbW, V=P T
Hence
B} Y] 2 D D EXJ-Y. Y ElXu)E[X.]
vEA, vEA, v3w vEA, vw,v—z

)IDIEED DD SIC s

vEA, vw vEA, vow, vz

Let indegree(w) denote the indegree of w in G;, and sim-
ilarly for outdegree(v). The outdegree of each node of A4, is
k by definition of G,, and the sum of indegrees of nodes in
G equals the sum of outdegrees, which is {A;]k. Hence we
continue as follows

§ 5
B %) 2 Y D - (outdegree(v))*(7)’
vEA, wEG VEA;,vIw vEA,
_ 6 : 204
= 7 (Z 1ndegree(w)> —16%] A4l
weG

= LAk -84

- k 1 7

= (6- )4l

Thus for § = 1/2, we have that the expected number
of nodes of A, whose k-neighborhood includes nodes chosen
in the ¢th stage is |A.|/4. Such nodes will not appear in
Ajp1. It follows by a method of Karp [9] that, for some
constant ¢, clogn stages suffice to obtain an S that with
high probability dominates all nodes.

6 Remarks

Techniques are known for eliminating randomness from a
parallel algorithm without significant cost in efficiency. In
particular, Gazit and Miller showed [6] that their algorithm
can be made deterministic. It seems likely that the modifi-
cation of their algorithm presented here can be made deter-
ministic as well.
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