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Abstract. We introduce Hegel and Fichte’s dialectic as a search meta-heuristic
for constraint satisfaction and optimization. Dialectic is an appealing mental con-
cept for local search as it tightly integrates and yet clearly marks off of one an-
other the two most important aspects of local search algorithms, search space
exploration and exploitation. We believe that this makes dialectic search easy to
use for general computer scientists and non-experts in optimization. We illustrate
dialectic search, its simplicity and great efficiency on four problems from three
different problem domains: constraint satisfaction, continuous optimization, and
combinatorial optimization.

1 Introduction

Local search (LS) is a powerful algorithmic concept which is frequently used to tackle
combinatorial problems. While originally developed for constrained optimization, be-
ginning with the seminal work of Selman et al. [23] in the early 90ies local search
algorithms have become extremely popular to solve also constraint satisfaction prob-
lems. Today, many highly efficient SAT solvers are based on local search. Recently
there have also been developed general purpose constraint solvers that are based on
local search [33]].

The general idea of local search is easy to understand and often used by non-experts
in optimization to tackle their combinatorial problems. There exists a wealth of modern
hybrid LS paradigms like iterated local search (ILS) [29], very large scale neighbor-
hood search [1i31]], or variable neighborhood search [[17]. By far the most prevalent LS
methods used by non-experts are simulated annealing [22l626] and tabu search [[L11412].

Simulated annealing (SA) is inspired by the physical annealing process in metal-
lurgy. The method starts out by performing a random walk as almost all randomly gen-
erated neighbors are accepted in the beginning. It then smoothly transitions more and
more into a hill-climbing heuristic when neighbors are more and more unlikely to be
accepted the more they degrade the solution quality. In tabu search (TS) we move to the
best solution in the neighborhood of the current solution, no matter whether that neigh-
bor improves the current solution or not. To avoid cycling, a tabu list is maintained
that dynamically excludes neighbors which we may have visited already in the near
past. Typically, the latter is achieved by excluding neighbors that have certain problem-
specific properties which were observed recently in the search.
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Both concepts are very popular with non-experts because they are easy to under-
stand and to implement. However, to achieve a good heuristic performance for a given
problem, the vanilla methods rarely work well without significant tuning and experi-
mentation. In particular, it has often been observed that SA is able to find high-quality
solutions only when the temperature is lowered very slowly or more sophisticated neigh-
borhoods and techniques like reheats are used. TS, on the other hand, often finds good
solutions much earlier in the search than SA. However, the vague definition of the tabu-
concept is difficult to handle for non-experts. If the criteria that define which neighbors
are currently tabu are too broad, then many neighbors which have actually not been
visited earlier are tabu. Then, so-called aspiration criteria need to be introduced to over-
ride the tabu list. Moreover, the tabu tenure is of great practical importance and difficult
to tune. There exist sophisticated methods to handle this problem like reactive TS [3]]
which dynamically adapts the length of the tabu list and other techniques such as strate-
gic oscillation or ejection chaining.

We argue that these techniques outside the core methods are too involved for non-
experts and that there is a need for a simple method that is easy to handle for anyone
with a general background in constraints. The objective of this work is to provide such
a meta-heuristic which, by design, draws the user’s attention to the most important
aspects of any efficient local search procedure. To this end, in the next section we in-
troduce dialectic search. In the sections thereafter, we provide empirical evidence that
demonstrates the effectiveness of the general approach on four different problems from
highly different problem domains: constraint satisfaction, continuous optimization, and
discrete optimization.

2 Dialectic Search

Without being able to make any assumptions about the search landscape, there is no way
to extrapolate search experience and any unexplored search point is as good as any other.
Only when we observe statistical features of the landscape which are common to many
problem instances we may be able to use our search experience as leverage to predict
where we may find improving solutions. The most commonly observed and exploited
statistical feature is the correlation of fitness and distance [21]. It gives us a justification
for intensifying the search around previously observed high quality solutions.

While the introduction of a search bias based on predictions where improving solu-
tions may be found is the basis of any improvement over random search, it raises the
problem that we need to introduce a second force which prevents us from investigat-
ing only a very small portion of the search space. This is an inherent problem of local
search as the method does not allow us to memorize, in a compact way, all previously
visited parts of the search space. In artificial intelligence, the dilemma of having to bal-
ance the wish for improving solutions with the need to diversify the search is known as
the exploitation-exploration trade-off (EET). It has been the subject of many practical
experiments as well as theoretical studies, for example on bandit problems [24].

SA and TS address the EET in very different ways. SA explores a lot in the beginning
and then shifts more and more towards exploitation by lowering the acceptance rate
of worsening neighbors. TS, on the other hand, mixes exploitation and exploration in
every step by moving to the best neighbor which is not tabu. The often extremely good
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performance of TS indicates that binding exploration and exploitation steps more tightly
together is beneficial. However, the idea to mix exploration and exploitation in the same
local search step is arguably what makes TS so opaque to the non-expert and what
causes the practical problems with defining the tabu criteria, tabu tenure, aspiration
criteria, etc.

2.1 A Meta-heuristic Inspired by Philosophy

We find an LS paradigm where exploration and exploitation are tightly connected yet
clearly separated from each other in philosophy: Hegel and Fichte’s Dialectic [18l9].
Their concept of intellectual discovery works as follows: The current model is called
the thesis. Based on it, we formulate an antithesis which negates (parts of) the thesis.
Finally, we merge thesis and antithesis to achieve the synthesis. The merge is guided
by the principle of Aufhebung. The latter is German and has a threefold meaning: First,
that parts of the thesis and the antithesis are preserved (“aufheben” in the sense of “be-
wahren”). Second, that certain parts of thesis and antithesis are annihilated (“aufheben”
in the sense of “ausloeschen”). And third, that the synthesis is better than thesis and an-
tithesis (“autheben” in the sense of “aufwerten”). The synthesis then becomes the new
thesis and the process is iterated.

Analyzing Hegel and Fichte’s dialectic, we find that it strikes an appealing balance be-
tween exploration and exploitation. In essence, the formulation of an antithesis enforces
search space exploration, while the optimization of thesis and antithesis allows us to ex-
ploit and improve. Furthermore, while in each step both exploration and exploitation
play their part, they are clearly marked off of one another and can be addressed sepa-
rately. We argue that this last aspect is what makes dialectic search very easy to handle.

2.2 Dialectic Search

We outline the dialectic search meta-heuristic in Algorithm [1l After initializing the
search with a first solution, we first improve it by running a greedy improvement heuris-
tic. We initialize a global counter which we use to terminate the search after a fixed
number (GLOBALLIMIT) of global iterations.

In each global iteration, we perform local dialectic steps, whereby the quality of the
resulting solution of each such local step is guaranteed not to degrade. Again, a counter
(local) is initialized which counts the number of steps in which we did not improve the
objective.

In each dialectic step, we first derive an antithesis from the thesis, which is imme-
diately improved greedily. We assume that the way how the antithesis is generated is
randomized. The synthesis is then generated by merging thesis and antithesis in a prof-
itable way, very much like a cross-over operator in genetic algorithms. Here we assume
that "Merge’ returns a solution which is different from the thesis, but may coincide with
the antithesis. In case that the greedily improved synthesis is actually worse than the
thesis, we return to the beginning of the loop and try improving the (old) thesis again
by trying a new antithesis. In case that the synthesis improves the best solution (bestSo-
lution) ever seen, we update the latter. If the synthesis at least improves the thesis, the
no-improvement counter ’local’ is reset to zero. Then, the synthesis becomes the new
thesis.
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1: Dialectic Search

2: thesis < InitSolution()
3: thesis < Greedylmprovement(thesis)
4: global < 0

5: bestSolution < thesis
6: bestValue «+— Objective(bestSolution)
7: while global++<GLOBALLIMIT do
8
9

local < 0
while local++<LOCALLIMIT do
10: antithesis «— Greedylmprovement(Modify(thesis))
11: synthesis < Merge(thesis,antithesis)
12: synthesis <— Greedylmprovement(synthesis)
13: thesisValue «<— Objective(thesis)
14: synthesisValue «— Objective(synthesis)
15: if thesisValue<synthesisValue then
16: goto Line 9
17: end if
18: if synthesisValue<bestValue then
19: bestSolution «— synthesis
20: bestValue «<— synthesisValue
21: end if
22: if synthesisValue<thesisValue then
23: local < 0
24: end if
25: thesis «— synthesis

26: end while

27: thesis «<— antithesis
28: end while

29: return bestSolution

Algorithm 1. Dialectic Search

Finally, when the number of non-improving local improvement steps is exceeded,
we make the last antithesis the new thesis and start over with the next global step.

So what dialectic search does is this: For a given assignment (the thesis), it greed-
ily improves it. Then it tries to improve the solution further by generating randomized
modifications (an antithesis) of the current assignment, greedily improving it, and then
combining the two assignments to form a new assignment, which is also greedily im-
proved (the synthesis). If this new assignment is at least as good, it is considered the
new current assignment. If this process does not result in improvements for a while,
then the search moves to the modified assignment and continues searching from there.

As any meta-heuristic, the general outline of dialectic search that we gave above
leaves certain steps open. In genetic algorithms, for example, we need to define muta-
tion and cross-over operators. In dialectic search, we need to specify how the thesis is
transformed into an antithesis, how an assignment is greedily improved, and how the-
sis and antithesis are combined to form the synthesis. These functions must be defined
for each problem individually. The contribution of dialectic search is that it manages
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1: Merge (thesis, antithesis)

2: bestValue « INFINITY

3: S« {i | thesis[i] # antithesis[¢]}

4: while S # () do

5:  bestMoveValue «— INFINITY

6: foralli € Sdo

7: margin < SwitchMargin(thesis,antithesis, )
8: if margin < bestMoveValue then

9: bestMove Value <+ margin, bestMove «— ¢
10: end if
11:  end for

12: S« S\ {bestMove}

13: thesis[bestMove] «— antithesis[bestMove]
14: thesisValue «— thesisValue—bestMoveValue
15: if thesisValue < bestValue then

16: synthesis «— thesis
17: bestValue < thesisValue
18: end if

19: end while
20: return synthesis

Algorithm 2. A Procedure to Compute the Synthesis

the balance between exploitation and exploration, which is arguably the hardest part
when devising a new local search procedure. With dialectic search, the user can focus
on both tasks separately. When defining how antitheses are formed (function *"Modify’),
the task is pure search space exploration. When improving a solution greedily (function
’Greedylmprovement’), the task is pure exploitation. The rule of thumb is that the an-
tithesis is a randomized perturbation of parts of the thesis and the greedy improvement
consists in moving to the best neighbor until a local minimum is reached.

Only when the synthesis is computed ("Merge’), both exploration and exploitation
play arole as we would obviously like to find a very good combination of thesis and an-
tithesis. In Algorithm[2] we give a function for computing the synthesis from two given
assignments, the thesis and the antithesis. The procedure works iteratively. In each step
we consider the variables on which thesis and antithesis differ and by what margin the
objective changes when a variable in the thesis is re-assigned to the corresponding value
in the antithesis. We perform the best change and iterate until we reach the antithesis.
Like this, we generate a path from thesis to antithesis, and we return as synthesis the
best solution on the path.

The idea to merge thesis and antithesis is well-founded by the empirical finding that
optimization problems often exhibit a correlation between the fitness of local optima
and their average distance to each other, i.e., a “big valley” structure [2]. The particular
Algorithm 2] is inspired by the path relinking technique [13] and represents of course
only one possible way of merging thesis and antithesis. Depending on the background
of the reader, the function presented may also be viewed as a kind of tabu search as
variables which have already been assigned their target value are no longer allowed
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to change their value. Another way to look at the problem of generating the synthesis
is to view it as an optimization problem itself, where the task is to find the best com-
bination of thesis and antithesis. Thus, dialectic search is implicitly related to iterated
local search [29], variable neighborhood search [[17], and very large scale neighborhood
search [1.31].

3 Constraint Satisfaction

We first test dialectic search on problems from the constraint satisfaction domain, the
costas arrays problem (CAP) and the magic squares problem (MSP).

3.1 Costas Arrays

A costas array [16] is a pattern of » marks on an n X n grid, one mark per row and
one per column, in which the n(n — 1)/2 vectors between the marks are all different.
Such patterns are important as they provide a template for generating radar and sonar
signals with ideal ambiguity functions [8/10]. A model for CAP is to define an array of

variables X7, ..., X,, which form a permutation. For each length [ € {1,...,n — 1},
we add n — [ more variables X1,..., X! ,, whereby each of these variables is assigned
the difference of X; — X;; fori € {1,...,n — [}. These additional variables form

a difference triangle as shown in Figure [1l Each line of this difference triangle must
not contain any value twice. That is, the CAP is simply a collection of AllDifferent
constraints on X1, ..., X, and X| ..., X! ,foralll € {1,...,n—1}.

COSTAS ARRAY 316254
] 2-54-31
Y -33-11-2
Y 1-42

DIFFERENCE TRIANGLE

Fig. 1. 6x6 Costas Array 316254

Costas arrays can be constructed using the generation methods based on the theory
of finite fields for infinitely many n. However, there is no construction method for all
n and it is, e.g., unknown whether there exists a costas array of order 32. We devise a
simple dialectic search for the problem and compare with tabu search.

Objective, Initialization and Greedy Improvement. As objective, we use the sum
of the square of the violations of all AllDifferent constraints in the difference triangle.
Our initial costas array is a random permutation of the numbers from 1 to n. As greedy
improvement heuristic, we consider pairs of variables X; and X; and compute the cost-
delta that would result from flipping the values of the two cells. We commit the pair that
would decrease the violations the most and iterate until no possible flip results in a cost
improvement anymore, i.e, when we are stuck in a local minimum.
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Table 1. Numerical Results for the Costas Array Problem. We compare tabu search and dialectic
search in terms of minimum, maximum, standard deviation and average solution time in seconds
over 100 runs.

Minimum Maximum |Std. Deviation|  Average
Order| TS Dialectic| TS Dialectic| TS Dialectic| TS Dialectic
13 10.03 0.00 (1.24 0.27 (024 0.05 |0.25 0.05
14 10.03 0.00 (49 207 (082 031 |096 0.26
15 10.04 0.04 (229 6.84 (345 133 |35 131
16 10.13 0.1 [958 32.6 (195 7.1 |21.83 7.74
17 |1.03 0.65 |741 250 (126 49.4 114 534
18 |5.49 4.43 (2568 1936 (613 370 696 370

Antithesis and Synthesis. Hegel defined the antithesis as the negation of the thesis.
For non-binary variables it is not uniquely defined what the negation of a variable as-
signment is. We interpret the negation of an assignment to mean that the variable is
assigned a different value. For the CAP, we define an antithesis as follows. First, we
determine randomly the fraction of variables that must change their value. Then, we
compute an antithesis by iteratively switching the values of two cells, whereby in each
step we choose the pair of cells which yields the best solution. Note that this proce-
dure is closely related to the greedy improvement heuristic. The difference is that, in
the antithesis computation, cells which have already switched values are not allowed
to change their values anymore. As synthesis, we return the best solution found while
moving from thesis to antithesis in this iterative way.

Numerical Results. In Table [Ilwe compare this simple approach with the tabu search
algorithm using the quadratic neighborhood which is implemented in COMET. This
algorithm was shown to be highly competitive compared to specialized procedures for
constraint satisfaction in [34]]. Unless otherwise stated, all tests in this paper were run
on a Pentium III 733MHz machine with 512Mb RAM. Our algorithms are implemented
in C++ and compiled using GCC 4.3, with the -O3 flag. COMET models are run using
the just-in-time (-j2) compiler flag.

Even though the tabu search approach incorporates sophisticated techniques like an
adaptive tabu tenure procedure, we see that the simple dialectic search algorithm is
superior and outperforms TS in terms of average solution time and the minimal and
maximal time needed in 100 trials. Moreover, the standard deviation shows that dialectic
search performs far more robustly and predictably than TS.

3.2 Magic Squares

Our next problem from constraint satisfaction domain is the magic squares problem
[27]. A magic square of order n is an n X n square that contains all numbers from 1
to n2 such that the sum of each row, each column, and both main diagonals equals the
“magic sum” n(n?—1)/2). Although the problem of constructing a magic square is easy
(there exist polynomial-time construction methods), magic squares are notoriously hard
for systematic constraint programming approaches. The best systematic approach was
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Table 2. Numerical Results for the Magic Square Problem. We present minimum, maximum and
average solution time in seconds for tabu, adaptive search, and dialectic search. Tabu search and
dialectic search results are averaged over 100 runs. The adaptive search results are taken from [[7]
who ran their algorithms 10 times on each problem.

Minimum Maximum Average

Order| Vars || TS |Adaptive|Dialectic|| TS |Adaptive|Dialectic|| TS |Adaptive|Dialectic
20 | 400 13 0.1 0.12 | 56.8 | 7.35 14.6 18 3.41 2.95
30 | 900 || 98.8 | 0.67 0.38 800 | 525 54.2 135 18.1 15.2
40 | 1600 || 458 10.1 1.1 1.31K| 166 360 541 | 58.1 53.3
50 [2500 |[1.45K| 44.5 3.23 36K | 648 584 [|2.51K| 203 150

60 | 3600 ||4.04K - 594 ||5.23K - 1.45K |[4.48K - 361
70 {4900 ||9.56K - 11.8 ||12.5K - 3.01K |[10.5K - 711
80 | 6400 |[18.6K - 17.8 |[|23.8K - 6.28K |(|20.3K - 1.80K
90 | 8100 ||33.7K - 304 ||45.7K - 13.2K |[37.3K - 3.46K
100 {10000{(60.4K - 46.3 ||67.1K - 227K || 64K - 5.02K

presented in [[15]] and can only construct magic squares of orders up to 18 efficiently.
[7] have proposed an adaptive local search for the problem which is able to construct
magic squares of order 50 within 200 seconds on a Pentium III 733MHz machine.

Objective, Initialization and Greedy Improvement. We propose a simple dialectic
search algorithm for the problem. As objective, we sum the squares of the deviations
from the magic sum for all rows, columns, and the two main diagonals. We start with
a random permutation of the numbers from 1 to n? and assign them to the cells in the
square row by row. As greedy improvement heuristic, we consider pairs of variables
and compute the cost-delta that would result from flipping the values of the two cells.
We commit the best such flip and iterate until no more cost improvement is possible
anymore.

Antithesis and Synthesis. For the magic squares problem we interpret antithesis as
permuting the values of a fraction of the variables. The fraction of variables that must
change their value is determined randomly. We compute an antithesis by iteratively
switching the values of two cells, whereby in each step we choose the pair of cells
that would yield the most improvement in the objective value. Again, cells that have
already been altered are not allowed to change anymore. As synthesis we return the
best solution observed while moving from thesis to antithesis.

Numerical Results. In Table 2] we compare this simple approach with tabu search
algorithm using the quadratic neighborhood which is implemented in COMET and the
adaptive local search algorithm from [7]. The adaptive search results presented in [[7]]
were carried out on a Pentium III 733MHz, the same specs as our own machine. We see
that the dialectic search algorithm, despite its great simplicity, clearly outperforms the
existing approaches. Adaptive search appears more robust than dialectic search in the
comparison. Note, however, that dialectic search was run 100 times while the results
reported in [/|] are based on a very small set of 10 runs only.
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We attribute the superior performance of dialectic search on this problem to its ability
to be greedy without running into the problem of being stuck in local optima. In fact,
we found that magic squares is actually a very easy problem and reacts very well to
aggressive exploitation strategies, allowing us to efficiently search very large spaces of
(n?)! potential solutions (for magic squares of order 100, that’s 10,000! > 1035:000),
Using greedy improvements and a couple of synthesis moves alone, it is extremely easy
to find solutions with objectives 1 or 2, meaning that only one or two rows, columns,
or main diagonals have a deviation from the magic sum of 1. To get from here to a real
magic square is then result of a search where we consider a sequence of solutions of
the same quality (note the < instead of < in line 15 of Algorithm[I] which ensures that
we move to the synthesis even if it has the same cost as the thesis) and usually very few
(mostly zero and occasionally one or two) global steps where the search actually moves
to the antithesis instead of the synthesis and continues from there.

4 Continuous Optimization

We next apply our dialectic search algorithm to continuous optimization, the problem
of finding the minimum of an n-dimensional, real-valued function over a box poly-
tope (i.e., the only constraints are lower and upper bounds on the continuous variables).
Continuous optimization problems arise in many practical application areas, like VLSI
design, chemical engineering, and trajectory planning. The problem is relatively simple
for functions that are differentiable and for which zero points of the derivatives can be
computed. However, for higher-dimensional functions with many local minima, contin-
uous optimization can become a challenging task. We present a simple dialectic search
algorithm for the problem and compare it with simulated annealing.

Initial Solution. An initial solution is obtained by assigning to each variable a value
chosen uniformly at random from the variable’s domain interval.

Antithesis and Synthesis. The antithesis is determined by selecting a random variable
with value x° from the current solution and changing it to a new random value z!. To
compute the synthesis, we conduct an equi-distant walk from thesis to antithesis. At
each step of the walk, we move |2 — x!|/K towards the antithesis. The best solution
encountered during this walk is returned as the synthesis.

Numerical Results. The performance of dialectic search is examined on three well-
known functions; Rastrigin, De Jong’s noiseless function #4, and Alpine, with dimen-
sions 20 and 50. DeJong’s function is convex and unimodal whereas Rastrigin and
Alpine functions are highly multimodal and exhibit many local minima. In Figure 2l we
give the definition, boundary values and visualization of each function. The minimum
objective value in all cases is zero. We compare our results with the SA implementation
from [30] which is known to be robust, easy to use and applicable to complex continu-
ous problems. Table Blshows that dialectic search robustly provides very good solutions
at little cost also on this problem domain.
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(a) Rastrigin (b) Delong (c) Alpine

Fig.2. Rastrigin(z) = 10n + >.I" (z7 —10cos(27wx;)) where —5.12 < z; < 5.12,
DeJong(z) = 3.7, iz} where —1.28 < z; < 1.28 and Alpine(z) = Y1 |zssin(z:) +
0.1z;| where —10 < z; < 10

Table 3. Continuous Optimization. We give average minimum value and average number of func-
tion evaluations over 250 runs for continuous function minimization with dimensions 20 and 50.
SA cooling factors are set to 0.98 and 0.99.

Dialectic SA-0.98 SA-0.99
Function| Value Eval.| Value Eval.| Value Eval.
Rastr.-20] < 1075 208K| 24.4 3.4M| 224 6.8M
Rastr.-50| < 1072 818K| 87.3 8.3M| 86.8 9.9M

DeJong-20] < 1077 848 [< 1072 946 [< 10™3 946

Delong-50| < 1072 3.7K|< 1073 2.5K|< 107% 2.5K
Alpine-20| < 1072 86K [< 10°° IM |[< 107 2M
Alpine-50| < 1073 458K|< 1072 2.9M|< 102 5.8M

5 Constrained Optimization — Set Covering

Our final evaluation of the dialectic search paradigm is on one of the most studied NP-
hard combinatorial optimization problems, the set cover problem (SCP): Given a finite
set S := {1,...,m} of items, and a family F' := {S1,...,S5,, C S} of subsets of S,
and a cost function ¢ : ' — R, the objective is to find a subset C' C F such that
Scy s,ec i and > s,cc ¢(S;) is minimized. The SCP has numerous practical appli-
cations such as crew scheduling for airlines or railway companies [[19120l5], location of
emergency facilities [32]], and production planning in various industries [36].

Initial Solution and Greedy Improvement. A simple greedy construction for SCP
is to pick sets one by one until a cover is found. [35] compare 7 different criteria how
the next set is chosen (like the set which covers the most uncovered items, the set with
least costs, the set with best cost over newly covered items ratio, and several variations
of the latter). It was suggested to choose one of the criteria at random in each step of
the greedy construction. Run around 30 times, this randomized approach was reported
to yield good solutions, and we use this method to initialize our search. As greedy
improvement heuristic, we simply remove redundant sets, if any. If there are several,
we first pick a set which leaves the fewest items uncovered.

Antithesis and Synthesis. As antithesis, we pick a randomized subset I’ of the current
selection C', whereby we choose the size of this subset randomly between one half,
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Thesis Antithesis
[1]ofo[1]|1][1]0[1] [0[1]1]o[1[1]1]0]
Synthesis

[1[oJo[o[1]1]o][1] \ 'o[1]o[o[1]1]1[ 0]
[1]oofo[1[1]0]0} [@

LICIONEIG

Fig. 3. Function Merge’ for the SCP. The decision to select a bag or not is represented as a
binary variable. The bold variables in the thesis correspond to a randomized subset 71" of the
current selection C. Dashed boxes are used to indicate solutions that do not form a cover. The
synthesis is the lowest-cost cover found on the walk from thesis to antithesis.

one third, and one quarter of the cardinality of C. T is empty first and then augmented
iteratively by selecting two sets whose removal would leave the fewest items uncovered
which are still covered by C'\ T'. One of the two sets is chosen uniformly at random and
added to T'. We repeat this until 7" has the desired size. If A < F'\ T does not cover all
items, we greedily add sets in 7" to A until it is a cover. A becomes our antithesis.

To obtain a synthesis, we conduct a greedy walk from the thesis to the antithesis.
This walk consists of two phases. In the first phase, we remove all sets in C' that are not
part of A. In the second phase, we greedily select a set in A which minimizes the cost
over newly covered items and repeat until we obtain a cover which is returned as the
synthesis. Figure[3]illustrates such a greedy walk from thesis to antithesis.

Numerical Results. We compare this simple dialectic search with the iterative greedy
algorithm, ITEG, from [25] and the tabu search, TS, from [28]]. We consider 70 well-
known benchmark instances that are available from the OR library [4]. These instances
involve up to 400 items and 4000 sets. In order to compare with ITEG and TS which
were developed for the uni-cost SCP, the costs of all sets are set to one. ITEG was
run on a multi-user Silicon Graphics IRIX Release 6.2 IP25, 194MHz MIPS R10000
processor and TS was run on a Pentium 4 with 2.4GHz. When comparing with ITEG,
we use again our Pentium III 733MHz machine and we divide the cutoff times reported
for ITEG by a factor of 4 which corresponds to the SPECint95 ratio of the two machines
used. For the comparison with TS, we use an AMD Athlon 64 X2 Dual Core Processor
3800 2.0 GHz machine which is slightly slower than the machine used in [28]].

Tables ] and Bl summarize the results. Due to space restrictions we cannot show
all results on individual instances.We therefore report aggregate results for each of the
different benchmark classes. It should be noted that the developers of the TS approach
tuned the tabu tenure on and for each of these sets individually. Similarly, the developers
of ITEG set the algorithm parameters to a suitable value for each benchmark class. In
contrast, Hegel was run with one set of parameters on all instances in all classes. As
we can see, Hegel provides high quality solutions very quickly. With the exception of
classes ’4’ and ’5’ where it performs slightly worse on average, Hegel produces equally
good or better results than ITEG in sometimes substantially less time. In terms of the
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Table 4. Numerical Results for the Set Cover Problem. We present the average solution (standard
deviation), best solution (standard deviation), average time to find the best solution, and the time
limit used. The results are averaged for each benchmark class in the OR library. Hegel was run
50 times on each instance, ITEG data were taken from [25] who ran their algorithms 10 times on
each instance.

AvgSol BestSol AvgTime TimeLimit
Class||ITEG| Dialectic [|ITEG|Dialectic||{ITEG| Dialectic ||ITEG|Dialectic|Speedup
a ||38.78|38.77 (0.16)|| 38.6 | 38.6 - 11.59 (1.38)|| 7.5 7.5 1
b {|22.04]22.00 (0.04)|| 22.0 22 - 1047 (0.23)| 15 2.5 6
c [|43.44]43.44 (0.42)||43.0| 43 - 13.00(2.48)|| 10 10 1
d |[25.00(24.86 (0.15)|/ 25.0 | 24.4 - 10.74 (0.49)|| 27.5 5 5.5
e || 5.005.00(0.00) || 5.0 5.0 - 10.00 (0.00)|| 2.5 0.1 25
4 |38.07|38.43 (0.28)|| 37.8 | 37.8 - 10.56 (0.49)|| 2.5 2.5 1
5 ||34.47|34.51 (0.35)|| 34.1 | 34.1 - 10.76 (0.56)|| 2.5 2.5 1
6 1/20.86(20.76 (0.11)|| 20.8 | 20.6 - 10.24 (0.24)|| 15 2.5 6
nre ||17.04{17.00 (0.00)(| 17.0 | 17.0 - 10.42 (0.09)|| 8.5 1 8.5
nrf {/10.50|10.44 (0.49)|| 10.0 10 - 10.58 (0.21)|| 16.5 1 16.5
nrg ||62.8262.56 (0.47)|| 62.0 | 61.6 - 12.85(0.98)|| 6.5 5 1.3
nrh ||34.78| 34.49 (0.5) || 34.0 | 34.0 - |1.62(0.54)|| 15 2.5 6

Table 5. Numerical Results for the Set Cover Problem. We present the average runtime (standard
deviation) in seconds for finding the best solution in each run, as well as the average solution
quality and the best solution quality. Results are averaged for all instances in each benchmark
class in the OR library. Hegel was run 50 times on each instance and TS data were taken from
[28] who ran their algorithms 10 times on each instance.

AvgSol BestSol AvgTime
Class TS Dialectic || TS |Dialectic TS Dialectic ||Speedup
a ||38.66 (0.24)|38.74 (0.16)(|38.4| 38.6 4.3(3.78) |1.78 (1.63)|| 2.4
b [|22.02 (0.06)| 22.00 (0) || 22 22 7.02 (6.98) 10.49 (0.25) 14
c || 43.5(0.44) |43.45 (0.41)|| 43 43 7.86 (7.16) |2.97 (2.45)|| 2.6
d 25(5.04) (24.81 (0.12)|24.8| 24.4 || 14.4 (14.4) (1.07 (0.77)|| 13.4
e 5(0) 5(0) 5 5 0(0) 0 (0) 0
4
5
6

37.920.27) 38.20 (0.30)|[37.7| 37.8 || 0.67 (0.83) [1.63 (1.80)|| 0.4
34.36 (0.35)[34.28 (0.15)|[34.1| 34.1 || 1.87(2.35) [1.85 (1.77)|| 1
20.78 (0.06)[20.66 (0.09)|[20.6| 20.6 || 0.26 (0.54) [0.72 (0.69)|| 0.3
nre || 17.14 (0.3) [16.98 (0.06)|| 17 | 16.6 || 5.94 (11.3) |0.50 (0.46)|| 11.7
nef || 10.62(0.5)| 10(0) || 10| 10 ||31.4(61.96)[1.31 (0.90)|| 23.8
nrg || 62.7 (0.6) 62.25 (0.47)||61.8| 61.2 |[|32.0(32.3)[4.33(2.28)| 7.3
nrh ||34.88 (0.44)|34.03 (0.19)|| 34 | 33.8 || 22.4(57.5) |3.49 (2.20)|| 6.4

best solutions found over the different runs, when computing the average for each class,
Hegel always performs as good or better than ITEG.

Comparing with TS, Hegel is performing slightly worse on classes 4’ and ’a’ and
outperforms TS in terms of solution quality otherwise, at times quite substantially (see
classes 'nrf” and 'nrh’). Moreover, Hegel always finds the best solution earlier, leading
to speed-ups of up to a factor of 23.
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Finally, in terms of individual instances, Hegel found formerly unknown improving
solutions on four instances (d4(24), nre1(16), nrg3(61), nrg5(61)), that is over 5% of all
instances in one of the best studied benchmark sets in OR.

It took about 20 man-days to develop and test this algorithm which was by far the
most time we spent on any algorithm presented in this paper. Despite this short develop-
ment time, our algorithm outperforms the state-of-the-art approaches on set covering.
This shows that the dialectic search meta-heuristic effectively leads to simple and highly
efficient local search approaches.

6 Conclusion

We proposed to use Hegel and Fichte’s dialectic as a meta-heuristic search paradigm and
demonstrated its power and effectiveness by solving four problems from three greatly
different problem domains: constraint satisfaction, continuous optimization, and com-
binatorial optimization.

With very little effort the dialectic search paradigm allowed us to devise a local
search algorithm for the costas arrays problem and the magic squares problem. More-
over, with very little effort we devised a local search algorithm for the set covering
problem, one of the most intensively studied problems in the operations research liter-
ature which has been the subject of many research projects and on which entire Ph.D.
theses have been written. Even though we spent only about 20 man-days on this al-
gorithm, it outperforms the fastest algorithms from the very rich literature which were
individually tuned on and for each class of benchmark problems. In contrast, our algo-
rithm is the same for all problems from all classes, it did not undergo any sophisticated
tuning, and it still provides solutions of the same or better quality in less time.

We conclude that Hegel and Fichte’s dialectic provides an appealing framework for
devising highly efficient local search algorithms for anyone working on constraints.
We believe that the reason for the simplicity of use is primarily caused by the fact
that dialectic search allows us to develop functions for exploitation and exploration
in separation. We outlined a close relation with existing techniques, especially tabu
search, iterated local search, variable neighborhood search, and very large scale neigh-
borhood search. We welcome the view that dialectic search represents a special case
of all of these methods as it may help the research community to further improve di-
alectic search. Our own objective was to devise a meta-heuristic which is, on one hand,
general enough to be applied to a great variety of problems and which, on the other
hand, is specific enough to guide the user to develop effective problem-specific methods
for search space exploration and exploitation. We believe we found a search paradigm
which strikes a good balance between being specific and being general in Hegel and
Fichte’s philosophy of dialectic.
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